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A B S T R A C T

The value of information represents a rational metric for guiding the optimization of sensing efforts to support
infrastructure system management under uncertainty. Unfortunately, this metric lacks the property of sub-
modularity. Submodularity can be intuitively understood as a diminishing returns property, whereby the in-
cremental benefit of a specific measurement is higher when the set of other available measures is smaller.
Metrics which exhibit this property can be optimized using efficient greedy approaches, with certain guarantees
on the near-optimality of the results. In this paper, we examine the issue of submodularity related to the opti-
mization of sensor monitoring schemes using the value of information metric. We illustrate how greedy opti-
mization approaches using value of information can lead to sub-optimal solutions for sensing in certain situa-
tions. We also examine how one potential heuristic approach involving a submodular surrogate metric (e.g. the
conditional entropy) might be used to avoid some of these shortcomings.

1. Introduction

Infrastructure systems consist of many components, distributed
across a spatial domain, which act together to fulfill a function. Over
time, as the various internal (e.g. damage conditions) and external (e.g.
applied loads) characteristics of the components change, the behavior
of the system itself can change down to a lower capacity level or even a
failure condition. Long-term management of the system, including
maintenance or replacement of its components, is carried out to opti-
mize its performance and functionality level. Various information can
be collected during this process. In this paper, we use the term ‘sensing’
to generally refer to any information collection efforts within the
system, including the installation of sensors or inspections by human or
robotic agents. The collection of this information, in terms of schemes
denoting the places and times at which information is gathered, is here
referred to generally as “sensor placement and scheduling”. This is
performed strategically so as to maximize the impact of the collected
information in supporting making better decisions about system man-
agement, considering also the costs associated with information col-
lection. We give a qualitative overview of this problem of optimal
sensor placement and scheduling in Section 2.

The value of information (VoI) metric is a decision-theoretic mea-
sure of the benefits of information in supporting decision-making in
uncertain systems. Using knowledge about the various possible un-
certain states of a system, the actions which can be taken to manage it,
and the costs of various outcomes, the VoI quantifies how, in an

expected sense, additional information can be used by a rational agent
to improve the outcomes of decision-making [1]. VoI has been em-
ployed to support information gathering for civil infrastructure man-
agement, e.g. for quantifying the benefits of structural health mon-
itoring [2,3] and of periodic inspections for deteriorating components
[4,5]. While the VoI can be difficult to assess due to its computational
complexity [6], specific assumptions on the structure of the decision-
making problem can allow the metric to be efficiently computed for
special cases, as discussed in the companion paper [7,8]. Although the
present paper does not deal with the computation of the VoI metric, but
rather with its optimization, a brief description of the metric is provided
in Section 3, and an outline of the computational approaches developed
in the companion paper is provided in Section 5.1.

In addition to the potential complexity of any evaluation of the VoI,
its optimization related to sensor placement and scheduling can itself be
a computationally daunting task. This is due to the exponential growth
in the number of possible sensor placement and scheduling schemes as
the number of available locations and the management time duration
over which measures must be scheduled increase. In this paper, we
examine the use of an efficient, approximate “greedy” optimization
approach to solving the problem of sensor placement and scheduling.
This approach iteratively adds or removes one measurement from a
proposed scheme to maximize its net VoI, as if no further adjustments
were possible. A similar greedy approach is applied for sensing based on
conditional entropy and mutual information by [9–11] and based on
VoI by [7,12]. However, as discussed in Section 4, there is no guarantee
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that such an approach will provide optimal or even provably near-op-
timal solutions under the VoI metric, due to the lack of submodularity
for this metric. Submodularity is intuitively understood as a dimin-
ishing returns property, whereby the incremental benefit of a specific
measurement is higher when the set of other available measures is
smaller, and allows for theoretical guarantees on the near-optimality of
greedy optimization approaches for metrics satisfying this property
[13]. As illustrated in Section 5, a relevant example of the lack of
submodularity of the VoI in infrastructure management is related to a
common bias affecting a set of measures, in which case greedy ap-
proaches can perform quite poorly. For this reason, we propose and
investigate the use of the submodular conditional entropy metric as a
surrogate for the VoI in situations where the structure of a decision-
making and sensing problem leads to poor performance by greedy ap-
proaches in maximizing VoI. Finally, some general conclusions on op-
timal sensing for the management of spatio-temporal systems are drawn
in Section 6.

2. Problem statement

2.1. Optimizing sensing

The design of a sensing network or monitoring campaign can be
viewed as a decision-making problem, where the decision variables are
the sensor locations and/or the times at which measurements are to be
collected. The set of chosen locations and times are referred to as the
measurement scheme Y. Alternative schemes can be compared using an
evaluation metric M(Y) which, taking the scheme Y as an input, assesses
its overall benefit. The sensing scheme design process can then be
formulated as a maximization of function M(Y). The difficulty of this
maximization depends both on the difficulty of evaluating M(Y) for a
given Y and the range of possible schemes Y which must be assessed.

Consider the placement of s sensors among r candidate locations.
The number of distinct configurations is ( )r

s , which grows rapidly; e.g.,
it is more than 17 trillion when s=10 and r=100. Hence, complete
evaluation of all configurations is computationally prohibitive except
for small systems, and more efficient algorithms need to be im-
plemented.

2.2. Greedy approaches to combinatorial optimization

One classic approach to combinatorial optimization (i.e. the opti-
mization of functions over a discrete, as opposed to a continuous, do-
main) is to make use of a “greedy” optimization algorithm. Two var-
iations of this approach are considered in this paper. In a “forward
greedy approach”, sensors are placed one by one by solving a sequence
of optimization problems involving a single decision variable each.
Specifically, a sensor is first placed in the best location, considering it in
isolation, according to metric M. Then, for s 1 iterations, one addi-
tional sensor is placed in the best location, considering all previously
placed sensors, again according to metric M. The corresponding search
involves rs s s( 1)1

2 evaluations of metric M, which is approximately
rs evaluations for s ≪ r. This is much less than what is needed by
complete enumeration; e.g., only about 1000 evaluations are needed by
the forward greedy approach when s=10 and r=100.

An alternative greedy scheme, the “reverse greedy approach” starts
the search by placing sensors in all r candidate locations, and removes
them one by one while maintaining the value of the metric as high as
possible. This requires r r s r s r s( ) ( 1)( )1

2 metric evalua-
tions. When s ≪ r, this is approximately r1

2
2 evaluations, which would

be much more than the approximately rs evaluations required by the
forward approach (e.g., it is 5000 when s=10 and r=100). The
number of evaluations needed by both approaches is equal when

=s r1
2 .

2.3. Submodularity

While the complexity of the greedy approaches scales well with the
number of sensor placement options, these approaches are approx-
imate, and so a question remains about their effectiveness: do we have
any guarantee that the resulting choice of measurement scheme is sa-
tisfactory? This is strictly connected with the mathematical properties
of function M. Although there are no general guarantees that the
scheme selected by either greedy approach is truly optimal, for some
metrics it is guaranteed that the greedily obtained solution provides a
value of M close to the true optimum. The property of M that allows for
this guarantee is called submodularity, and is intuitively related to the
law of diminishing returns, as mentioned in Section 1. Formally, a set
function M( · ) is submodular if, for every Y Y1 2 and every
y Y2 (where denotes the powerset, or set of all possible ) it
must hold true that [14]:

Y y Y Y y YM( { }) M( ) M( { }) M( )1 1 2 2 (1)

That is, the benefit of adding a new element y to the smaller set Y1 is
greater than the benefit of adding it to the larger set Y2 (which includes
Y1). Note that this represents one of several equivalent definitions for
submodularity.

Consider again the forward greedy approach: it starts placing one
sensor in the optimal position when no other sensors are available.
Could it be that this chosen location is not part of the optimal config-
uration when more sensors are used? This may happen, for example,
because a more balanced use of many sensors can cover a wider area,
including the chosen location, without the need to place a sensor ex-
actly there. Intuitively, this is why a solution provided by the forward
greedy approach might be suboptimal. However, in so far that the area
has to also be covered with configurations using more sensors, the
outcome of the greedy approach is only slightly worse than the optimal
one. If this is the case, function M is submodular, and greedy ap-
proaches are effective.

However, sometimes a piece of information is relevant only when
available in combination with others. Examples include a fragment of a
larger code that needs to be completely known to work, or the latitude
coordinate of a point on the Earth's surface (e.g., where a treasure is
buried), when the corresponding longitude coordinate is also needed to
guide the expedition. A metric which assigns a high value to a piece of
information only in combination with others is not submodular.
Generally, as mentioned in Section 1, VoI is not submodular. Examples
of infrastructure monitoring applications when the VoI of a pair of
measures lacks submodularity include the size and position of a crack,
useful to decide repairs for maintaining the strength of a beam, or the
concentration and chemical composition of a contaminant to devise an
appropriate remediation strategy.

When the metric M is not submodular, the greedy approach may fail
to discover configurations with high value. As a demonstration of this
phenomenon, consider the two example measurement metrics reported
in Table 1; these metrics quantify the “reward” obtained from placing
sensors at various locations to measure a system. Here, s=2 sensors
can be placed among r=3 possible locations, denoted A, B and C.
Metrics MI and MII agree on the reward for placing a single sensor (3
units for A, 2 for either B or C), and in that of placing two sensors when
one is at A (4 units for either A and B or A and C). However, they
disagree on the reward for jointly measuring at B and C, and on that of

Table 1
examples of a submodular (MI) and non-submodular (MII) metric.

measurement locations chosen
A B C A,B A,C B,C A,B,C

metric MI 3 2 2 4 4 3 5
MII 3 2 2 4 4 10 12
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measuring all locations. In this example, both metrics assign a positive
increment to the addition of a sensor to any set (e.g. both metrics assign
an incremental benefit of 1 to adding a sensor at B to one at A).
However, while metric MI is submodular, metric MII is not, since under
this metric there is a greater benefit of adding a measure at location C to
one at B (8 units) than that of using a measure at location C alone (2
units), and thus there are increasing rather than diminishing returns
associated with this placement. The optimal configuration for two
sensors according to MI is either A, B or A, C; these sets can be obtained
greedily by first selecting A, the single measure that maximizes the
single sensor configuration, and then adding a second sensor. However,
this greedy scheme will fail to capture the optimal configuration ac-
cording to metric MII, which is B, C. According to this second metric,
while the benefit of monitoring just B or just C in isolation is low, there
is a high benefit in monitoring them jointly, much higher than the sum
of the individual benefits. The forward greedy approach will, again,
start by selecting A, and so will prevent the discovery of the high value
in monitoring the other two locations together. In this example, the
reverse greedy approach would be able to identify the optimal config-
urations according to each metric; however, this better performance is
not always guaranteed. Finally, we note that the optimization can also
include, as an additional variable, the number of sensors s, if sensors are
expensive and the target is maximization of the net benefit. Again re-
ferring to the example in Table 1, now suppose that the cost of placing 1
or 2 sensors is nil, while it is three units when three sensors are placed.
Then, the optimal configurations will still be those described above,
made up of two sensors.

Unfortunately, there is no hope of finding a generally effective
search approach for problems of arbitrary complexity using arbitrary
sensing metrics. As an example, consider a metric assigning a high
value to the specific set A of k sensors, and no value to any other set,
even if that set encompasses A. For this problem, no heuristic search
method can be effective, as no sign of value can be detected outside A,
unless this search can handle the simultaneous placement of k sensors.
The only path that opens the possibility of finding an effective heuristic
is based on the knowledge of the type of problem being addressed. In
the following section, we examine the VoI metric for sensor placement,
and then in Section 4, develop strategies for optimizing this metric
while avoiding difficulties such as those discussed in this section.

3. Value of information

This section introduces the notational conventions of the paper and
provides a brief overview of the VoI metric. Methods for efficient VoI
evaluation have been developed in previous work [7,8,12]. Let F denote
the set of random field variables which govern the performance of a
system over space and time, with f(x, t) indicating the variable at spatial
location x and time t. Multiple co-located random fields, e.g. tem-
perature and humidity at the same spatio-temporal coordinate, can be
modeled by augmenting the spatial location vector to include a field
index. These variables are modeled via an appropriate spatio-temporal
random field model pF describing the joint prior distribution of these
quantities [15]. Let vector f include all of the random field variables
affecting the system at a finite number of spatial locations and finite
number of discrete timesteps over which the performance of the system
is to be modeled.

A measurement scheme Y defines a set of locations and times for
measuring these random field variables to observe the system and
control it. This scheme is selected as a subset of , the collection of all
possible measurement locations and times. The cost of implementing
this scheme is given by the sensing cost function C(Y). The realized
collected measures are denoted by observation vector y. Appropriate
Bayesian methods allow this data to define a posterior distribution pF|y

for the random field variables conditional to these measurements.
Based on the prior or posterior model (as appropriate) a managing
agent must make decisions about how to control the system. Let these

decisions be encoded into a vector a of actions (potentially including
empty or ‘do nothing’ actions), which are selected from a set of
possible options. The choice of management actions, together with the
values of the random field variables, uniquely define a loss, i.e. a
penalty (or negative benefit) incurred by the managing agent for any
specific outcome of the decision-making process. This is quantified via
loss function L(f,a). Typically, the loss is quantified in monetary terms,
although any scalar utility measure can be applied.

For any agent without any access to additional information, the best
open-loop policy is to select a set of actions which minimizes the ex-
pected value of the loss function over the possible states of random
variables, obtaining:

= f aL( ) min L( , )F
a (2)

where F denotes the statistical expectation with respect to pF.
If, on the other hand, the agent has access to additional information,

this information should be used in a closed-loop policy, updating the
prior model and revising the set of selected actions accordingly. Before
observations are made, their impact can be predicted in an expected
sense, by taking the expectation (over possible observation outcomes)
of the minimum (over possible management actions) of the expected
loss given the observations. This is denoted as the posterior expected
loss, and calculated as:

= f aL(Y) min L( , )Y F
a

y| (3)

where F y| denotes the statistical expectation with respect to pF|y. Note
that this formulation assumes that all observations are made before any
management actions are taken. If this is not the case (e.g. if measure-
ments of the system at earlier times are available to support the se-
lection of later management actions) the posterior expected loss must
be computed recursively, as illustrated in [8].

VoI is defined as the difference of the prior and posterior expected
losses for managing the system:

=Y YVoI( ) L( ) L( ) (4)

In other words, the VoI quantifies how much the loss will decrease,
in an expected sense, if decisions are made after considering additional
information collected by the measurement scheme Y [1]. VoI is also
sometimes referred to as the expected net gain by sample information
(ENGS) or expected value of sample information (EVSI). Details of the
evaluation of the VoI in general are provided in the companion paper
[8].

4. Strategies for sensor placement and scheduling

An optimal sensing scheme according to the VoI metric is a scheme
Y, selected from the set of all possible schemes, which maximizes the
net VoI, i.e. the VoI minus the cost of collecting measurements. This is
expressed as:

=Y Y Y Y b* argmax VoI( ) C( ) subject to C( )Y y (5)

where b represents a fixed sensing budget. This represents a choice of
metric =Y Y YM( ) VoI( ) C( ), following the discussion of Section 2.1.
Problems of optimal sensor placement and/or scheduling can be ad-
dressed through appropriate definition of the sensing cost function to
capture constraints. For example, a sensor placement problem can be
addressed by assigning negligible additional costs to multiple mea-
surements selected for the same location across different timesteps,
while simultaneous placement and scheduling problems should assign
appropriate costs based on the rates at which measurements are made,
even for common spatial locations.

4.1. Forward and reverse greedy optimization

As discussed in Section 2, the exact solution of Eq. (5) is in general
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intractable, and more efficient approximate solution approaches must
be employed; in this paper, two greedy different optimization algo-
rithms are illustrated for this purpose. Both algorithms reduce the
computational demand of the optimization from ( )r

s evaluations of the
VoI to less than rs evaluations in an optimal set of size s is chosen out of
r candidate sensing locations. The forward greedy optimization algo-
rithm iteratively builds the scheme Y* by, at each step, selecting the
individual measurement from the set of unselected measurements in
which, when combined with previously selected measurements, max-
imizes the value of the optimization objective. Algorithm 1 presents
pseudo-code for this forward greedy algorithm. Note that in the code
this algorithm begins with an empty set and proceeds to build in-
creasingly larger proposed optimal sets until the entire set of possible
measurements is exhausted. Then, all proposed optimal sets are com-
pared and the set which maximizes the objective is chosen. This is
necessary because the non-submodular objective is not necessarily non-
decreasing as the number of measurements increase (this will be dis-
cussed in more detail later). However, in practice, the algorithm can
typically be halted prior to the exhaustion of the full set of potential
measurements, i.e. when the given sensing budget has been exhausted.

An alternative to the forward greedy optimization approach is the
reverse greedy approach, as presented, e.g., in [16]. This algorithm
starts with the set of all possible measurements and iteratively re-
moves measures while keeping the objective function as high as pos-
sible. Algorithm 2 provides the corresponding pseudo-code. Note that
this algorithm proceeds to generate proposed optimal sets of smaller
sizes until the null set is selected, and then trims away any sets which
exceed the sensing budget before comparing the remaining sets to de-
termine the optimal solution. In this case, there is no opportunity to
stop the algorithm when the budget has been exhausted, as the algo-
rithm must proceed from the set of all possible measures. Computa-
tionally, therefore, the reverse greedy approach is less efficient than the
forward greedy approach, especially considering that in many cases the
size of the optimal set is much smaller than that of the set of all possible
measures, i.e. Y| *| | |.

Finally, note that, as presented here, both the forward and reverse

greedy approaches rely on the discretization of the spatial and temporal
domain of measurements, such that the set is of a finite size. In
general, continuous sensing domains can also be handled via a forward
greedy search approach. For example, the positioning in space and
scheduling in time of a measurement can be performed via a gradient-
based approach using the VoI metric. This procedure can be repeated to
add additional measurement locations and times in a greedy manner,
and continued until an appropriate stopping point, e.g. budget ex-
haustion. The reverse greedy approach is no longer applicable, how-
ever, since it is impossible to define any finite set of all possible mea-
surements in a continuous domain.

4.2. Submodularity and a submodular surrogate metric

For metric functions which have the property of submodularity,
greedy optimization approaches are guaranteed to achieve at least
1 63%e

1 of the metric value of the true optimal solution obtained
via an exhaustive search [13]. Unfortunately, there are no general
guarantees on optimality of results to Eq. (5) obtained via either of the
greedy approaches discussed above due to the fact that the VoI metric
does not in general satisfy the property of submodularity. This can be
demonstrated through an intuitive example. Suppose an agent prefers
to catch a train instead of using their own car for a long and urgent trip,
but cannot risk arriving late to their destination. Two pieces of in-
formation are available to support the decision of whether or not to
take the train: checking a timetable to determine when the train will
leave the station and checking local traffic conditions to determine
when is the earliest one might reach the station via taxi. Either of these
pieces of information, in isolation, cannot help the agent much, as they
cannot risk missing the train. However, the combination of these data
will allow them to take an informed decision. Therefore, while the VoI
of each piece of information, in isolation, is negligible, the VoI of the
combination is high. Through this example, as well as those of
Section 2.3, it can be seen that VoI may generally violate the property
of submodularity, and therefore a greedily optimized information
gathering plan based on this metric may perform arbitrarily badly as
compared to the best possible plan. Generally, a greedy optimization
plan will perform poorly when several pieces of data have a high VoI
when combined, but have a much smaller or negligible VoI in-
dividually, as discussed in Section 2.

Past work has developed efficient approaches to optimize mea-
surement selection in chain graphical models, such as hidden Markov
models, but generalization of these techniques to other model structure
such as polytrees (i.e. a directed acyclic graph with a tree structure, a
subset of Bayesian Network PGMs) has been found to be impractical in
general [17,18]. Prior work on optimal sensor placement has found that
the greedy approach can provide suitable solutions to practical sensor
placement problems using the VoI metric even without guarantees on
the near–optimality of results e.g. [19]. Therefore, in this work, greedy
optimization approaches are employed to allow for efficient selection of
sensing schemes, and are also compared to alternative non-greedy ap-
proaches. The examples of Section 5 illustrate the application of these
methods, as well as demonstrate possible shortcomings of greedy ap-
proaches in optimizing the non-submodular VoI metric.

Considering the issues regarding the lack of submodularity of the
VoI metric, and its potential effects on the quality of greedily optimized
sensing schemes, the identification of a submodular sensing metric that
can serve as a surrogate for VoI is of great interest. In this paper we
make use of the conditional entropy metric as the submodular surro-
gate. Conditional entropy is an information theoretic measurement of
the uncertainty in a set of random variables given observations of a
related set of variables, and is known to be submodular in the case that
observations Y are conditionally independent given the random field
variables F [9,20,21]. We denote by H(F) the entropy of the random
field variables affecting a system, and by H(F|Y) the conditional entropy
of these variables given measurements taken according to scheme Y.

Algorithm 1
Pseudo-code for the forward greedy algorithm.

Input candidate set , objective function VoI( · ), cost function C( · ), constraint b
=k 0, =Y0

while >| | 0
= +k k 1

select =y Y y Y y* argmax VoI( { }) C( { })k y k k1 1

if Y y bC( { *})k k1

=Y Y y{ *}k k k1
end

= y{ *}k
end

=k kend
Output = …Y Y Y* argmax VoI( ) C( )Y Y Y Yk{ 0, 1, , end} , Y YVoI( *) C( *)

Algorithm 2
Pseudo-code for the reverse greedy algorithm.

Input candidate set , objective function VoI( · ), cost function C( · ), constraint b
= =k k | |end , =Ykend

while k > 0
=k k 1

select = + + +y Y y Y y* argmax VoI( { }) C( { })k y Yk k k1 1 1

= +Y Y y{ *}k k k1
end
for …k k{0, 1, , }end
if C(Yk) > b then =Yk

end
Output = …Y Y Y* argmax VoI( ) C( )Y Y Y Yk{ 0, 1, , end} , Y YVoI( *) C( *)
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This entropy is evaluated as:

=F YH( | ) log(p )F Y F, |y (6)

Note, however, that at any given time only observations made prior
to that time can be utilized to reduce uncertainty in the system.
Therefore, for a given timestep, the uncertainty reductions resulting
from planned future observations should not be counted towards the
overall uncertainty reduction at that timestep. Considering that deci-
sions are made sequentially at each timestep, it is the cumulative un-
certainty of the random field variables across these timesteps, condi-
tioned on sets of past measured data, which is better related to the
uncertainties faced by agents managing these systems. For this reason,
our proposed surrogate metric for sensor placement is:

=
=

Y m F F YM ( ) H( ) H( | )
j

m

jEnt
1 (7)

where Y→ j denotes the subset of measurements in Y collected before
timestep j, and m is the total number of timesteps. That is, the metric is
the difference between the sum of prior entropies and the sum of the
conditional entropies of the random field variables over the manage-
ment time duration. Note, however, that the sum of prior entropies is
constant with respect to Y, and therefore plays no role in the optimi-
zation.

In this paper, instead of than applying the conditional entropy
metric directly to determine an optimal sensing scheme (as this can
itself produce suboptimal results according to the VoI metric [7]), it is
combined with the VoI metric in a modified optimization heuristic
based on the forward greedy algorithm, as a way to “break” the algo-
rithm out of suboptimal solution paths. The motivation for and general
operation of this heuristic methods is as follows. During successive
iterations of the forward greedy algorithm, the amount of additional
benefit provided by each new selected measurement will occasionally
be low. During such times, it may be beneficial in the long-term to
select measurements which, while suboptimal by the VoI, may be
combined with other measurements in later iterations to provide a large
VoI. Such a scenario is possible due to the non-submodularity of the VoI
metric. Rather than selecting these next measurements randomly, the
conditional entropy metric can be used to rationally guide the selection
of new measurements which will most reduce uncertainty in the
system. While this uncertainty reduction will not immediately lead to
better decision-making, in the long-term the reduction of uncertainty
can increase the value provided by other measures and lead to a better
overall measurement set. This heuristic approach is presented formally
in Algorithm 3, where the surrogate conditional entropy metric is used
to select the next measurement to be added whenever the measurement
suggested by the VoI metric will not lead to an increase in the net VoI
(the VoI minus sensing cost) compared to the previously selected
measurement set. In this way, the sensing cost is used to establish the
threshold for unacceptably low VoI increases. Note that this choice of
threshold may not always be appropriate, e.g. in cases where the costs
of certain measurements are negligible, such that a large number of
relatively useless measures might be selected. Use of an alternative
virtual cost in these cases, reflecting a small additional cost imposed
with every measurement, would be a way to avoid this difficulty.
Section 5 presents examples of the use of this heuristic method which
help to illustrate how it can help to “break” greedy forward searches
based on VoI alone out of suboptimal paths.

5. Application examples

This section includes examples illustrating the application of the
optimal sensor placement methods discussed in this paper. Section 5.1
discusses the efficient evaluation of VoI in spatio-temporal systems,
referring to the results of [8]. Section 5.2 provides an example com-
paring forward and reverse greedy optimization, and illustrating the

shortcomings of greedy optimization approaches for non-submodular
metrics like VoI. Section 5.3 presents an in-depth example application
of the optimization methods of this paper, as well as assesses the per-
formance of the surrogate conditional entropy metric for sensor pla-
cement optimization. Both examples of this section make use of Gaus-
sian process models; definition and notation for these models are
described in Appendix A.

5.1. Efficient value of information evaluation

In general, computation of the VoI is complicated by the fact that
the dimensionality of the problem space increases exponentially in the
number of possible joint system states, the number of potential man-
agement actions for the system, and the number of observational out-
comes. However, under specific assumptions about the structure of the
loss function, the computational demand can be reduced significantly.
In particular, the loss function may be decomposable in space (i.e., the
function decomposes across different parts or components of the
system), in time (i.e., the function decomposes over discretized time-
steps of the system management time duration), or in both space and
time. We denote such a decomposable loss function as follows:

=
= =

f a f aL( , ) L ( , )
j

m

j
i

n

i j i j i j
1 1

, , ,
(8)

where fi,j refers to a subset of f corresponding to the random variables
affecting a single location or component of the system indexed by

…i n{1, } at timestep …j m{1, , }, ai,j refers to the subset of a corre-
sponding to actions taken to manage the system at this location and
time, and γj is a positive scalar factor used to discount losses for time-
steps to a common reference time (in case such discounting is appro-
priate to the system management timescale being considered). Under
this assumption, the loss function can be expressed as the (possibly
discounted) sum of local loss functions corresponding to different times
and locations within the system.

Furthermore, under this assumption, the actions taken to manage
the system have only local effects. That is, the choice of actions cor-
responding to one location cannot influence the loss function associated
with another location, and the choice of actions at a specific time
cannot affect the performance of the system at later times. Such a
system is termed as an uncontrolled system, because the actions taken
to manage the system do not control its evolution in future timesteps.
While such an assumption can be restrictive, especially in systems

Algorithm 3
Pseudo-code for the forward greedy algorithm, including submodular surrogate
objective function.

Input candidate set , objective function VoI( · ), surrogate objective MEnt( · ), cost
function C( · ), constraint b

=k 0, =Y0
while >| | 0

= +k k 1
select =y Y y Y y* argmax VoI( { }) C( { })k y k k1 1

if Y y bC( { *})k k1 and
>Y y Y y Y YVoI( { *}) C( { *}) VoI( ) C( )k k k k k k1 1 1 1

=Y Y y{ *}k k k1
otherwise
select =y Y y* argmax M ( { })k y kEnt 1

if Y y bC( { *})k k1

=Y Y y{ *}k k k1
end

end
= y{ *}k

end
=k kend

Output = …Y Y Y* argmax VoI( ) C( )Y Y Y Yk{ 0, 1, , end} , Y YVoI( *) C( *)
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managed over a long time duration, the assumptions of decom-
posability in the loss function and locality of action effects allow the
evaluation of the VoI to be performed for each location and timestep
separately, and the results summed. Since each individual evaluation
involves only a small subset of the actions and variable states, the di-
mensionality of these subsets is greatly reduced. This dimensionality
will grow linearly in the number of system components or locations n
and in the management time duration length m. The evaluation of the
VoI can therefore be performed much more efficiently. The details of
VoI computation under these assumptions (and more generally) are
provided in the companion paper [8].

For defining the submodular surrogate metric of Section 4.2 in
systems with decomposable loss functions, = F YH( | )i

n
i j j1 , is substituted

for H(F|Y→ j) in the definition of Eq. (7). This is done for two main
reasons. First, the losses associated with each timestep and location are
only functions of the random variables and actions for that timestep and
location, and actions are selected based only on these random variables,
so only the uncertainties in these random variables impact the decision-
making process at each timestep and location. Second, this formulation
reduces the computational demands of the metric evaluation by redu-
cing the number of variables whose joint entropy must be evaluated.

Finally, it is important to note that, although it is convenient to
make use of decomposable systems when evaluating VoI, it is by no
means necessary to do so. The algorithms and heuristics presented in
this paper are completely agnostic to the manner in which the VoI is
evaluated, and will be equally applicable to other systems in which the
assumptions stated above do not apply.

5.2. Comparison of forward, reverse, and heuristic-based greedy
optimization

This example compares forward and reverse greedy optimization of
the VoI metric, as well as the proposed heuristic approach of
Section 4.2, in an intuitive application. The structure of this problem is
motivated by an example of differential settlement between columns
which has been investigated in previous work [22]. Consider a system
with two components whose states change over time, which can be
monitored by precise but biased sensor systems. This example will de-
monstrate how correlated noise (i.e., bias) in measurements can lead
the VoI to exhibit non-submodular behavior, and how this behavior can
cause suboptimal performance in greedy sensor selection. Specifically,
in this example, useful information will derive from pairs of measure-
ments (one measure of the state and one to remove the bias) on either
component; the forward greedy approach, which is unable to assess the
value in such pairs, will thus pursue a suboptimal sensing strategy; it
will in fact focus on measuring one component to the exclusion of the
other.

The behavior of the system over m=10 timesteps is described with
n=2 random variables, one associated with either component. These
random variables are described via a Gaussian process model with zero
mean, i.e. =µ tx( , ) 0, and with covariance function:

= =t t t t t t
x x x x

x x
k( , , , ) ( ) ( )exp

2
if

0 if

2

2

(9)

where =t t( ) 0.5 0.5 exp( ) and = 5. This models a system where
the performance of the components are spatially uncorrelated but the
performance of each component is temporally correlated, with un-
certainty in the performance (i.e. the variance of the random variables)
increasing over time. In this example, space, time, and random field
values are dimensionless quantities; in general, such values can be
described using any appropriate system of units for the problem, e.g.,
meters, seconds, kilograms.

It is assumed that measurements of these random variables may be
taken at any timestep, but these measurements are associated with a

large, highly correlated error which is common to all measures taken at
the same location. For example, this may represent measurements
which are taken in relation to a common initial reference point, the
location of which is not known beforehand. This error is modeled as
Gaussian noise as in Eq. (18) with =µ 0 and with the entry in the kth

row and lth column of the covariance matrix being:

= = + =k l x x( ) ( )k l Y Y( , )
2

bias
2

lk (10)

where (·) is an indicator function, taking on value 1 if its argument is
true and 0 otherwise, and xYk indicates the location associated with the
kth measure, i.e. the index of the component being measured. This is
used to model a situation in which measures associated with each
component are precise, with noise level = 10 4, but are subject to a
large unknown bias, with standard deviation = 100bias (error with a
high correlation across time is equivalent to a systematic bias in the
measurement, as discussed in Appendix A).

Management of this system is defined using a temporally decom-
posable loss function and an uncontrolled system. The decomposable
loss of Eq. (8) is used with:

=
> =

=f a
f a

aL ( , )
100 if and 0

20 if 1
0 otherwise

i j i j i j

i j i j

i j, , ,

, max ,

,

(11)

where = 0.5max . This reflects a problem in which separate binary ac-
tions are taken to manage each component. If the absolute value of the
random variable associated with a component exceeds a certain
threshold, a heavy loss is incurred, while if a management action is
implemented for the component, a reduced loss is incurred regardless of
the random variable state. For example, this might represent a tem-
porary corrective action applied to a deteriorating component. The
action prevents the full consequences of component failure from being
realized, but must be renewed periodically. This contrasts with a cor-
rective action like permanently replacing a component, which would
violate the assumptions necessary for efficient computation of the VoI
using the methods of Section 5.1. No discounting is assumed for the
problem, i.e. = …j m1 {1, , }j , and the costs of measures are ig-
nored, i.e. =YC( ) 0. All losses and costs are dimensionless for this
problem; in general, these may be quantified in monetary terms.

Fig. 1 demonstrates the results of applying both forward and reverse
greedy optimization approaches to the problem of sensor placement
and scheduling for this system under the VoI metric. Fig. 1a shows the
order in which measures associated with both components are chosen
by the forward (numbers above the lines) and reverse (numbers below
the lines) greedy optimization approaches. For example, the optimal set
consisting of ten measures selected by the forward greedy approach
consists of the ten measures on component 1 for all ten timesteps, while
the set of the same size selected by the reverse approach consists of
measures on both components at timesteps =t 0, =t 1, =t 2, =t 5, and

=t 7. Fig. 1b indicates the VoI for sets with different numbers of
measures selected via either approach, as well as via the proposed
heuristic approach of Algorithm 3. For example the set with ten mea-
sures selected by the forward greedy approach has a VoI of about 120,
while the set of the same size chosen by the reverse approach has a VoI
of about 240.

Examining the sequence of measures selected by the forward greedy
approach, one can appreciate the pitfall to which this approach has
succumbed when applied to this non-submodular metric. Initially, be-
cause of the high unknown bias of all measures, there is negligible value
associated with any individual observation. As a result, a measure as-
sociated with the first component at the first timestep is arbitrarily
selected. However, after this measure is collected, and because it is
known from the prior model that the random variable values associated
with this timestep are close to 0, the bias associated with all subsequent
measures of the variable associated with this component can be de-
termined and eliminated. This causes the value provided by subsequent
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measures of this component to increase. For the next several iterations
of the algorithm, measures associated with the first component are
selected until all such measures are exhausted. However, the value
provided by later measures is diminished because of the high re-
dundancy in the collected information. When the algorithm considers
measurements on the second component, the VoI for these measure-
ments is negligible; the algorithm is unable to consider that taking such
a measurement would provide a reference point against which future
measurements could be compared, thus increasing their value. Instead,
the minimal VoI provided by additional measures on the first compo-
nent outweighs the negligible VoI provided by any single measure on
the second component, until all measures on the first component have
been exhausted and the algorithm has no choice but to move to the
second component. Note that, when this occurs, a measure at the last
timestep is arbitrarily selected first, but the next selected measure is at
the first step. Again, the reason for this is that a pair of measures on a
common component (one at the first timestep to identify and correct
the bias and one later on to support management decision-making) has
higher value than either measure individually, a consequence of the
lack of submodularity of the VoI metric.

The reverse greedy optimization approach largely avoids this pitfall
in this example. By starting the algorithm with the full set of measures,
the advantage of measures on both components at the first timestep to
correct for the bias in subsequent measures is captured from the start.
These initial measures are thus preserved, while redundant measures
are eliminated. Only when the total number of sensors is relatively low
is one component neglected (from the monitoring point of view),
whereas in the forward approach the second component is neglected
until half of all possible measurements are selected. One can imagine
this problem being exacerbated by extending the time duration further,
allowing the forward approach to linger even longer on the first com-
ponent.

Although the reverse greedy optimization approach outperforms the
forward approach in this example, it is not necessarily superior in other
contexts. As has been mentioned, the need to begin with the full mea-
surement set and eliminate measures increases the practical computa-
tional difficulty of the reverse approach. In this problem, due to the
relatively small number of possible measures, this shortcoming did not
play a significant role. Furthermore, note that the forward approach
actually outperforms the reverse approach for a set of four measures,
and thus the reverse approach does not dominate the forward, even in
this example. In general, there is no guarantee that either algorithm will
outperform the other.

The heuristic optimization approach based on the submodular sur-
rogate (conditional entropy) metric is also illustrated for this problem.

This approach follows the forward greedy optimization exactly until
after the fifth measure has been chosen for the first component. At this
point, the additional gain of VoI from adding a sixth measure for this
component, as suggested by the forward greedy algorithm, falls below a
predefined threshold (in this case 10 units) and the surrogate metric is
invoked. The surrogate selects a measure on the second component at
time =t 0, as this would have the least in common with all previously
selected measures, and thus lead to the largest conditional entropy re-
duction for the system. With this new measure added, the algorithm
now switches back to VoI. At this point, because an initial measurement
on the second component has now been included, the values of sub-
sequent measures for this component increase, and the VoI continues
selecting measures there, quickly bringing the total VoI up to the levels
achieved by the reverse greedy approach. After the twelfth sensor is
placed, VoI gain again drops below the defined threshold and condi-
tional entropy is used to guide the selection of the last group of mea-
sures. However, because VoI is already close to its maximum achievable
value (attained by including all 20 possible measurements), there is
little difference between the VoI achieved by this heuristic and that of
either the forward or reverse greedy approaches on these final few
measurements.

This example has illustrated how the lack of submodularity of the
VoI metric can have a significant effect on the performance of a greedy
optimization approach in an intuitive example application involving
biased measurements. Although the reverse approach outperforms the
forward approach in this example, avoiding the main pitfall to which
the forward approach was susceptible, it is still not dominant, and may
generalize poorly to problems with larger sets of potential measures. On
the one hand, an intuitive understanding of the problem structure and
its effect on the optimization algorithm can help guide the selection of a
more appropriate optimization approach, e.g. by recognizing the need
to correct for biased measures and performing this correction manually
before selecting subsequent measures via a greedy approach. On the
other hand, in larger and/or more complicated problems, such an in-
tuitive understanding may be elusive, and recognizing and avoiding
pitfalls to which the approaches may fall victim is more difficult. For
this reason, the proposed heuristic method, which detects and attempts
to “break free” of suboptimal solutions, may provide a reasonable and
efficient solution, as it does in this example.

Finally, the heuristic approach is compared with two other alter-
native approaches to sensor placement optimization for this problem.
For this comparison, a uniform cost of 10 units is assigned to each
measure, such that the overall optimal result (i.e. that which maximizes
the VoI minus the sensing cost) will not consist of all measures. First,
the conditional entropy metric is used directly to perform the

Fig. 1. a) Order of greedy selection of measures by forward (above lines) and reverse (below lines) greedy optimization; b) VoI versus number of sensors for forward
and reverse greedy optimization, as well as the proposed heuristic approach.
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optimization (also utilizing the forward greedy algorithm). Note that
conditional entropy is evaluated for all variables involved in the pro-
blem, including the unknown bias of the measurements. Second, a
commonly used “off-the-shelf” approach to solving complicated com-
binatorial optimization problems, a genetic algorithm, is used. Genetic
algorithms attempt to identify an optimal solution by testing many
randomly generated potential solutions and combining the best of these
in an attempt to generate even better solutions for future iterations.
However, there are again no guarantees that such an approach will
achieve an optimal solution [9]. Genetic algorithms have been used for
combinatorial optimization and sensor placement, e.g. by [23], where
they showed promising results. For this problem, a genetic algorithm
solver implemented in MATLAB (as the “ga” function) is used. The goal
given to the algorithm is to maximize the net VoI (i.e. VoI minus the
sensing cost) of a set of measurements; the algorithm may select any
combination from among the 20 possible measurement locations and
times depicted in Fig. 1a. The “ga” function by default uses a popula-
tion size of 200, evolves the population using randomized crossovers
(with 80% of the population generated by crossovers) and randomized
mutations, and maintains the best-performing 5% of the population
between generations; these default options were maintained in this
example, and the reader is referred to the MATLAB documentation for
further details (https://www.mathworks.com/help/gads/ga.html). For
the genetic algorithm, two separate runs are performed. First, the al-
gorithm is run several times, with each run constrained to select a
measurement set of a specified size and to complete within the runtime
of the heuristic approach for a set of the same size; this allows an
equitable direct comparison of these two methods. Second, the algo-
rithm is run in an unconstrained (both with respect to number of
measures and runtime) manner to select a single optimized measure-
ment set of arbitrary size. This is done since a limited run-time would
not necessarily allow the algorithm to achieve convergence. In this
unconstrained case, the default stopping criteria of the “ga” function
are used instead, i.e. that the algorithm stops when there has been no
significant (relative change in objective function values below about
10−5 percent) improvement in the objective function for 50 genera-
tions, or when the total number of generations exceeds 100 times the
number of variables to be optimized (in this case, with the variables to
be optimized representing whether or not to include each possible
measurement location and time in the selected set, the maximum
number of generations is 2000).

Fig. 2 illustrates the results of these approaches. Fig. 2a depicts the
sets of measures belonging to the optimal sets chosen by each approach;
measures belonging to the optimal set selected by the heuristic ap-
proach are depicted as black dots, those selected by the pure entropy

metric (i.e. using Algorithm 1 with MEnt(Y) instead of Y YVoI( ) C( ) as
the objective function) are purple circles, and those selected by the
genetic algorithm (for its unconstrained run) are green triangles. Fig. 2b
plots VoI as a function of number of sensors in the selected set, and the
set which maximizes the net VoI is indicated by the highest peak. Note
that, while the heuristic and genetic algorithm approaches directly
optimize the VoI metric, the conditional entropy approach does not.
Instead, greedy forward optimization is performed based on pure en-
tropy alone, and the VoI associated with each of the proposed optimal
sets of different sizes is evaluated. For the genetic algorithm, the overall
optimal solution resulting from the unconstrained run is indicated by
the green star, while the green line indicates results of the constrained
runs for different measurement set sizes.

In this simple example all three approaches yield similar optimal
results, with the heuristic method and the unconstrained genetic algo-
rithm achieving different solutions with nearly identical net VoI. For
the conditional entropy metric, in this case, the chosen optimal set
consists of all measures on both components before time =t 5. This
neglects later measures, which are important for the management of the
system at later times, and so the overall VoI is lower. When subjected to
runtime constraints, the genetic algorithm does not perform as well
overall, but often gives comparable results to the heuristic method;
however, in a problem with a larger solution space to be searched, this
difference might be more significant.

5.3. Application of the heuristic approach in a larger problem

In this second example, we consider the displacement of a system
distributed over space, such as the movement of a track or conduit from
its ideal path; an illustration of this is provided in Fig. 3. We consider
that the correct positioning of this system vertically and horizontally
along its length is essential to its proper functioning. In this problem,
certain measurements are again highly biased, and must be paired with
appropriate “calibrations” to provide significant value. By assigning
costs to these various measurements, we are able to illustrate how the
forward greedy approach can overspend on less informative single
measurements while missing the potential for a greater return on in-
vestment from valuable pairs of measures. We also illustrate how the
surrogate metric can “break” the forward greedy algorithm out of this
suboptimal path. The dimensionality of this problem, in terms of the
number of possible measurements considered, is too large for a feasible
application of the reverse greedy approach (the reverse approach would
take about ten times longer than the forward approach in this case);
therefore, only forward greedy approaches are feasible for this problem.

We discretize the system into n=120 segments over a 20m linear

Fig. 2. a) Optimal measurement sets selected by the pro-
posed heuristic approach (black dots), along with those of
the conditional entropy metric alone (purple circle) and
those selected by a genetic algorithm using VoI as the op-
timization metric (green triangle), with results from each
algorithm having a slight vertical offset to improve clarity;
b) net VoI (VoI minus cost) versus number of sensors for the
proposed heuristic approach (black), as compared to con-
ditional entropy (purple) and genetic algorithm (green)
solutions. Locations of peaks are denoted by dotted lines.
For the genetic algorithm, optimized sets of various sizes
resulting from constrained runs are represented by the
green line, while the overall solution obtained for a sepa-
rate unconstrained run (giving the results depicted to the
left) is indicated by the green star. (For interpretation of the
references to colour in this figure legend, the reader is re-
ferred to the web version of this article.)
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domain, and model the vertical and horizontal displacements of these
segments from their initial positions using a Gaussian process random
field model. This model has a zero mean in both axes and a spatial
covariance function as in both the vertical and horizontal directions as
follows (with the formula or the horizontal direction being the same as
for the vertical direction, shown here):

=x x x xk ( , ) exp ( )
2X

X
vert

2
2

2
(12)

where = 1cmX and = 2mX . This function models the spatial corre-
lation of displacements with a square exponential covariance function.
The displacements in the vertical and horizontal directions are assumed
to be independent.

In this problem, only a single management timestep is considered,
i.e. =m 1, modeling a sensor placement problem only. For the man-
agement of the system, a penalty is incurred if the vertical or horizontal
displacement exceeds 2cm, with this penalty being additive across the
system. Mitigation actions are possible to correct vertical or horizontal
displacements. The loss function encoding this problem is:

= +f a f a f aL ( , ) L ( , ) L ( , )i j i j i j i j i j i j i j i j i j, , , , ,vert , ,vert , ,vert , ,horz , ,horz , ,horz (13)

where fi,j,vert indicates the vertical displacement at discrete location i
and timestep j, and ai,j,vert indicates the corresponding management
action. The loss functions regarding vertical and horizontal displace-
ment have a similar form. For example, for vertical displacement:

=
> =

=f a
f a

aL ( , )
25 if and 0

5 if 1
0 otherwise

i j i j i j

i j i j
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, ,vert max , ,vert

, ,vert

(14)

where = 2cmmax . The management action therefore represents an
intervention to correct for an excessive displacement at a location,
thereby avoiding high consequences resulting from the displacement,
while paying a small cost for the corrective action.

Three types of measurements are available to support decision-
making. Measurements of type a evaluate the horizontal displacement
in one location, with negligible measurement noise. Type b measures
evaluate the vertical displacement. However, these vertical measures
have a significant spatially correlated bias. This bias is modeled as a
Gaussian process with zero mean and covariance:

=x x x xk ( , ) exp ( )
2bias bias

2
2

bias
2 (15)

where = 100cmbias and = 20mbias . This covariance function is used to
define µ and when type b measures are included. Finally, type c
measures are calibration measures, which determine the bias of type b
measures directly. Measurements of types a and b have a cost of 1,
while type c calibrations have a cost of 4. Type a, b, and c measures may
be selected along the domain with a minimum spacing of 0.17m.

To support system management, measurements are optimized via

the forward greedy approach using the VoI metric (in this example
there are too many potential sensor placements considered for the re-
verse approach to be implemented in a reasonable amount of time).
Furthermore, the surrogate conditional entropy metric discussed in
Section 4.2 is used, together with a forward greedy optimization ap-
proach based on combining this metric with the VoI, as in Algorithm 3,
to provide an alternative optimal measurement scheme which seeks to
avoid pitfalls related to the non-submodularity of the VoI. For com-
parative purposes, the conditional entropy metric alone (optimized
using a forward greedy algorithm) as well as a genetic algorithm op-
timizing VoI are also used to propose optimal measurement schemes.
Note that for the conditional entropy metric, the entropy of all random
variables, including the bias of the type b measures, is considered. For
the genetic algorithm, as in the example of Section 5.2, two separate
runs are performed: one which is constrained to match the runtime of
the heuristic approach and find solutions of various sizes, and one
which is unconstrained, allowing it to determine the size and compo-
sition of the optimal measurement set without being subject to time
constraints. In this case, with the variables to be optimized representing
whether to include each possible measurement location and type in the
selected set, the maximum number of generations is 3.6× 104. All
other implementation details are the same as in Section 5.2.

Fig. 4a shows the measurements of various types chosen as the
optimal set via the approaches considered. In this problem, the forward
greedy approach using VoI falls into a pattern early on of selecting type
a measurements, as these measures provide some value in and of
themselves, while type b measures are only valuable when combined
with type c calibrations. Thus, if left to run until completion, this ap-
proach would select all type a measures until these are exhausted before
moving on to select type b and c measures. However, at this point the
cost incurred to obtain all type a measures would far outweigh any
value the type b or c measures might now provide. The forward greedy
approach based on VoI therefore performs relatively poorly in this
problem. Similarly, the forward greedy approach based on the condi-
tional entropy metric alone only focuses on type a and c measures, to
the neglect of type b measures. Because this metric does not involve any
information related to the decision-making context for the problem, it is
unaware of, and therefore cannot prioritize, the relationship between
type b and c measures in determining the vertical displacement and
therefore in guiding management activities. For this reason, despite not
being confined to type a measures only, the entropy-based approach
underperforms approaches which make use of the VoI. This is consistent
with previous results that show that entropy alone is often an in-
sufficient criterion for selection optimal sensor placement to support
decision-making [7].

The proposed heuristic approach combining the conditional entropy
surrogate metric with VoI follows the forward greedy approach for VoI
until about the tenth sensor is placed. At this point, the additional
benefits of type a measures fall below their costs, and the conditional
entropy metric is used, leading to the selection of type c measures.
Switching back to the VoI metric, the benefits of combining type b and c

Fig. 3. Illustration of the example. The horizontal (fhorz) and vertical (fvert) displacements of the system from its ideal position vary along its spatial extent (x).
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measures are identified, which greatly increases the net VoI. Therefore,
in this problem, the heuristic approach using the conditional entropy
metric serves as an improvement over the standard forward greedy
optimization using the VoI only, and can be implemented in a reason-
able amount of time, unlike the reverse greedy approach.

Finally, compared to the stochastic approach of the genetic algo-
rithm solver, the proposed heuristic represents a deterministic ap-
proximation. Thus, when constrained to use the same runtime, the
genetic algorithm sometimes gives a solution near that of the heuristic
method, and occasionally even outperforms the heuristic, but also
sometimes performs relatively poorly (see green line in Fig. 4b). When
allowed to perform optimization without a time constraint, the genetic
algorithm does ultimately arrive at a more optimal solution than the
proposed heuristic, outperforming the latter by 3% in terms of net VoI
(see green star in Fig. 4b). However, this comes at the cost of a runtime
which is greater in this problem by a factor of four. The ability of this
efficient heuristic based on forward greedy optimization to achieve si-
milar results compared to the genetic algorithm can have beneficial
implications for other, larger problems in combinatorial optimization
for sensor placement and scheduling. Overall, while the genetic algor-
ithm's stochastic approach is less constrained in how it searches the
solution space, the proposed heuristic is more efficient while achieving
a solution of similar quality (at least for the examples presented above).
However, it must also be noted that, like the genetic algorithm ap-
proach, no general guarantees of optimality can be provided for this
heuristic approach, and there may be certain circumstances in which its
performance will be rather poor.

6. Conclusions

In this paper, the problem of optimal sensor placement and sche-
duling is examined. While the VoI metric directly quantifies the benefits
of collected information in supporting management decision-making,
greedy optimization based on this metric can be hampered by its lack of
submodularity, as has been demonstrated through several examples.

A practical approach to overcoming these difficulties is to apply
multiple optimization approaches to identify different potential optimal
measurement sets and then compare the VoI of these sets to determine
the best among them. We have presented the forward and reverse

greedy approximate optimization approaches, as applied directly to the
VoI metric, and a submodular surrogate metric based on conditional
entropy. We have investigated their performance, and compared it with
that of state-of-the-art optimization methods such as genetic algo-
rithms. While none of these approaches is guaranteed to deliver the true
optimal solution, by comparing multiple potential solutions in this
manner there is a greater chance to avoid choosing a highly suboptimal
solution arrived at using only one method. Furthermore, it should be
noted that VoI is upper-bounded by the value of perfect or complete
information (VoPI) for a problem, assessed as the VoI of obtaining all
possible measures in the system, i.e. as VoI( ). Assessing the VoPI at
the beginning of the optimization allows for the VoI resulting from the
chosen optimization method to be compared to the VoPI, to estimate
the potential maximum improvement related to extensive monitoring.

Greedy optimization approaches, although efficient, do not assess
the value of multiple measurements taken together. However, this
shortcoming results directly from the efficiency of the algorithm and
cannot be overcome without sacrificing this efficiency to some degree.
For example, generalizations of a greedy approach which consider sets
of q additional measurements at each iteration could detect sets of this
size which provide a high VoI when taken together. However, the
computational demand of such an approach grows rapidly with q, and
there is always the possibility that it is a set of +q 1 measurements
taken together which provides the significant value. On the other hand,
it may be possible to employ further heuristics to assist this search
process more efficiently. An efficient greedy approach is an important
tool for optimizing sensing via the VoI but must be informed by
knowledge of its limitations and how to overcome these when neces-
sary.

Acknowledgements

The first author acknowledges the support of the Dowd Fellowship
from the College of Engineering at Carnegie Mellon University. The
authors would like to thank Philip and Marsha Dowd for their financial
support and encouragement. The second author acknowledges the
support of NSF project CMMI #1653716, titled “CAREER:
Infrastructure Management under Model Uncertainty: Adaptive
Sequential Learning and Decision Making”.

Appendix A: Gaussian Process Spatio-Temporal Models

The examples of this paper make use of Gaussian process spatio-temporal random field models to describe the variables which define system
performance. Gaussian processes represent a generalization of the multivariate Gaussian distribution to a continuous domain [24]. A Gaussian

Fig. 4. a) Selected optimal measurement sets by forward
greedy optimization of VoI (Fwd, ○), greedy optimization
using a submodular surrogate (Heu, □), forward greedy
optimization of conditional entropy (Ent, ◊), and generic
algorithm optimization of VoI (GA,× ), with position in-
dicated on the horizontal axis and measurement type in-
dicated by three groupings along the vertical axis (results
for each algorithm are slightly vertically offset to improve
clarity); b) Net VoI versus number of sensors for each
approach is indicated by solid lines, and the peaks of these
curves, corresponding to the sets plotted in part (a), are
indicated with dotted lines. Note that for conditional en-
tropy optimization, the VoI of measurement sets selected
by the greedy optimization has been evaluated and
plotted. Also note that for the genetic algorithm, opti-
mized sets of various sizes resulting from constrained runs
are represented by lines for comparison purposes, while

the overall solution obtained for a separate unconstrained run (the results of which are depicted to the left) is indicated by the green star. (For interpretation of the
references to colour in this figure legend, the reader is referred to the web version of this article.)
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process spatio-temporal model is denoted as:

t µ t t tx x x xf( , ) [ ( , ), k( , , , )] (16)

where μ(x,t) is the mean function, defining the mean of the random field at spatial coordinate x and time t, and k(x,t,x′,t′) is the covariance function,
defining the covariance between random variables associated with locations x and x′ and times t and t′. For a given set of spatial coordinates and a
management time duration, this model defines a joint Gaussian distribution for the vector of random field variables affecting the system:

µf ( , )F F (17)

where μF is the mean vector and ΣF is the covariance matrix for the joint distribution.
Observations of these random field variables under a given measurement scheme Y are described as noisy measurements of linear combinations

of these variables as follows:

= + µy R f ( , )Y (18)

where matrix RY encodes the relationships between individual measures and which random variables (or linear combinations of variables) are to be
observed. Note that RY must be formulated appropriately so as to prohibit the measurement of future random variables. The measurement noise is
described by , which is assumed to have a joint Gaussian distribution with mean µ and covariance . This covariance matrix can include correlated
errors between measurements, representing systematic bias and/or sensor drift. The above definition gives the measurement vector y a Gaussian
distribution with mean = +µ µ µRY Y F and covariance = +R RY Y F Y

T .
A large degree of mutual correlation between Gaussian errors is equivalent to uncorrelated errors combined with an unknown systematic bias

common to all errors. To illustrate this, consider the following example where the error for s measures is the sum of an unknown systematic bias,
with standard deviation σb, across all measurements and independent noise errors, with unitary standard deviation, for each measurement:

= +1 0 0 I· ( , ) ( , )s b sbias ,1 noise bias
2

noise ,1 (19)

Where 1a,c and 0a,c indicates the matrix (or vector) of ones and zeros respectively, of dimension a× c. Using the standard rules for adding
independent Gaussian random variables, the mean and covariance of the overall error can be computed as follows:

= = +µ 0 1 Is b s s,1
2

, (20)

Corresponding to a correlation coefficient = +1/(1 )b
2 . For example, ρ is 91% if σb is 10, that is if the uncertainty in the bias is 10 times higher

than the uncorrelated noise. Thus, the combination of a random independent noise and a systematic bias can be expressed equivalently using a
multivariate Gaussian distribution.

Given a set of measurements y of the random field, the prior underlying random field model for the system is updated as follows:

µf y| ( , )F F Yy| | (21)

where = +µ µ µR y( )F F Y F Y Yy|
1 and = R RF Y F Y F Y F Y|

1 T . Note that while μF|y is a function of the vector y of measurements, ΣF|Y is a
function of the measurement scheme Y only.
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