


Contributions: In this work, we acknowledge this distinc-B. Adaptive Control
tion between regression-oriented and control-oriented IearnmgBroadly speaking, adaptive control concerns parametric

and propose a control-oriented method to learn a parame%%trollers paired with aradaptation lawthat dictates how

adaptive controller that performs well in closed-loop at teﬁl\e parameters are adjusted online in response to signals in a

t|??e. C|:r|t|c§IIy,four met??d.(oﬁt“nzdt'm%vri ) foclzlusets on dynamical system7l, 51, 41, 32]. Since at least the 1950s,
otine ‘earning from past rajectory data. We formalize Waining, oo 5 chers in adaptive control have focused on parameter
the adaptive controller as a semi-supervised, bi-level me

Japtation prioritizing control performance over parameter

o e e A Mg caton 1), ndeed, one of th oldest adapiatn s,
J ) ‘the"so-called MIT rule, is essentially gradient descent on the

use a closed-loop simulation with our adaptive controller a%r?}]egrated squarettacking error [46]. Tracking convergence

3\7 scz—ilearner,thth \rN? trrr]r?nl ti?cﬁ—prcr)]psgate glzagltints éhrot?t% a reference signal is the primary result in Lyapunov stability
€ discuss how our formulation can be appiied to adap \é%alyses of adaptive control desigi,[53], with parameter
controllers for general dynamical systems, then SpeC'al'Zec'cgnvergence as a secondary result if the reference is persis-

to th? case of nonlinear me_cham_cal systems. Through Qu tly exciting b, 14]. In the absence of persistent excitation,
experiments, we show that by injecting the downstream contrg f and Slotine [12] show certain adaptive controllers also

objective into of ine meta-learning of an adaptive Contm”er“implicitly regularize” [8, 9] the learned parameters to have

we improve closed-loop trajectory tracking performance }nall Euclidean norm; moreover, different forms of implicit
test time in the presence of widely varying disturbances. ' '

provide code to reproduce our results Htps://github.com/ Sgularlzann (e.g., sparsity-promoting) can be achieved by

; ) : certain modi cations of the adaptation law. Overall, adaptive
StanfordASL/Adaptive-Control-Oriented-Meta-Learning ¢, prioritizes control performance while learning param-

Il. RELATED WORK eters on a “need-to-know” basis, which is a principle that can
In this section, we review three key areas of work relatdae extended to many learning-based control contesdp [
to this paper: control-oriented system identi cation, adaptive Stable adaptive control of nonlinear systems often relies on
control, and meta-learning. linearly parameterizable dynamics with known nonlinear basis
A. Control-Oriented System Identi cation functions, i.e.features and the ability to cancel these nonlin-

. earities stably with the control input when the parameters are
Learning a system model for the express purpose of clos%'i1

; = = T2 known exactl 70, 71, 44]. When such featur nn
loop control has been a hallmark of linear system identi catio own exactly g9, 70, 71, 44 en such features cannot

: e derived a priori, function approximators such as neural
since at least the early 197081]. Due to the sheer amount .
of literature in this area, we direct readers to Ljudg][and networks S, 33, 34] and Gaussian processéX| 23] can be

Gevers 24]. Some salient works are the demonstrations bused and updated online in the adaptive control loop. How-
’ : ver, fast closed-loop adaptive control with complex function
Skelton B8 on how large open-loop modelling errors do no

necessarilv cause poor closed-loop prediction. and the the P)Proximators is hindered by the computational effort required
y P PP i @rain them; this issue is exacerbated by the practical need

and practice from Hjalmarsson et aBQ] and Forssell and . : .
Ljung [22] for iterative online closed-loop experiments thaﬁzr controller gain tuning. In our paper, we focus on ofine
Jung b exp eta-training of neural network features and controller gains

Egﬁg\ljirggre Icnortnkﬁesrge:c:r tc\)NZ\ ;223:' gﬁ::ﬂgilggi?nd'lo%%m collected data, with well-known controller structures that
' Paper, 9 can operate in fast closed-loops.

targeting a downstream closed-loop control objective, to train
adaptive controllers fononlinear systems. C. M .
. . L . . . Meta-Learning

In nonlinear system identi cation, there is an emerging body
of literature on data-driven, constrained learning for dynamical Meta-learning is the tool we use to inject the downstream
systems that encourages learned models and controllersadaptive control application into of ine learning from data.
perform well in closed-loop. Khansari-Zadeh and BillaB#][ Informally, meta-learning or “learning to learn” improves
and Medina and Billard47] train controllers to imitate known knowledge of how to best optimize a given meta-objective
invertible dynamical systems while constraining the closedecrosddifferenttasks. In the literature, meta-learning has been
loop system to be stable. Chang et d8][and Sun et al.73] formalized in various manners; we refer readers to Hospedales
jointly learn a controller and a stability certi cate for knownet al. 31] for a survey of them. In general, the algorithm
dynamics to encourage good performance in the resultinbosen to solve a speci c task is thase-learnerwhile the
closed-loop system. Singh et abf] jointly learn a dynamics algorithm used to optimize the meta-objective is theta-
model and a stabilizability certi cate that regularizes théearner In our work, when trying to make a dynamical
model to perform well in closed-loop, even with a controllesystem track several reference trajectories, each trajectory is
designed a posteriori. Overall, these works concern learningigsociated with a “task”, the adaptive tracking controller is the
xed model-controller pair. Instead, with of ine meta-learning,base-learner, and the average tracking error across all of these
we train anadaptive controller that can update its internaltrajectories is the meta-objective we want to minimize.
representation of the dynamics online. We discuss future workMany works try to meta-learn a dynamics model of ine that
explicitly incorporating stability constraints ifection VIL can best t new input-output data gathered during a particular



task. That is, the base- and meta-learners raggession- use(3) to make(2) trackr (t). Critically, this isnot the same

oriented Bertinetto et al. 11] and Lee et al. 42] back- as requiringa(t) to converge tow(t). SinceY (x)w depends

propagate through closed-form ridge regression solutions fam x(t) and hence indirectly on the targett), the roles of

few-shot learning, with a maximum likelihood meta-objectivefeedback and adaptation are inextricably linked by the tracking

O'Connell et al. p5] apply this same method to learn neuratontrol objective. Overall, learning in adaptive control is done

network features for nonlinear mechanical systems. Hardn a “need-to-know” basis to canc¥I(x)w in closed-loop

son et al. 8, 27] more generally back-propagate throughather than to estimat® in open-loop.

a Bayesian regression solution to train a Bayesian prior

dynamics model with nonlinear features. Nagabandi et al. IV. BI-LEVEL META-LEARNING

[50] use a maximum likelihood meta-objective, and gradient We now describe some preliminaries on meta-learning akin

descent on a multi-step likelihood objective as the base-learnerFinn et al. P1] and Rajeswaran et al59], so that we can

Belkhale et al. 0] also use a maximum likelihood meta-apply these ideas in the next section to the adaptive control

objective, albeit with the base-learner as a maximization pfoblem(1) and inSection VI-Ato our baselines.

the Evidence Lower BOund (ELBO) over parameterized, task-In machine learning, we typically seek some optimal param-

speci ¢ variational posteriors; at test time, they perform latertters' 2 argmin. “('; D), where" is a scalar-valued loss

variable inference online in a slow control loop. function andD is some data set. In meta-learning, we instead
Finn et al. P1], Rajeswaran et al.5f], and Clavera et al. have a collection of loss functiong;gM, , training data

[20] meta-train a policy with the expected accumulated rewaggtsfD an gM | and evaluation data set® £2' g, , where

as the meta-objective, and a policy gradient step as the basgechi corresponds to a task. Moreover, during each taske

learner. These works are similar to ours in that they infuggin apply an adaptation mechanigmapt : ( ; Dirainy 71,

of ine learning with a more control-oriented avour. However,to map so-called meta-parametersand the task -speci ¢

while policy gradient methods are amenable to purely datgaining dataD™" to task-speci ¢ parameters;. The crux
driven models, they beget slow control-loops due to the sa@gf meta- Iearnmg is to solve the bi-level problem
pling and gradients required for each update. Instead, we back-

propagate gradients througlfiine closed-loop simulations to 1 X s peval 2
. ; . . 2 argmin — i DP) + metak K
train adaptive controllers with well-known designs meant for M -1 N ()
fast online implementation. This yields a meta-trained adaptive st: ' = Adapt( ; D" )
. L. i — y i

controller that enjoys the performance of principled design
inspired by the rich body of control-theoretical literature. ~ with regularization coefcient meta 0, thereby producing
Il PROBLEM STATEMENT meta-parameters that are on average Well-sun_ed to beln_g
' adapted for each task. This motivates the moniker “learning
In this paper, we are interested in controlling the continuougs |earn” for meta-learning. The optimizatigd) is the meta-
time, nonlinear dynamical system problem, while the average loss is the meta-loss. The adapta-
1 tion mechanismAdapt is termed thebase-learnerwhile the
algorithm used to solvé4) is termed themeta-learner[31].
wherex(t) 2 R" is the stateu(t) 2 R™ is the control input,  Generally, the meta-learner is chosen to be some gradi-
andw(t) 2 R? is some unknown disturbance. Speci cally, forent descent algorithm. Choosing a good base-learner is an
a given reference trajectoryt) 2 R", we want to choosea(t) open problem in meta-learning research. Finn et al] [
such thatx(t) converges ta (t); we then sayu(t) makes the propose using a gradient descent step as the base-learner, such
system(1) trackr (t). that'; = r i(; D) in (4) with some learning
Sincew(t) is unknown and possibly time-varying, we wantate > 0. This approach is general in that it can be applied
to design a feedback law=(x;r;a) with parameters(t) to any differentiable task loss functions. Bertinetto et &l][
that are updatednline according to a choseadaptation law and Lee et al.42] instead study when the base-learner can be

x = f(x;u;w);

a= (xra). We refer to(; ) together as aradaptive expressed as a convex program with a differentiable closed-
controller. For example, consider the control-af ne system form solution. In particular, they consider ridge regression with
x = fo(x) + BO)(U+ Y (X)W): @) the hypothesigt = Ag(x; ), whereA is a matrix andy(x; )

is some vector of nonlinear features parameterized .biyor
wherefg, B, andY are known, possibly nonlinear maps. Athe base-learner, they use
reasonable feedback law choice would be X

i =argmin ky Ag(x; )k3+ ridge KAKZ; (5)
u= O(X, I’) Y (X)a, (3) A (x;y )2D i1ra\n

where o ensuresx = fo(x) + B(X) o(x;r) tracksr(t), with regularization coefcient gge > O for the Frobenius
and the termY (x)a is meant to cance¥ (x)w in (2). For normkAk2, which admits a differentiable, closed-form solu-
this reason,Y (x)w is termed a matched uncertainty in thdion. Instead of adapting to each task with a single gradient
literature. If the adaptation lavg = (x;r;a) is designed step, this approach leverages the convexity of ridge regression
such thaty (x(t))a(t) converges tor (x(t))w(t), then we can tasks to minimize the task loss analytically.



V. ADAPTIVE CONTROL AS A BASE-LEARNER

We now present the key idea of our paper, which us

meta-learning concepts introducedSection 1Vto tackle the
problem of learning to contrdll). For the moment, we assum
we can simulate the dynamics functibrin (1) of ine and that
we haveM samples w; (t)gj“":1 fort 2 [0; T] in (1); we will
eliminate these assumptions $ection V-B

A. Meta-Learning from Feedback and Adaptation

In meta-learning vernacular, we treat a reference traj
tory ri(t) 2 R" and disturbance signak; (t) 2 RY to-

€

subject to the disturbancdsy; (t)gj""zl. To learn the meta-
gglrameters, we can perform gradient descent (). This
requires back-propagating through an ODE solver, which can
be done either directly or via the adjoint state method after
solving the ODE forward in timeg7, 19, 6, 49. In addition,

the learning problen®) is semi-supervisgdn thatf w; (t)gj’\":l

are labelled samples arfd;(t)glL; can be chosen freely. If
there are some speci ¢ reference trajectories we want to track
at test time, we can use them in the meta-prob{@mnThis is

an advantage of designing the of ine learning problem in the

Context of the downstream control objective.

gether over some time horizoh > 0 as the training data B. Model Ensembling as a Proxy for Feedback Of ine

Dit]-“Slin = fri(t);w; (1)g2 o7 for task(i;j ). We wish to learn
the static parameters:= ( ) of an adaptive controller
);

);

) engenders good tracking of(t) fort 2 [0; T]

u= (x;r;a;

(x;n;a;

(6)

é:

such thaf ;

subject to the disturbanag (t). Our adaptation mechanism is

the forward-simulation of our closed-loop system, i.e.{4)
we have' j = fx;j (t);a (1); Uj ()G2p0;7, Where
Zy
Xij (t) = xj (0) + f(xi (1);ui (1);w; (1) dt;
z°%;
aj (t) = a; (0) + (i (8)5 Ui (1); w (1);

0
uj (1) = (X (B);ri(t);a (), );

) dt: )

In practice, we cannot simulate the true dynamicsor
sample an actual disturbance trajectorft) of ine. Instead,
we can more reasonably assume we have past data collected
with some other, possibly poorly tuned controller. In particular,
we make the following assumptions:

We have access to trajectory ddlg gj"/':1 , such that
NJ
k=0

1.

().

: () .y )
PO

T = t(k]) (kj);tk+1;xk+l (10)
Wherex(kj) 2 R" and u(kj) 2 R™ were the state and control
input, respectively, at timq((”. Moreover,u(k” was applied
ina zerojorder hold ove[t(k”;t(kjfl ), i.e.,u(t) = u(t(k”) for
allt2 [t(k”;t(kjfl) along each trajectory; .

During the collection of trajectory datd;, the distur-
bancew(t) took on a xed, unknown valuey; .

The second point is inspired by both meta-learning literature,

which we can compute with one of many Ordinary Differyhere it is usually assumed the training data can be segmented
ential Equation (ODE) solvers. For simplicity, we always s&{ccording to the latent task, and adaptive control literature,
xij (0) = ri(0) and&; (0) = 0. Our task loss is simply the \yhere it is usually assumed that any unknown parameters are
average tracking error for the same reference-disturbance p@jstant or slowly time-varying. These assumptions can be

i.e., DS = fri(t);w (1)g2(0;77 and

127
i (s DEY) = = kxi (1) ri(t)k3+  kuy (HK3 dt;
Ry ®
where 0 regularizes the control eﬁor% o Kujj (t)k3 dt.

generalized to any collection of measured time-state-control
transition tuples that can be segmented according to some
latent task; in(10) we consider when such tuples can be
grouped into trajectories, since this is a natural manner in
which data is collected from dynamical systems.

This loss is inspired by the Linear Quadratic Regulator INSPired by Clavera et al.2[], since we cannot simulate

(LQR) from optimal control, and can be generalized

weighted norms. Assume we constridtreference trajecto-

riesfri(t)gfl; and samplév disturbance signafsw; (t)g'; ,

thereby creatingNM tasks. Combining(7) and (8) for all

(i;j ) in the form of (4) then yields the meta-problem
0

1
i - XX e dt + k k3A
N IMT i 0 LA meta ™ 2
st: ¢ = kXij rik§+ kui,- kg (9)
xj = F(xi 5 ui5w); x5 (0) = ri(0)
uj = (Xijsrisag; )
a = (Xj:ri;a; ), & (0)=0
Solving (9) would yield parameters = ( ; ) for the

ithe true dynamicsf ofine, we propose to rst train a
model ensemblérom the trajectory datdT g}\":l to roughly
capture the distribution df( ; ; w) over possible values of the
disturbancew. Specically, we t a modelf’}(x; u; j) with
parameters j to each trajectoryl;, and use this as a proxy
for £ (x; u; w;) g] (9). The meta-problen(9) is novxi

Xow LT

min Nl\:/ILT i=1j=1 0 G (DA* meak k%A
st: ¢ = Kkxj rik§+ Kuj; k% (11)
xj = fi(xij;uis )i % (0)= ri(0)
uj = (Xjsrica; )
g = (Xj;ri;aj; ), g (0)=0

adaptive controlle( ; ) such that it works well on averageThis form is still semi-supervised, since each moﬂ}elis

in closed-loop tracking offri(t)g\, for the dynamicsf,

dependent on the trajectory dafa, while frigl, can be



chosen freely. The coIIectiorﬁf’} gj’\":l is termed a model ensures<(t) = (q(t);q(t)) converges ta(t) = ( gu(t); gy (),
ensemble. Empirically, the use of model ensembles has bedmere( ;K; ) are chosen positive-de nite gain matrices.
shown to improve robustness to model bias and train-testThe adaptive controllef3) requires the nonlinearities in the
data shift of deep predictive modelgl(] and policies in dynamics(13)to be known a priori. While Niemeyer and Slo-
reinforcement learninggg, 39, 20]. To train the parameters;  tine [54] showed these can be systematically derived-¢o),
of modelf’} on the trajectory datd; , we do gradient descentC(q;q), andg(q), there exist many external forces (q;q) of

on the one-step prediction problem practical importance in robotics for which this is dif cult to do,
0 1 1 such as aerodynamic and contact forces. Thus, we consider the
min i@ (D) Q) 2, K K2A case wherH (), C(q;q), andg(q) are known and ¢« (q;Q) is
i N; k+l k¥l 2 7 ensem™ )72 unknown. Moreover, we want to approximdtg, (q;q) with

i ] —
k=0 Z ), (12) " the neural network
st: R‘(J) _ X(l) + fA(X(t) u(l). )dt
+1 o) ko foa(@@A y) = AY(@:G y); (16)

where ensem > O regularizes ;. Since we meta-train in  Wherey(d;q; ) 2 RP consists of all the hidden layers of the
(12) to be adaptable to every model in the ensemble, we orfigtwork parameterized by,, andA 2 R"« P is the output
need to roughly characterize how the dynanfi¢s ;w) vary layer. Inspired by(15), we consider the adaptive controller
with the disturbancev, rather than do exact model tting §=Q G S= @&+ ~q V=

to T;. Thus, we approximate the integral (b2) with a single 1 _ o _
step of a chosen ODE integration scheme and back-propagate™ (H(@v+ C(g;av+g(a) Ay(a;a y) Ks); (17)
through this step, rather than use a full pass of an ODE solvef-= sy(Q;q; y)T;

C. Incorporating Prior Knowledge About Robot Dynamics If e (0:@) = fext(q;qA; y) for xed values , and A,

So far our method has been agnostic to the choice ;cgr)léen the adaptive controllefl7) guarantees tracking con-

. ) ; ) rgence 9. In general, we do not know such a value
adaptive controller( ; ). However, if we have some prior ¢ ,» and we must choose the gaifis;K; ) . Since(17) is
knowledge of the dynamical syste(f), we can use this to L — (. I :

. . = K 17 hth
make a good choice of structure for, ). Speci cally, we parameterized by := ( y; ;K; ) , we can trair(17) with the

now consider the large classlofigrangian dynamical systems method described iections V-AV-B. While for simplicity
which includes robots such as manipulator arms and dronWe consider knowit (), C(d;a), andg(q), we can extend to

i ﬁ]é case when they are linearly parameterizable, d.(q)v +
The state of such a system»s:= (q;q), whereq(t) 2 R"s q:Qv+ g(q) = Yszq LV \L)ayw?th Y(q:q;viv) a mgt})rlx of
is the vector of generalized coordinates completely descr|b|Q own features systematically computed as by Niemeyer and
the con guration of the system at time2 R. The nonlinear Slotine B4]. In this case, we would then maintain a separate
dynamics of such systems are fully described by adaptation lawa= PY(q:q;v:v)Ts with adaptation gain
H(g)g+ C(g;9)a+ 9(g) = fex(q;Q) + (U); (13) P 0in our proposed adaptive controll€r7).

whereH (q) is the positive-de nite inertia matrixC(q;q) is VI. EXPERIMENTS
the Coriolis matrix,g(q) is the potential force, (u) is the  we evaluate our method in simulation on a Planar
generalized input force, anihx (q;d) summarizes any other Fully-Actuated Rotorcraft (PFAR) with degrees of freedom

external generalized forces. The vec®(q;d)d is uniquely q:=(x; y ) governed by the nonlinear equations of motion
de ned, and the matrixC(q;q) can always be chosen such 2

i 0
thatH(q;d) 2C(q;q) is skew-symmetricq{1]. Slotine and Li B cos sin _
[69 studied adaptive control fof13) under the assumptions: @’:A +g= 43'8 cog 25 U+ fex;  (18)
The system(13) is fully-actuated, i.e.,u(t) 2 R"e and | {z }
:R" 1 R" js invertible. =R()

The dynamics in(13) are linearly parameterizable, i.e.,  where(x:y) is the position of the center of mass in the inertial
H(G)v+ C(q: v+ g(Q) fex(q:Q) = Y(q:q;ViV)a; (14) frame, is the ro_II ar_lgle,g =(0;9:8%; 0)_ m=s’ is _the gra\{i-
tational acceleration in vector forrR( ) is a rotation matrix,
for some known matrixy (g;q; v;v) 2 R" P, any vectors f, is some unknown external force, and: (us; u,; us) are
g;q;Vv;v.2 R", and constant unknown parameter® RP. the normalized thrust along the boslyaxis, thrust along the
The reference trajectory fox = (q;q) is of the form bodyy-axis, and torque about the center of mass, respectively.

r =(du; ), whereqy is twice-differentiable. We depict an exemplary PFAR designFigure linspired by
Under these assumptions, the adaptive controller thriving interest in fully- and over-actuated multirotor vehicles
) o o ] in the robotics literatured4, 35, 16, 77, 60]. The simpli ed
&=Q QG S=&+r~q V=L 0 system in(18) is a fully-actuated variant of the classic Planar
u=  YY(ggv;va Ks); (15)  Vertical Take-Off and Landing (PVTOL) vehicl@9]. In our

A= Y(q;q;v;v)Ts; simulations,fey is a mass-normalized quadratic drag force,



due to the velocity of the PFAR relative to wind blowing at @&quations, since’jﬁ?l (A) is linear in A; indeed, onlylin-
velocity w 2 R along the inertiak-axis. Speci cally, ear integration schemes can be substituted i{24). The
meta-problem for ACMRR takes the form ¢4) with meta-

Vi=(x wjcos +ysin; parameters for the featuresy(q;q; y), the task losg22),

V2= (X w)sin T ycos; (19) and the adaptation mechanig@8). The meta-parameters
_ cos sin wajvij are trained via gradient descent on this meta-problem, and then
fext = 5'8 COS HVojVoj deployed online in the adaptive controligi7).

ACMRR suffers from afundamental mismatctbetween
where 1; » > 0 are aggregate coef cients; we use =0:1 jts regression-oriented meta-problem and the online problem
and » =1 in all of our simulations. of adaptive trajectory tracking control. The ridge regression
A. Baselines base-learne(23) suggests thaf should best t the input-

: : . ._output trajectory data in a regression sense. However, as we
We compare our meta-trained adaptive controller in trajec-

tory tracking tasks fo(18) against two baseline controllers: ment.|oned In Section I”‘ adaptive C?ntrol!ers such as the
PID Control: Our simplest baseline is a Proportional-One in (17) learn on a *need-to-know” basis for the primary

Integral-Derivative (PID) controller with feed-forward, i.e., purpose of con trol rather than regression. As we discuss in
. Section VI-D, since our control-oriented approach uses a meta-

- T ) objective indicative of the downstream closed-loop tracking
u=RC) grar Kea K 0 a)d  Koa: (20) control objective, we achieve better tracking performance than

with gains Kp: K, :Kp 0. For fex(q:q) 0, this this baseline at test time.

controller feedbgck—linearizes the dynam(&g_) such that the B. Data Generation and Training

errorg:= ( @ is governed by an exponentially stable ODE.

The integral term must compensate fqg, (q;q) 6 O. To train the meta-parametersus = ( y; ;K; ) in

Adaptive Control via Meta-Ridge Regression (ACMRRPUr method, and the meta-parameteggwrr = y in the

This baseline is a slightly modi édversion of the approach ACMRR baseline, we require trajectory déff; g, of the

taken by O'Connell et al. §5], which applies the work form (10). To this end, we synthesiZg as follows:

on using ridge regression as a base-learner from Bertinetip Generate a uniform random walk of gix;y; ) points.

et al. [L1], Lee et al. 2 and Harrison et al. 48] to learn 2) Fit a 30-second, smooth, polynomial spline trajec-

the parametric featureg(q;q; y). Specically, for a given tory gu(t) 2 R® to the random walk with minimum snap

trajectory T; and these features, the last layeris speci ed in (x;y) and minimum acceleration in, according to the

as the best ridge regression t to some subset of points work by Mellinger and Kumar48] and Richter et al.§3].

in Tj. The featuresy(q;q; y) are then used in the adaptive3) Sample a wind velocity 2 R from the training distribu-

controller (17). tion in Figure 2 and simulate the dynamic48) with the
To clarify, we describe ACMRR with the meta-learning external force(19) and the Proportional-Derivative (PD)

language fronSection IV, speci cally for the PFAR dynamics  tracking controller

in (18). Let Kjrldgje f kgl) *denote the indices of transition

— T

tuples in some subset df . The Euler approximation u=R() g ket koe (24)

A ) ) Q) )y, () G) ). in a zero-order hold atl0O0 Hz with kp =10 and
Gea (A) = 4+ B0 RO Duc+Ay(cdcs ) (1) ko =0:1. This controller represents a “rst try” at con-
with tE(J) — t|(<l+)1 tf(J) is used in the task loss t_rolllng the systen(18) m_order to collect data. We record

o time, state, and control input measurement&@ Hz
AT = 1 '™ 1k () () (A VK2 29 We record500such trajectories and then sampeof them to
(AT = iTi ‘o 1 G (AR (22) o1 the training dateiTjgj"":l for variousM to evaluate the

_ . _ sample ef ciency of our method and the ACMRR baseline. We
alongside the atg(aptanon mechanism present hyperparameter choices and training details for each
' ' method inAppendix A We highlight here that:
kgl Q) (A)KG+ rage KAKZ: (23) InAppendx nghig _ _
To train the positive-de nite gaing ;K; ) via gradient-
based optimization in our method, we use an unconstrained
The adaptation mechanisif23) can be solved and differ- |og-Cholesky parameterization for each dain
entiated in closed-form for anyqge > O via the normal  To compute the integral in the meta-probléf) for our
1Unlike O'Connell et al. §5], we do not assume access to direct mea- method, we use a fourth-order Runge-Kutta scheme with

surements of the external fordey: . Also, they use a more complex form & Xe€d time step of0:01 s We back-propagate gradients
of (15) with better parameter estimatiomproperties when the dynamics are
linearly parameterizable witknownnonlinear features7p]. While we could 2Any n  n positive-de nite matrixQ can be uniquely de ned b%n(n+1)

use a parametric form of this controller in place (4f7), we forgo this in parameters. Fan = 2, the log-Cholesky parameterization @fis Q = LL T
favour of a simpler presentation, since we focus on of rentrol-oriented exp( 1) 0

meta-learning oBpproximatefeatures. with L = > exp( 3)

Aj =argmin
d
k2K J” e

and unconstrained parameter@ RS [56].
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fT,meta-tain g, and a meta-validation séT;mea~aid gt

We setAy(q;q; y) as a feed-forward neural network with
hidden layers oB32 tanh() neurons each, where the adapted
parametersA(t) 2 R" 32 with nq = 3 serve as the
output layer. We construct the meta-probléfhusing the task
loss (22), the adaptation mechanis{®3), and mew = 10 *;

for this, we use transition tuples frofjme2"an We then
meta-train acyrr Via gradient descent using Adam with a
step-size ofl0 2 for 5000 steps; at each step, we randomly
sample a subset &D:25T,™e2 a1 jc tuples from,meta train

to use in the closed-form ridge regression solution. We also
record the meta-loss withpmeta = 0 0on the meta-validation
set at each step, and take the best meta-parameigigr

as those corresponding to the lowest recorded validation loss.
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