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Figure 1: Application of tile sequence (N,E, S,W ) on a single ring of Cn resulting in permutation g(Cn). Each tile
moves cyclically counterclockwise by k positions, where 2k is the width of the ring, e.g., the tile marked in blue.

in C0 and C1. The obtained configuration C2 is in
canonical form.

2. Guess a type of canonical configuration from {SE,
SW, NE, NW}, computing the first configuration
in the sequence, i.e., a configuration C ′ in {C2, C3,
C4, C5}.

3. Compute the permutation g equivalent to four tilts
in clockwise or counterclockwise direction depend-
ing on the guessed first two tilts.

4. Compute the cycle decomposition of g.

5. Let C1 and C2 be the cycles containing t1 and t2
respectively. By restricting our attention to the el-
ements of C1 and C2, successively applying g results
in lcm(|C1|, |C2|) possible different permutations of
these elements. For example, if C1 = C2, then the
number of such states is |C1|. Check in each of these
states whether t1 is adjacent to t2.

Theorem 4 Given an initial configuration C0 on an
m× n board, and two tiles t1, t2 ∈ T , a shortest tilt se-
quence required to make t1 and t2 adjacent can be com-
puted in O(|T |) time.

Proof. The correctness of our algorithm follows di-
rectly from Lemmas 1–3. After the first two configu-
rations, a clockwise or counterclockwise tilt sequence
produces only canonical configurations. In Step 1, the
algorithm tries all possible starting tilts and both ro-
tation directions. Step 2 considers all possible types of
canonical configurations. Steps 3–5 considers all pos-
sible relative positions of t1 and t2 given a rotation
direction of the tilt sequence and a type of canonical
configuration. Hence, the algorithm is correct.

Most of the algorithm runs in O(|T |) time. Steps 1–2
add a 8 · 4 = 32 multiplicative factor to the runtime.
Steps 3–4 can be executed in O(|T |) time by simulating
four tilts to obtain a directed graph representing g, and
obtaining the cycles of g containing t1 and t2 via a DFS
from such vertices. Here we use that a tilt operation can

be simulated in O(|T |) time using counting sort on the
coordinates; for instance, a horizontal tilt determines
the x order of tiles in each row, then moves the tiles to
one extreme of the board without changing such order.

In Step 5, we need more care. A näıve implementation
iterates through all lcm(|C1|, |C2|) = O(|T |2) different
possible positions of t1 and t2 since both |C1| and |C2|
are O(|T |). The resulting running time is O(|T |2).

We can reduce the runtime of Step 5 to O(|T |) as fol-
lows. For all |C1| ≤ |T | possible positions of t1, we can
try all possible adjacent squares (up to four), checking
whether a tilt sequence can bring tiles t1 and t2 simulta-
neously to those squares, as follows. Suppose the desired
positions are indeed in C1 and C2 respectively, say the
pth and qth positions of C1 and C2 respectively, counting
from the initial positions of t1 and t2 with zero index-
ing. By Bézout’s Identity [JJ98], the set of all integer
linear combinations i|C1|+ j|C2| is exactly the set of in-
teger multiples of d = gcd(|C1|, |C2|). Thus the desired
tiles can meet at the specified position exactly if p ≡ q
(mod d). We can then find the actual number of tilts by
using the Chinese Remainder Theorem. Since we only
need to compute d once, spending O(|T |) time, and we
can test each of the 4|C1| meeting positions in constant
time, the total runtime is O(|T |). �

Generalization to jSj special tiles. We can generalize
Theorem 4 to the case of a subset S ⊆ T of special
tiles, where 2 ≤ |S| ≤ |T |. Specifically, we consider
the following problem. Given an initial configuration
C0 on an m × n board, and a subset S ⊆ T of |S|
special tiles, can a tilt sequence produce a configuration
Ck in which two special tiles are in adjacent squares?
If yes, output a shortest such sequence. We modify our
previous algorithm, designed for the case |S| = 2, by
replacing Step 5 with the following:

5*. For each pair {s1, s2} of adjacent squares that be-
long respectively to special cycles Ci and Cj of g
(that is, cycles containing at least one special tile
in S), check whether any of the special tiles in Ci
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and Cj can simultaneously move to s1 and s2 by
successively applying g, as follows:

� Let d = gcd(|Ci|, |Cj |).
� For each t ∈ Ci ∩ S, compute the cycle in-

dex ind(t, s1) (as defined in Section 2), and
let I1 = {ind(t, s1) mod d | t ∈ Ci ∩ S}.

� Similarly, compute I2 = {ind(t, s2) mod d |
t ∈ Cj ∩ S}.

� Check whether I1 ∩ I2 6= ∅.

Theorem 5 Given an initial configuration of |T | tiles
on an m × n board and a set S ⊂ T of special tiles, a
shortest tilt sequence required to make two special tiles
adjacent can be computed in O(|S| · |T |) time.

Proof. For the correctness of the algorithm, assume
that there exist two special tiles t1 ∈ Ci ∩S, t2 ∈ Cj ∩S
and an integer h ≥ 0 such that gh(t1) = s1 and
gh(t2) = s2, where s1 and s2 are adjacent squares in
a canonical configuration C ′. Then h ≡ ind(t1, s1)
(mod |Ci|) and h ≡ ind(t2, s2) (mod |Cj |). By Bézout’s
Identity, ind(t1, s1) ≡ ind(t2, s2) (mod d), where d =
gcd(|Ci|, |Cj |). Conversely, if ind(t1, s1) ≡ ind(t2, s2)
(mod d), then there exits an integer h ≥ 0 such that h ≡
ind(t1, s1) (mod |Ci|) and h ≡ ind(t2, s2) (mod |Cj |).

As noted above, Steps 1–4 of the algorithm run in
O(|T |) time. In Step 5*, we can memoize the gcd of
the lengths of all pairs of adjacent special cycles. For
each such pair {Ci, Cj}, the Euclidean algorithm com-
putes gcd(|Ci|, |Cj |) in O(log(|Ci| + |Cj |)) = O(log |T |)
time. There are at most |S| special cycles, and hence
O(|S|2) pairs of special cycles. Furthermore, every pair
of adjacent cycles contain a pair of adjacent squares,
and since each square has at most four neighbors, there
are O(|T |) adjacent pairs of squares. Therefore, the
gcds can be computed in O(min{|S|2, |T |} log |T |) time.
This time bound is always O(|S| · |T |): if |S|2 ≤ |T |,
then we have O(|S|2 log |T |) = O(|S| · |S| log |T |) =
O(|S|

√
|T | log |T |) = O(|S|·|T |); and if |T | ≤ |S|2, then

we have O(|T | log |T |) = O(|T |
√
|T |) = O(|T | · |S|).

Step 5* iterates through all O(|T |) pairs (s1, s2) of ad-
jacent squares. Suppose that s1 ∈ Ci and s2 ∈ Cj where
Ci and Cj are special cycles. Given the precomputed in-
dices of g, the index sets I1 and I2 can be computed in
O(|Ci ∩ S|+ |Cj ∩ S|) = O(|S|) time. Checking whether
I1∩I2 = ∅ via hashing takes O(|I1|+|I2|) = O(|S|) time.
For each index in I1 ∩ I2, we can then find the actual
number of tilts using the Chinese Remainder Theorem,
in overall |I1 ∩ I2| = O(|S|) time. After memoizing the
gcd of adjacent special cycles, Step 5* of the algorithm
thus runs in O(|S| · |T |) time. �

4 Bounds on Reachable Configurations

Lower bound. For even n, consider the configuration

Cn =

[
F L
F F

]

on an n × n board where F is a full n/2 × n/2 square,
and L is a n/2× n/2 matrix where exactly the squares
below the main diagonal are full (see Figure 1). Let the
outer ring be the set of extremal tiles in N , E, S, or W
direction, and define inner rings recursively. The outer
ring contains 7(n/2− 1) + 3 tiles, while each successive
inner ring contains 7 fewer tiles. So Cn comprises n/2
rings, with 7k+3 tiles in ring k for k ∈ {0, . . . , n/2−1},
where the innermost ring 0 is an L-shaped tromino.

Lemma 6 Each ring in Cn is self-contained (does not
mix with adjacent rings), and the cyclic order of ele-
ments around the ring does not change after applying g.

Proof. By symmetry, it suffices to show that each ring
in C ′n, the NW -canonical configuration obtained after
a N tilt from Cn, is exactly a ring in Cn, and that the
cyclic order of tiles does not change. The outermost
ring is composed of the first and last columns, and the
extremal tiles in each remaining column. After the tilt,
all such tiles remain extremal and their order along the
convex hull remains the same. No other tiles become ex-
tremal because the number of tiles in adjacent columns
differ by at most one. Hence, the outermost ring re-
mains the same. If we look at the remaining tiles after
removing the outermost ring, they form a configuration
Cn−2 in the (n−2)×(n−2) board obtained after remov-
ing the extremal rows and columns. The configuration
C ′n−2 obtained after a N tilt from Cn−2 can be obtained
in the same way from C ′n. Hence, the second outermost
ring also remains the same in Cn and C ′n. By induction,
all rings remain the same. �

Theorem 7 The number of different configurations
reachable from Cn is eΘ(n) = eΘ(

√
t) where t is the num-

ber of tiles in Cn.

Proof. We first show that, after applying g, the ele-
ments in ring k (with width 2k) shift by k positions
counterclockwise along its ring. By Lemma 6 it suffices
to show that the top-left tile x moves down by k. As
shown in Figure 1, x does not move after the N and E
tilts, moves down by k after the S tilt, and again does
not move after the W tilt.

We prove the claimed bound by focusing on a subset
of rings and bounding the number of different states of
the tiles in the selected rings that are obtained by suc-
cessively applying g. We can restrict to rings with prime
lengths of the form 7k+3. In such cases, the ring induces
a single cycle in g because the length of the ring and the
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Figure 2: Application of the tilt sequence (N,E, S,W ) to Cmn resulting in the permutation g(Cmn), depicting the
movement of tile subsets {L1, L2, L3, L4, L5, L6, R1, R2, R3, R4, R5}. Each of these subset moves as a rigid block.

amount that each element shifts around the ring after g
are coprimes and each element will eventually visit every
position in the ring. Using a variant of the prime num-
ber theorem for arithmetic progressions [Dab89, Tao09],

∑

p ≤ x
p ≡ a mod q

log p ≡ x

ϕ(q)
(1 + o(1))

if (a, q) = 1, where ϕ is Euler’s totient function. In
particular, the product of primes
p ≤ n/2, p ≡ 3 (mod 7), is eΘ(n) = eΘ(

√
t). �

Upper bound. Starting from a SW -canonical configu-
ration containing t tiles in anm×n board, the number of
reachable configurations equals the least common multi-
ple of the cycle lengths. Every cycle has length at most t
(the number of tiles), hence the lcm of the cycle lengths
is bounded above by lcm(1, 2, . . . , t) = et(1+o(1)).

We can improve upon this bound by realizing that
the sum of the cycle lengths must be t. The maximal
least common multiple of a partition of t into positive
integers is known as Landau’s function [Nic13], and it

is asymptotically eΘ(
√
t log t).

5 Long Cycles

In this section we provide a construction for an initial
m× n board configuration Cmn with Θ(mn) tiles with
a single permutation cycle. We can assume that m and
n are even, or else we construct the instance of size
(2bm/2c)× (2bn/2c) and add an empty row and/or col-
umn. Refer to Figure 2. We leave empty the last n/2+1
(n/2) squares in the top (second to top) row of Cmn.
The remaining squares are filled with tiles.

We now show that the permutation g induced by the
tilt sequence (N,E, S,W ) has a single cycle. We first
describe g by giving a successor function based on the
coordinates of a given square, then we describe an algo-
rithm that outputs in order all elements in a cycle in g
and show that the number of outputs equals the number

of tiles. Let s(x, y) be such a successor function where
s(x, y) is the coordinates of the square after the square
(x, y) in g. Let ∆(x, y) = s(x, y) − (x, y) be the vector
from (x, y) to its successor. Refer to Figure 2. We par-
tition the occupied squares in the board into 11 regions
as follows, where p(x, y) denotes the region containing
square (x, y):

p(x, y) =





L1 if 0 ≤ x < m/2− 1 and 2 ≤ y < n

L2 if x = m/2− 1 and 1 ≤ y < n− 1

L3 if 0 ≤ x < m/2− 1 and y = 0

L4 if 1 ≤ x < m/2− 1 and y = 1

L5 if x = 0 and y = 1

L6 if x = m/2− 1 and y = 0

R1 if m/2 + 1 ≤ x < m and 0 ≤ y < n− 4

R2 if x = m/2 and 0 ≤ y < n− 3

R3 if m/2 + 1 ≤ x < m and y = n− 4

R4 if m/2 + 1 ≤ x < m and y = n− 3

R5 if x = m/2 and y = n− 3

Now we define ∆(x, y) based on the above partition,
which can be easily verified by following the tiles ini-
tially in each region after four clockwise tilts as shown
in Figure 2.

∆(x, y) =





(0,−2) if p(x, y) = L1

(0,−1) if p(x, y) = L2

((m/2 + 1), 0) if p(x, y) = L3

(m/2, 0) if p(x, y) = L4

(m/2,−1) if p(x, y) = L5

(m/2, 1) if p(x, y) = L6

(0, 2) if p(x, y) = R1

(0, 1) if p(x, y) = R2

(−m/2, 2) if p(x, y) = R3

(−(m/2 + 1), 2) if p(x, y) = R4

(−m/2, 1) if p(x, y) = R5
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Figure 3: An example output cycle of g applied to Cmn

for m = n = 10. Indexing starts with 0 at (m
2 , 0) in-

creasing to 88 at (0, 1), where increasing indices are out-
lined with increasing opacity.

We now describe an algorithm that outputs one cycle
of g starting with square (m/2, 0). Refer to Figure 3 for
an example of output of the algorithm.

1. For 0 ≤ j < n− 2: output (m
2 , j)

2. For 0 ≤ i < m
2 − 1:

(a) For 0 ≤ j < n
2 : output (i, n− 2− 2j)

(b) For 0 ≤ j < n
2 − 1: output (m

2 + 1 + i, 2j)

3. For 0 ≤ j < n− 1: output (m
2 − 1, n− 2− j)

4. For 0 ≤ i < m
2 − 1:

(a) For 0 ≤ j < n
2 − 1: output (m− 1− i, 1 + 2j)

(b) For 0 ≤ j < n
2 : output (m

2 −2−i, n−1−2j)

Theorem 8 The permutation g of the tilt sequence
(N,E, S,W ) on configuration Cmn has a single cycle
of length mn−m− 1.

Proof. It suffices to show that the algorithm above cor-
rectly outputs a cycle in order, and that it outputs all
mn−m− 1 full squares of Cmn. We now focus on the
former. Step 1 outputs all squares in R2 and R5 from
bottom to top. This matches the successor function for
R2. The successor of the square in R5 is (0, n−2) which

is the first position output by Step 2. Step 2(a) outputs
squares in L1 and a square in L3 at the end of the loop,
according to the successor function in L1, i.e., two units
below the previous one. The first square output by each
execution of Step 2(b) is the successor of the square in
L3 output by Step 2(a), i.e., m/2 + 1 units to the right.
Step 2(b) outputs squares in R1 and a square in R3 at
the end of the loop, according to the successor func-
tion in R1, i.e., two units above the previous one. The
next output square is by either another execution of
Step 2(a), or by Step 3, both obey the successor func-
tion of R3, ∆(x, y) = (−m/2, 2). Step 3 outputs squares
in L2 from top to bottom and then outputs the square
in L6, obeying the successor function in L2. The next
square is (m− 1, 1) in R1 satisfying the successor func-
tion in L6. Step 4(a) outputs squares in R1 and a square
in R4 at the end of the loop, according to the successor
function in R1, i.e., two units above the previous one.
The first square output by each execution of Step 4(b)
is the successor of the square in R4 output by Step 4(a),
i.e., ∆(x, y) = (−m/2−1, 2). Step 4(b) outputs squares
in L1 and a square in L4 at the end of the loop or, in
the last execution of the loop, it outputs the square in
L5. The order is the same as specified in L1.

The number of outputs of the algorithm is:

(n− 2) + (m/2− 1)(n/2 + n/2− 1) +
(n− 1) + (m/2− 1)(n/2− 1 + n/2)

= mn−m−1,

which is equal to t, as desired. �

6 Open Problems

A few interesting problems in this space remain open:

1. Close the gap between 2Ω(
√
t) and 2O(

√
t log t) for the

number of reachable configurations in 2048 without
merging.

2. Are there examples where all t tiles permute in a
single cycle, for even t? (Our construction works
only for odd t.)

3. Can Theorem 5 be improved, that is, is it possible
to decide in o(st) time whether any pair of s special
tiles among t total tiles in a given configuration can
be made adjacent?

4. What happens in higher dimensions, such as 3D,
where Lemma 2 no longer holds? (This question
was posed by Martin Demaine in 2018.)
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External Exploration of a Convex Polygon

Kyle Clarkson∗ William Evans†

Abstract

In this work we consider competitive strategies for the
convex polygon inspection problem where a mobile agent
must explore the exterior of a convex polygon in the
plane without prior knowledge of the polygon’s shape.
The agent starts at a point exterior to the polygon and
can see infinitely far in all directions; however, the poly-
gon occludes its sight. Using only what it observes,
the agent must traverse a route that does not intersect
the polygon to see all edges. We present two strategies
for the agent to employ, the better of which guarantees
that the resulting route is at most 4.5π ≈ 14.14 times
the length of the shortest route from the starting point
that sees all edges. This result is an improvement on
recent work by Tiktinsky et al. [24] in which the au-
thors derived a strategy which has length at most 89.83
times the shortest possible route. The key ideas behind
our strategies make use of techniques by Icking et al.
[17, 18] to optimally look around a single corner, which
we extend to multiple corners of the polygon, as well as
the angle hull of a polygon by Hoffmann et al. [15].

1 Introduction

Algorithms that consider the traversal of an entity in
a region have been of interest to many researchers over
the years—from the theoretical perspective in which an
agent with some task is modelled as a mobile point
in the plane with perfect controls and sensor readings
[21, 9, 11, 7], to the application perspective in which mo-
bile robots with uncertainty in their actions and sensors
must perform various operations in the world such as
infrastructure inspection [2, 3]. For such problems one
is typically interested in the length of the route taken,
in particular what is the shortest route the entity can
take to complete the task.

We take the former perspective and consider the fol-
lowing problem. A mobile agent in the plane, initially
positioned at a point s external to a convex polygon, can
see any point q on the boundary of the polygon from
position p if the line segment pq does not intersect any
obstacle. Here, the only obstacle is the polygon itself.
The goal of the agent is to see all edges of the polygon

∗Department of Computer Science, University of British
Columbia, clarkson@cs.ubc.ca
†Department of Computer Science, University of British

Columbia, will@cs.ubc.ca

by traversing the shortest path possible in the plane;
once the agent has seen all edges its task is finished.
In this work we consider when the polygon’s edges are
unknown to the agent in advance (yet the agent knows
the polygon is convex) and only revealed by moving to
see them. We are interested in a strategy for the agent
to see all edges such that for any polygon and starting
position, the distance traversed by employing the strat-
egy is at most a constant times the optimal (shortest)
path to see all edges from the same starting position.

2 Related Work

The notion of a point-agent that must see all edges of
a body in the plane is a well studied problem in the
area of computational geometry. The Watchman Route
problem is concerned with such an agent who, given
some starting position in the interior of a simple poly-
gon, must traverse the interior of the polygon to see all
edges and then return to the starting position, form-
ing a cycle. Nearly four decades ago Chin and Ntafos
[5] first considered this problem as a generalization of
the Art Gallery Guarding problem [22]. Many others
have studied this problem and its variants. Such works
include considering when the polygon has holes in its
interior, in which determining whether there exists a
watchman route with length at most some amount is
NP-complete [10] and the design of efficient algorithms
for determining the shortest watchman route for simple
polygons without holes [5, 6, 23]. The difference be-
tween our problem and the watchman route problem is
that we do not require the route to return to its starting
position and that the agent is inspecting the exterior of
a single convex polygon.

An offline algorithm is an algorithm that has access
to its entire input when it begins, such as the position
of edges which compose the polygon. In contrast, an
online algorithm is one that obtains its input during its
execution. In our problem, only when the agent sees an
edge will it learn the location of that edge. For this rea-
son one does not expect an online algorithm to produce
the optimal inspection path that can be found by an of-
fline algorithm. However one can hope to construct an
online algorithm which will generate an inspection path
that is not too much longer than the optimal inspec-
tion path. We say that an online algorithm (a strategy)
is c-competitive if the length of the path produced by
the online algorithm is at most c times the length of the
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optimal path produced by an offline algorithm for all in-
stances of the problem and some constant (competitive
ratio) c. In this work we are interested in finding a c-
competitive strategy for the convex polygon inspection
problem.

The Watchman Route problem has also been consid-
ered in the online scenario, that is, the watchman does
not have knowledge of the polygon in advance and only
learns it when edges are seen. We recommend the sur-
vey by Ghosh and Klein [13] which considers several
exploration tasks for a mobile robot that must search
in the plane. Of particular relevance to our work is
how an agent should move to inspect around several
corners. We discuss this problem in more depth later,
but for a strategy to be competitive it must consider
both paths that follow the boundary of the polygon
and those that move away from the boundary to look
around a sequence of corners. We consider techniques
first introduced by Icking, Klein, and Ma for looking
around a single corner when the angle of the corner is
unknown [18]. When the angle of the corner is known
the shortest path to look around the corner is a straight
line segment. However when the angle is unknown the
best competitive strategy follows a curved trajectory.
The authors derive the optimal online strategy by solv-
ing a differential equation in polar form (a closed-form
solution seems difficult to obtain). The shape of the re-
sulting path is a curve that “spirals” towards the corner
with length at most ≈ 1.212 times that of the optimal
path. Dorrigiv, López-Ortiz, and Tawfik expanded on
the one-corner case by considering the optimal average-
case strategy where the angle of the corner is drawn
from a homogeneous probability distribution [8].

For problems which involve more than one angle, ap-
proaches (including ours) use strategies based on circu-
lar arcs, which have useful geometric properties. Hoff-
mann et al. [16] use such an approach as part of their
solution to the online watchman route problem. Here
the authors give a strategy for exploring the interior of
a simple, non-convex polygon which results in a cycle
with length at most 26.5 times of the length of the op-
timal watchman route for the polygon. They base their
strategy on a fundamental construction called the angle
hull of a polygon [15].

The recent work of Tikinsky et al. achieve a competi-
tive strategy for the convex polygon inspection problem
which yields a path with length at most 89.83 times
that of the optimal. This strategy works by defining
the notion of scope. As the agent moves to explore
the polygon, it keeps track of the unexplored region.
Initially this region is unbounded, but as the agent ex-
plores it becomes bounded. This region is described by
a triangle ∆uWv where u, v are vertices of the polygon
and W is a point exterior to the polygon. The scope is
the angle ∠uWv. Initially, the agent performs a spiral

search to bound the region, then follows a second spiral
search to reduce the region even more. Once the region
is small enough the agent moves towards the point W
to see the remaining edges. Both this work and ours
make use of a spiral search strategy in which an agent
can competitively move in both the counterclockwise
and clockwise directions around the polygon to inspect
its edges. This problem is an instance of the m-lane
cow-path problem for m = 2, which has been studied by
numerous researchers under different names and itself is
a member of a family of problems called search games
[12, 1, 19, 20].

3 Our Results

In Section 4 we give a 2π-competitive strategy for the
subproblem of searching around several corners (a chain
of edges) when the direction of traversal is known. Then
in Section 5 we show how any c-competitive strategy
for this subproblem can be incorporated into a compet-
itive strategy for the convex polygon inspection problem
by using a doubling approach to search in both direc-
tions around the polygon. When we use the strategy of
Section 4 for the chain subproblem, we obtain an 18π-
competitive strategy for the convex polygon inspection
problem.

We present our main result in Section 6 where we
expand on the work of Hoffmann et al. [15] to show
that an agent which follows arcs generated by the an-
gle hull of the chain of edges is π/2-competitive for the
subproblem. By using the search procedure described
in Section 5, we obtain a 4.5π-competitive strategy for
the convex polygon inspection problem. In Section 7,
we describe several open problems.

4 The Corner-Radius Strategy

To tackle the convex polygon inspection problem, we
first consider a simpler subproblem where the agent only
needs to traverse in one direction, say counterclockwise,
around the polygon. Imagine that the agent must see
only a chain (a consecutive subsequence) of edges from a
convex polygon and that the furthest clockwise edge of
the chain is seen from the agent’s starting position. We
call this the convex chain problem. If the agent knows
the positions of the edges, then the shortest inspection
path is simply the shortest counterclockwise collision-
free path to a point on the extension of the last chain
edge. However if the edge positions are not known, what
is a competitive strategy for the agent to see the chain?

The crux of this problem is how can an agent look
around a sequence of corners competitively. Icking et
al. [18] investigated competitive strategies for looking
around a single corner (from a start point both on and
off the chain) and described the optimal competitive
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φ
φ

s s

Figure 1: Two cases in which the optimal route, in red
(double-headed arrow), either moves straight towards
the corner or straight to the closest point on the exten-
sion of the next edge. In blue (single arrow) is a circular
arc with length at most π times the length of the red
arc.

strategy. Of course, a strategy to move directly to the
corner may not be competitive if the angle between the
next edge’s extension and the current edge is acute (see
Figure 1.) In such a case, the path should follow the
shortest straight line segment to the next edge’s exten-
sion. Since the online agent does not know this angle,
it could guess that the angle is small and continuously
revise its guess as it follows the optimal strategy for the
assumed angle. This leads to a path that follows an
arc of the circle centered at the corner, which yields a
competitive ratio of at most π.

While a circular arc may work for one corner, it is
yet to be shown that this approach will be competitive
for several corners. We now show that the strategy of
following a trajectory of circular arcs, where the cir-
cles are centered on the furthest seen vertices of the
chain, results in a 2π-competitive strategy for the con-
vex chain problem. Denote this strategy as the corner-
radius strategy. We first assume that the starting po-
sition s is located on the chain, then consider the case
where the starting position is off the chain. Without loss
of generality, we further assume no edge of the chain
(or polygon) is colinear with its neighbouring edges.
Depending on the structure of the chain, the optimal
route may follow the boundary of the chain, immedi-
ately leave the boundary from starting position s, or
follow the boundary for some number of edges, then
leave the boundary. Note that the optimal route leaves
the boundary at a point where it can follow a perpen-
dicular to the last edge’s extension without intersecting
the polygon. To show that the corner-radius strategy is
competitive, we first partition the optimal path O into
two subpaths: O‖ which is the part of the optimal path
that follows the boundary of the chain, and O⊥ which is
the part of the optimal path that is off of the boundary
and meets the extension of the last edge at a right an-
gle. Next for each edge ei, numbered from the furthest
clockwise edge, we consider how its length contributes
to either O‖ or O⊥. Finally we show that for each edge

φ1

φ2
φ3

φ4

e1

e2 e3

e4

e5s

Figure 2: The corner-radius strategy for an instance of
the convex chain problem. The optimal path is shown
in red and the arcs of the corner-radius strategy in blue.
The optimal path leaves the boundary of the chain after
traversing edge e2.

ei, the corner-radius strategy will contribute at most 2π
times the amount the optimal route contributes for edge
i.

For i = 1 to n − 1, let φi denote the angle between
edge i and the extension of edge i+ 1. Suppose edge u,
0 ≤ u < n, is the last edge on the boundary traversed
by the optimal route. (where u = 0 represents when
the optimal path leaves the boundary at s.) By our
partitioning scheme, we have

|O| = |O‖|+ |O⊥|

=
u∑

j=1

|ej |+
n−1∑

j=u+1

|ej | sin(φj + φj+1 + · · ·+ φn−1)

(1)

where the terms |ej | sin(φj + φj+1 + · · · + φn−1) come
from further decomposing O⊥ into the bottom lengths
of a collection of right triangles; the lengths are the pro-
jections of edges u+1 to n−1 onto the line perpendicular
to the extension of the last edge with length |O⊥|; see
Figure 2.

We now consider the length of the corner-radius strat-
egy, ACR. To look around corner i, the strategy follows
a circle whose center is the endpoint of edge i that is
closer to the end of the chain. As s is located at the
start of the chain, the radius of this circle (the dis-
tance between the agent and the corner) is the sum
|e1| + |e2| + · · · + |ei|. Therefore we can express the
length of the arc the agent traverses to look around cor-
ner i as ai = φi(|ei|+ |ei−1|+ · · ·+ |e1|). After summing
over all n− 1 corners, we rearrange terms to isolate the
contribution of each edge’s length to ACR and split the
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s

Figure 3: The starting position is off of the boundary
of chain. The original chain with initially seen edges
are grayed out and the new chain starting at s consists
of three edges. The optimal path and the path gener-
ated by the corner-radius strategy are the same for both
chains.

terms to match those in O‖ and O⊥:

|ACR| =
n−1∑

i=1

φi(
i∑

j=1

|ej |) =
n−1∑

j=1

|ej |(
n−1∑

i=j

φi)

=
u∑

j=1

|ej |(
n−1∑

i=j

φi) +
n−1∑

j=u+1

|ej |(
n−1∑

i=j

φi)

We make the following observations. First since the
chain originated from the boundary of a convex poly-
gon, the sum of all angles φi is at most 2π. Second,
for all edges i > u,

∑n−1
j=i φj ≤ π/2. This follows as

the optimal route leaves the boundary after travers-
ing edge u. Third, it can easily be verified that for
x ∈ (0, π/2), x ≤ π

2 sin(x) ≤ 2π sin(x). Combining the
above, we have,

|ACR| ≤ 2π
u∑

j=1

|ej |+ 2π
n−1∑

j=u+1

|ej | sin(
n−1∑

i=j

φi)

≤ 2π|O|
Finally we consider the scenario where the starting

position s is not on the boundary. Under the conditions
of the convex chain problem, the agent sees the furthest
clockwise edge (and perhaps other edges) of the chain
from s. Suppose we form a new convex chain by re-
placing the edges seen from s with the segment from
s to the furthest counterclockwise vertex seen from s.
Observe that from s the optimal path that sees the orig-
inal chain is the same optimal path that sees the new
chain. Further the path generated by the strategy will
be the same for both chains. By our previous analysis
the corner-radius strategy achieves a competitive ratio
of at most 2π for the new chain and thus the same for
the original chain; see Figure 3.

We summarized the above analysis in the following
statement.

Theorem 1 The corner-radius strategy is 2π-
competitive for the convex chain problem.

5 A Two-Sided Search Strategy

We return to our original problem where the agent must
inspect a polygon, yet it is not clear in what direction
around the polygon the agent should traverse. From
the previous section, one approach seems clear. From
starting position s, use the corner-radius strategy to
explore the polygon in one direction for some distance.
If the agent has not finished inspecting the polygon, it
returns to s retracing the arcs it traversed from s, then
uses the corner-radius strategy to explore the polygon in
the other direction for some larger distance than before.
The agent repeats this process of searching both sides,
increasing the distance it traverses each time, until the
inspection is complete.

To ensure that the resulting path length is at most
a constant times the optimal path’s length, we use an
approach for the well-known cow-path problem in which
a cow, located at the origin, is searching for a gate in
a fence (a point on the x-axis) located at distance d ≥
λ away. In the offline case the cow moves distance d.
However in the online case the cow does not know d or
if the x-coordinate of the gate is positive or negative.
The question is what strategy can the cow employ such
that, for all possible locations of the gate, it traverses a
distance at most c times d for some constant c? Baeza-
Yates at al. [1] showed that a doubling strategy where
the distances traversed are λ, 2λ, 4λ, . . . results in a total
traversal distance that is at most 9d. The result relies on
the online strategy knowing a lower bound λ on d. We
describe how an agent can calculate such a lower bound
given what it sees from its initial position in Section 8.2
of the Appendix. Bose et al. [4] consider how search
strategies can be improved when both lower and upper
bounds are specified on the distance d.

Let C denote a c-competitive strategy for the convex
chain problem. The two-sided, C strategy (TS,CS) for
the convex polygon inspection problem uses the strat-
egy C to define the path traced by the search in each
direction around the polygon and doubles the distance
(initially traversing distance λ) in each iteration of the
search. We now show that TS,CS is a 9c-competitive
strategy for the convex polygon inspection problem.
This implies that the two-sided, corner-radius strategy
is 18π-competitive. First observe that TS,CS can be
viewed as a type of cow-path problem where there are
two gates, L and R, which the cow must search for, yet
only realizes it has found any gate once both are discov-
ered. The points L and R correspond to points on the
extension of edges where the shortest inspection path
moves in one direction around the polygon to reach L
from s, then moves in the other direction from L to R
ending the inspection. Second, the arcs that are gener-
ated by TS,CS are the same arcs which are generated by
two instances of the convex chain problem: one in which
the agent moves in one direction from s to see edges up
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to the edge whose extension L lies on, and an instance
that moves in the other direction from s to see the edges
up to the edge whose extension R lies on. Let P be the
gate, one of L or R, that is reached last by TS,CS, ep
denote the edge whose extension P lies on, and |ATS |
the overall distance traversed by TS,CS. Let p denote
the length of the shortest inspection path from s to see
edge ep on the corresponding convex chain instance.

The C strategy will generate a distance that is at most
cp. As TS,CS uses the arcs of C to search for P , an
application of the cow-path analysis implies |ATS | ≤
9cp. Finally, the shortest inspection path that sees all
edges of the polygon must reach both L and R not just
whichever point P is; thus the length of the optimal
path is bounded below by p, and so,

Theorem 2 The two-sided, C strategy is 9c-
competitive for the convex polygon inspection problem,
where c is the constant competitive ratio of the convex
chain strategy C.

6 The Angle Hull Strategy

In the previous section we arrived at a competitive strat-
egy by solving two subproblems: how to competitively
search around several corners in one direction and how
to search in two directions around the polygon. By
employing a better strategy for the first subproblem,
we can achieve a better competitive ratio for the con-
vex polygon inspection problem. We now describe a
π/2-competitive strategy for the convex chain problem
which when employed in the same manner as previously
described (i.e. a doubling search around both sides of
the polygon) results in a 4.5π-competitive strategy for
the convex polygon inspection problem.

To improve on the corner-radius strategy, we would
like the agent to still circle around the chain, but to not
venture too far away from it. With the corner-radius
strategy the arcs generated were centered on vertices of
the chain. A better approach is to place the center of
such circles within the interior of the chain (that is, the
side of the chain in which the agent does not traverse.)
To this end our strategy uses the concept of the angle
hull, first introduced by Hoffmann et al. [14, 15], which
for a convex polygon is the set of connected, circular
arcs around the polygon such that a camera with a 90
degree field of view facing the polygon would see only
the boundary of the polygon with no white space; see
Figure 4. Hoffmann et al. show that the length of the
angle hull is at most π/2 times the length of the bound-
ary of the polygon. The angle hull is also an inspection
path for the polygon. However, since the optimal in-
spection path may be shorter than the length of the
boundary, it is not obvious that the angle hull provides
a competitive online strategy for our inspection prob-
lem. We show that it does result in a strategy that is

π/2 competitive for the convex chain problem.
In the angle hull strategy, the agent follows a sequence

of circular arcs from an initial position s such that the
angle between the lines of sight from the agent to the
left-most and right-most vertices of the observed chain
form a right angle, until the agent sees the last edge of
the chain. If the agent’s initial view angle at s is not 90
degrees, we replace the edges seen from s with a single
edge from s to the remaining chain as in Section 4.

Theorem 3 The angle hull strategy is π
2 -competitive

for the convex chain problem.

Proof. Let e1, e2, . . . , en be the sequence of edges in the
convex chain with s the first vertex of the chain. The
optimal path follows the chain up to the uth vertex and
then leaves the chain to follow a segment perpendicu-
lar to the extension of the last edge (e.g. in Figure 4,
u = 2.) Let ai be the ith circular arc followed by the
angle hull strategy with di the diameter of the circle
connecting the extreme vertices of the subchain seen
from ai. Let eis , eis+1

, . . . , eit be the edges in this sub-
chain. Clearly, di ≤ |eis | + |eis+1

| + · · · + |eit |. Let αi
be the angle spanned by ai so it’s length is diαi. Note:
to match the notation used by Hoffmann et. al [15], αi
is measured not from the circle’s center but from the
circle’s perimeter, which implies 0 < αi ≤ π/2. The ith

angle belongs to edge j if the edge can be seen from arc
ai. Let αjs + · · ·+αjt denote the sum of angles belong-
ing to the jth edge. The length of the angle hull path is
thus:

|AAH | =
n−1∑

i=1

αidi ≤
n−1∑

i=1

αi(|eis |+ · · ·+ |eit |)

=
n−1∑

j=1

|ej |(αjs + · · ·+ αjt)

The agent will visit the extension of some chain edges
twice, the first time allowing the agent to see the edge
and the second when the agent can no longer see the
edge (e.g. edges 1 and 2 in Figure 4.) For these edges
the sum of the angles belonging to the edge is π/2.

Let u be the final edge whose extension is crossed
twice by the agent. Observe that u is also the last edge
in which the optimal path follows the boundary of the
chain. This can be seen by noting both the optimal
path and path from the strategy will terminate at the
same point as both reach the extension of the last edge
with a 90 degree angle field of view. For edges j > u,
we claim that αjs + · · ·+αjt = φj+ · · ·+φn−1. This fol-
lows from the fact that exactly the angles φj , . . . , φn−1
belong to the edge j. In fact, αjs , . . . , αjt is simply a
finer partition of those angles.

For example, consider edge u+ 1. As its extension is
not crossed twice, the angles that belong to edge u+ 1
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Figure 4: An instance of the angle hull strategy. The agent on arc a2 sees both endpoints of the subchain formed by
edges 1 & 2. The center of the circle of arc ai is a cross labelled ci. The angles α3 and α4 correspond to the angles
in the light green and dark green shaded regions, and α5 and α6 for the light purple and dark purple shaded regions
respectively. Note that α3 + α4 + α5 + α6 = φ3 + φ4 and α5 + α6 = φ4.

are φu+1, φu+2, . . . , φn−1 and the angles of the arcs that
can see edge u+ 1 are α(u+1)s , . . . , α(u+1)t .

Using this relationship, we have

n−1∑

j=u+1

|ej |(αjs + · · ·+ αjt) =
n−1∑

j=u+1

|ej |(φj + · · ·+ φn−1).

Thus we have

|AAH | ≤
π

2

u∑

j=1

|ej |+
n−1∑

j=u+1

|ej |(φj + · · ·+ φn−1)

≤ π

2




u∑

j=1

|ej |+
n−1∑

j=u+1

|ej | sin(φj + · · ·+ φn−1)


 .

Note that for j > u, the sum φj + · · · + φn−1 ≤ π/2
and x ≤ π

2 sin(x) for x ∈ (0, π/2). As the length of the
optimal path is given by equation (1), we have |AAH | ≤
π
2 |O|. �
Let the two-sided, angle hull strategy be the strategy
similar to the two-sided, corner-radius strategy only
that it employs the angle hull strategy instead of the
corner-radius strategy. Then as described in Section 5,
we have:

Theorem 4 The two-sided, angle hull strategy is 4.5π-
competitive for the online polygon inspection problem.

7 Conclusion

We presented two competitive strategies for an agent
whose task is to view the entire exterior of any un-
known convex polygon from any starting position. Key

to both strategies is the subproblem of how to compet-
itively search around several corners where the agent
only needs to move in one direction. We showed how the
corner-radius strategy is 2π-competitive and the angle
hull strategy, an extension of work done by Hoffmann et
al., is π/2-competitive for this subproblem. To solve our
original problem of seeing a convex polygon, we incor-
porated each strategy in a doubling approach, based on
the two-lane cow-path problem, to explore in both direc-
tions around the polygon. We showed how our strategies
were 18π-competitive and 4.5π-competitive respectively
for the convex polygon inspection problem.

This is an improvement on the competitive ratio pre-
sented by Tiktinsky et al. [24], however it is unlikely
to be tight. The best possible ratio for looking around
one corner is ≈ 1.212 [18], which might extend to mul-
tiple convex corners and, using the doubling approach,
to a ≈ 10.91-competitive strategy for the polygon in-
spection problem. One might also consider better ways
to inspect the entire polygon than a doubling search.
For example, Tiktinsky et al.’s notion of scope, which
characterizes the unexplored region of the plane, might
help restrict the search to improve the competitive ratio
as well.
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8 Appendix

8.1 Structure of the Optimal Path

Every polygon edge lies on a line which is called the extension
of the edge. The edge partitions its extension into two rays:
a cw-ray from the furthest clockwise edge’s endpoint and a
ccw-ray from the other endpoint. A ray may be crossed by
an inspection path from left-to-right (facing in the direction
of the ray) and/or from right-to-left.

Claim 1 A shortest inspection path bends only at edge ex-
tensions.

Proof. The set of edges visible from a moving point changes
only when the point crosses an edge extension. Thus, by the
triangle inequality, any shortest inspection path is composed
of straight-line segments between crossings of edge exten-
sions. �

Claim 2 A shortest inspection path crosses an edge’s cw-
ray (or ccw-ray) in each direction at most once.

Proof. Suppose an optimal path crosses a ray twice in the
same direction. Let z be the point where the path last
crosses a ray such that the path already crossed this ray
in the same direction previously at some point x. Between
x and z, the path must cross the ray in the opposite direc-
tion, at some point y, otherwise the path would have cir-
cumscribed the polygon between x and z and would not be
optimal since it crosses the ray again at z.
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Figure 5: Edges ei, ei+1, and ej of the polygon are
shown where the ray of j is crossed twice while travers-
ing clockwise. A shorter path can be constructed by
replacing the path from x to y which does see the edge
j (possibly other edges) with a path from x to y that
does not see edge j, as shown in red.

Since the path continues after z, it finishes inspection by
seeing the final edge i at position t while continuing to tra-
verse in this direction. In order to see edge i, it cannot
recross the ray containing z again (or else z would be chosen
as this crossing). Let i+1 be the edge that shares a common
endpoint with edge i and would be seen if the path continued
to move in this direction from z. As the path ended upon
seeing edge i, this implies that edge i+1 was seen previously
in between points y and z. Let this point on the extension of
i + 1 be v. Since the polygon is convex, in order to see edge
i the path from v, through z, and to t must see all the edges
seen by the subpath from x to y as well - see Figure 5. This
implies that the subpath from x to y is redundant and can
be replaced by the segment parallel to xy which does not
cross the ray of j, shortening the path. A contradiction. �

These two claims imply:

Theorem 5 A shortest inspection path of a convex polygon
P starting from a point outside P consists of a clockwise sub-
path around P followed by a counterclockwise subpath around
P , or vice versa. Either of these subpaths may be empty.

8.2 Initial Step Size

Let S be the subchain of edges seen from the agent’s ini-
tial position at s. Let a and b be the open endpoints of S.
To determine a lower bound on the length of the optimal

a

b

s

p2

p1 = a

p3 = b

Ap2

Bp2

Ap1

Bp1

Ap3

Bp3

Figure 6: Three rays through p1 = a, p2, and p3 = b.
For each ray, the lines parallel to the ray are shown as
dash dotted lines.

path we return to the notion of scope defined by Tiktin-

sky et al. [24]. The rays −→sa and
−→
sb (along with the line

ab) define the unknown region in which the remaining edges
lie. For all starting positions s, this region is unbounded,
and any inspection path must close this region by first mak-
ing these boundaries parallel to one another, then collapsing
them such that the unknown region becomes empty (i.e. all
edges are seen.)

To determine a lower bound on the optimal we ask what is
the shortest path from s that will make the boundaries of the
unknown region parallel. We determine such a quantity as
follows. We cast a collection of rays from s through a point
p ∈ ab, where p walks from a to b. For each such ray −→sp,
let Ap and Bp be the lines parallel to −→sp that pass through
a and b respectively; see Figure 6. To make the boundaries
parallel the agent needs to move from s to Ap and Bp. As
both must be reached, the distance of traversal is at least the
maximum of the two. Let d(s, L) be the shortest distance
from s to a line L. Thus we are interested in minimizing the
quantity over points p to determine a lower bound on the
optimal:

O ≥ min
p∈ab

max{d(s,Ap), d(s,Bp)}}.

Since max{d(s,Ap), d(s,Bp)} ≥ 1
2
(d(s,Ap)+d(s,Bp)) and

the latter term is at least the distance between the two lines
Ap and Bp, which, for such rays, is minimized when p = a
or p = b, we have

O ≥ min
p∈{a,b}

(d(Ap, Bp)

2

)

where d(Ap, Bp) is the minimum distance between the two
lines Ap and Bp. Note that in the last inequality we only
need to cast two rays and compute the correspond lines Aa

and Ab for the two values of p. Therefore the agent can
efficiently compute the lower bound.
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City Guarding with Limited Field of View

Ovidiu Daescu * Hemant Malik�

Abstract

Drones and other small unmanned aerial vehicles are
starting to get permission to fly within city limits.
While video cameras are easily available in most cities,
their purpose is to guard the streets at ground level.
Guarding the aerial space of a city with video cameras
is a problem that so far has been largely ignored.

In this paper, we present bounds on the number of
cameras needed to guard a city’s aerial space (roofs,
walls, and ground) using cameras with 180◦ range of vi-
sion (the region in front of the guard), which is common
for most commercial cameras. We assume all buildings
are vertical and have a rectangular base. Each camera
is placed at a top corner of a building.

We considered the following two versions: (i) build-
ings have an axis-aligned ground base and, (ii) build-
ings have an arbitrary orientation. We give necessary
and sufficient results for (i), necessary results for (ii),
and conjecture sufficiency results for (ii). Specifically,
for (i) we prove a sufficiency bound of 2k + bk4 c+ 4 on
the number of vertex guards, while for (ii) we show that
3k + 1 vertex guards are sometimes necessary, where k
is total number of buildings in the city.

1 Introduction

Drones and other small unmanned aerial vehicles
(UAVs) are already allowed to experimentally fly within
city limits. For example, in August 2019, Uber an-
nounced it has selected the city of Dallas to experi-
ment with flying drones and small UAVs, within the
city. Monitoring the aerial space of big cities is thus be-
coming a critical problem that yet has to be addressed.
Video cameras are easily available in most cities, but
their purpose is to guard the streets at ground level.
Guarding the aerial space of a city with cameras is a
problem that has been largely ignored.

City guarding is related to the famous art gallery
problem [29] and its many variations [41] studied in
the past few decades. In almost all these studies, the
art gallery lies in the plane (2D), assuming a polygonal
shape with or without holes. In the art gallery problem,
the goal is to determine the minimum number of point
guards sufficient to see every point of the interior of a
simple polygon. A point q is visible to guard g if the
line segment joining q and g lies completely within the

*The University of Texas at Dallas, daescu@utdallas.edu
�The University of Texas at Dallas, malik@utdallas.edu

polygon. When the guards are restricted to vertices of
the polygon only, they are referred to as vertex guards.

In the orthogonal art gallery problem, all edges of the
polygon are either horizontal or vertical. In some ver-
sions of the art gallery problem, the polygon is allowed
to have h holes. When guarding such polygons, it is al-
lowed to place the guards at the vertices of the enclosing
polygon and the vertices of the holes.

For guarding an orthogonal polyhedron point guards
are less effective. There exist examples of polyhedra
with n vertices where guards placed at every vertex do
not cover the whole interior of the polyhedra; instead
O(n3/2) non-vertex guards are required [34].

The problem is also related to the following prob-
lem [8]: Given k pairwise disjoint isothetic rectangles in
a plane, place vertex guards on rectangles such that ev-
ery point in free space (plane area excluding the interior
of the quadrilaterals) is visible to at least one guard.

The city guarding problem was introduced in [4], and
is a 2.5D variant of the 2D orthogonal art gallery with
holes. The input consists of k buildings, within an area
bounded by an axis-parallel rectangle (this can be re-
laxed to the whole plane, assuming cameras have unlim-
ited distance visibility), with each building being verti-
cal and having an axis parallel rectangular base (a ver-
tical rectangular prism), and the goal is to place the
minimum number of guards that can see in any direc-
tion (referred as 360◦ field of vision), at the top corners
(vertices) of some buildings, to guard the aerial space of
the city. The height of a building is a strictly positive
real number. In [4], they consider three variations of city
guarding: (i) Roof Guarding: determine the minimum
number of vertex guards required to guard the roofs (ii)
Ground and Wall Guarding: determine the minimum
number of vertex guards necessary to guard the ground
and the walls, and (iii) City Guarding: determine the
minimum number of vertex guards required to guard
the (aerial space of the) city, which means the roofs,
walls, and the ground. As with the 2D art gallery prob-
lem ( [2]), the 2.5D city guarding problems are NP-hard
and, by a simple reduction, so are the corresponding
versions studied in this paper.

We consider the three variations of the city guarding
problem with a restriction on the visibility range of the
guards. Specifically, a guard is only able to see the re-
gion in front of it, i.e., the range of vision of a guard is
bounded by 180◦, instead of the 360◦ in [4]. This corre-
sponds to the capabilities of most commercial cameras.
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In all our proofs each guard is placed at the top corner
of a building and is oriented such that the seen and
unseen regions of the guard are separated by a vertical
plane parallel with one of the sides of the building where
the camera is placed. Thus, when building bases are
isothetic (axis-aligned) rectangles, a camera will face in
one of four directions: East, West, North, or South (E,
W, N, S). From now on, we assume cameras are placed
as stated here, unless otherwise specified, and may omit
mentioning camera orientation throughout the paper.

The two versions we consider are: (A) Buildings have
an axis-aligned rectangular base (isothetic rectangles),
(B) Buildings have a (arbitrary oriented) rectangular
base. To solve the two versions, we address the following
variations of the art-gallery problem:
(V1) Given an axis-aligned rectangle P with k disjoint
axis-aligned rectangular holes, place vertex guards on
hole boundaries such that every point inside P is visible
to at least one guard, where the range of vision of a
guard is 180◦.
(V2) Given an axis-aligned rectangle P with k dis-
joint (arbitrary oriented) rectangular holes, place vertex
guards on hole boundaries such that every point inside
P is visible to at least one guard, where the range of
vision of a guard is 180◦.

For the first problem (V1), we prove a sufficiency
bound of 2k + bk4 c+ 4 on the number of vertex guards.
To obtain this bound, we provide a novel, divide and
conquer algorithm. For the second problem (V2), we
show that 3k+1 vertex guards are sometimes necessary
and conjecture that the bound is tight.

A comparison of our sufficiency and necessity results
with those in [4] is shown in Table 1. Our solutions
set an essential foundation for monitoring drones flying
within city limits, using video cameras.

[4] Guard vision
range: 360◦ (axis-
aligned rectangle
buildings)

Guard vision range:
180◦ (axis-aligned
rectangle buildings)

Guard vision range:
180◦ (non-axis-
aligned rectangle
buildings)

Roof Guarding
b 2(k−1)3 c+ 1 k k

Ground and Wall
Guarding k + bk4 c+ 1 2k + bk4 c+ 4 3k + 1

City Guarding
k + bk2 c+ 1 2k + bk4 c+ 4 3k + 1

Table 1: Sufficient and necessary results comparisons.
A tight bound is shown in blue color, a sufficiency bound
in red color and a necessary bound in green color.

Related Work. Guarding polygons, with or without
holes, has a long history in computational geometry.
For guarding an orthogonal polygon with n vertices,
Kahn et al. [28] showed that bn4 c vertex guards are occa-
sionally necessary and always sufficient. O’Rourke [32]
showed that 1 + b r2c vertex guards are necessary and
sufficient to guard the interior of an orthogonal polygon
with r reflex vertices. Later, Castro and Urrutia [18]

provided a tight bound of b 3(n−1)8 c on the number of

orthogonal guards placed on the vertices, sufficient to
cover an orthogonal polygon with n vertices.

O’Rourke [33] proved that any orthogonal polygon
with n vertices and h (orthogonal) holes can always
be guarded with bn+2h

4 c vertex guards. Hoffmann [24]
proved that bn3 c vertex guards are always sufficient to
guard an orthogonal polygon with n vertices and arbi-
trary number of holes. Later in 1998, Abello et al. [1]

provided a tight bound of b 3n+4(h−1))
8 c for the number

of guards placed at the vertices of an orthogonal poly-
gon with n vertices and h holes.

In 1994, Blanco et al. [8] considered the problem of
guarding the region of the plane excluding the interior
of n quadrilateral holes (obstacles). Given n pairwise
disjoint quadrilaterals in the plane whose convex hull
has no cut-off quadrilaterals, they showed that 2n vertex
guards are always sufficient to cover the free space and
all guard locations can be found on O(n2) time. If the
quadrilaterals are isothetic rectangles, the guards can
be placed in O(n) time. These results directly apply to
problems (V1) and (V2) we address in this paper, and
they immediately imply that 4n guards with 180◦ vision
always suffice, and those guards can be found in O(n)
and O(n2) time, respectively.

In 2008, Bao et al. [4] proposed the city guarding
problem where one is given a city with k vertical build-
ings, each having an axis-aligned rectangular base. The
guards are to be placed only at the top vertices of

the buildings. They showed that b 2(k−1)3 c + 1 vertex
guards are sometimes necessary and always sufficient to
guard the roofs (Roof Guarding Problem). They further
proved that k + bk4 c+ 1 vertex guards are always suffi-

cient to guard the ground and the walls, and k+bk2 c+1
vertex guards are always sufficient to guard the aerial
space, which includes all roofs and walls of the buildings,
and the ground. Their results directly apply to problem
(V1) and imply that 2k + 2bk4 c + 2 vertex guards with
180◦ vision are always sufficient to guard the walls and
ground, and 2k+ 2bk2 c+ 2 are needed to guard the city.

It follows from Table 1 that our results are a sig-
nificant improvement over those that can be inferred
from [8, 4]. Due to space constraints, we refer the reader
to Appendix A for detailed related work.

We start with the following theorem, that allows us
to limit our attention to guarding the roofs and walls of
the buildings, and the ground.

Theorem 1 If guards are placed so that the roofs,
walls, and the ground of the city are guarded, then every
point in the aerial space of the city is guarded.

Proof. Let p be a point in the aerial space of the city
and assume p is not guarded. Let p′ be the vertical
projection of p onto the ground (or a building roof)
and let g be a guard that sees p′ (such g exists since
the ground of the city is guarded). Then g, p and p′
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B1

B2

B3

B4

Bk

Figure 1: City Setup

define a vertical plane π. Consider the vertical triangle
defined by g, p, and p′. If any portion of a building
intersects the triangle side gp at some point q then the
line segment qq′ is part of that building, where q′ is
the vertical projection of q onto the ground. Since the
line segment qq′ intersects the triangle side gp′ it then
follows that p′ is not visible from g, a contradiction. �
A similar result holds if we aim for walls and ground
guarding only (no roof guarding requirement), including
the space between the buildings.

2 Axis-Aligned Rectangle-Base Buildings

Given a rectangular city with k disjoint vertical build-
ings, each having an axis-aligned rectangular base, the
goal is to place the minimum number of cameras that
can see only the half-space in front of them (denoted
as 180◦ range of vision), at the top corners (vertices) of
the buildings to guard the city (roofs, walls, ground, and
aerial space). Thus, when a guard (camera) is aligned
with a wall of the building it is placed on the half-space
seen by the guard is bounded by a vertical plane con-
taining that wall.

2.1 Roof Guarding

Theorem 2 Given a city with k disjoint axis-aligned
rectangular buildings, k vertex guards are always suffi-
cient and sometimes necessary to guard the roofs.

Proof. The sufficiency bound is trivial (place one guard
on each roof). For the necessary part, consider a set
S = {B1, B2, B3, . . . , Bk} of k buildings, as shown in
Figure 1, with the following setup: (i) the height hBi

of
building Bi is greater than the height hBj

of building
Bj , ∀ i, j such that 1 ≤ i < j ≤ k, and (ii) ∀ i < j − 1,
building Bj−1 totally blocks the visibility between Bi
and Bj . In such situation, we need one guard to cover
the roof of each building (details in Appendix B). �

2.2 Ground and Wall Guarding
Vertically projecting the city on the ground results in
a rectangle polygon with k rectangular holes. As men-
tioned earlier, the number of guards required to guard
the walls and ground is no larger than the number of
guards needed for the following problem:

SubProblem 1 (V1) Given an axis-aligned rectangle
P with k disjoint axis-aligned rectangular holes, place
vertex guards on hole boundaries such that every point

inside P is visible to at least one guard, where the range
of vision of guards is 180◦.
On the other hand, it is easy to see that a lower bound
on the number of guards for Subproblem 1 can be used
to obtain a lower bound for guarding the walls and the
ground of a city with k rectangular buildings: map the
holes to buildings of the same height.

It is worth noticing though that the two problems are
not equivalent, that is, for a given input, fewer guards
might be needed to guard the walls and ground than the
number needed to guard the holes defined by projecting
the buildings to the ground.

Observe that 2k + bk2 c + 2 vertex guards, placed on
holes, can be obtained from [4] by replacing a 360◦ guard
with two 180◦ guards. In what follows, we show how to
improve this bound. For each hole, extend the right ver-
tical edge in the upward (North) direction through the
interior of the polygon until it encounters some horizon-
tal edge of a hole or the outer rectangle. After extending
the vertical edges, extend both horizontal edges of each
hole in the left (West) direction through the interior of
the polygon until it encounters some vertical edge or
extended vertical edge of a hole or the outer rectangle.
The steps above divide the polygon into 2k+1 shapes.
Each shape corresponds to a monotone staircase (both
in x and y-direction). Only one guard is required to
guard each staircase, placed at the South-East corner
of the staircase, facing West. Out of 2k + 1 guards, 2k
guards are placed on the vertices of the holes while one
guard is placed on a vertex of the rectangle P . Refer to
Figure 2 for visual details.

Theorem 3 2k+1 guards are always sufficient to guard
the walls and ground of a rectangular city with k dis-
joint axis-aligned rectangular buildings, with at most
one guard placed at a corner of the bounding rectangle.

If however, we do not allow a guard to be placed at a
corner of the enclosing rectangle P , then the number of
guards needed could increase significantly. In the rest of
this section, we prove an upper bound on the number of
vertex guards, placed only on vertices of the holes (the
setup in [8, 4]).

Let S be the set of k buildings in the city, contained
in the axis-aligned rectangle P defined by the points

Figure 2: Extension of the right vertical edge and hor-
izontal edges of each hole. 2k + 1 guards are always
sufficient to guard the walls and ground.
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(a) Rising Staircase. (b) Reverse Rising Staircase.

(c) Reverse Falling Staircase (d) Falling Staircase

Figure 3: Type of staircases and placement of guards.

[0, 0;x, y]. Let xMs , x
M
f be the starting and finishing

boundry sequence along x-axis and yMs , y
M
f be the start-

ing and finishing boundry sequence along y-axis. We
define four types of staircases (see Figure 3): (i) Rising
staircase (RS): xMs = 0, yMf = y, xMf is non decreas-

ing along the positive y-axis, and yMs is non decreas-
ing along the positive x-axis (ii) Falling staircase (FS):
xMf = x, yMf = y, xMs is non increasing along the pos-

itive y-axis, and yMs is non increasing along the posi-
tive x-axis (iii) Reverse rising staircase (RRS): xMf = x,

yMs = 0, xMs is non decreasing along the positive y-axis,
and yMf is non decreasing along the positive x-axis (iv)

Reverse falling staircase (RFS): xMs = 0, yMs = 0, xMf is

non increasing along the positive y-axis, and yMf is non
increasing along the positive x-axis

A rising staircase is constructed as follows: extend the
horizontal edges of each hole towards the right (East)
direction, then extend the vertical edges towards the
South direction. The closed orthogonal polygon formed
by the top edge and the left edge of P , and the extended
edges of the holes, corresponds to a rising staircase.
Falling, reverse rising, and reverse falling staircases are
constructed similarly. Note that for each staircase a re-
flex vertex corresponds to a vertex of a hole. Thus, the
number of buildings involved in a staircase is equal to
the number of reflex vertices on the staircase.

We find the staircase comprising the minimum num-
ber of buildings. WLOG assume the staircase involving
the minimum number of buildings is RRS (otherwise,
we can rotate the input so that the staircase corresponds
to RRS). For this staircase, place a guard on each re-
flex vertex, facing right (East), and an additional guard
on the first (bottom) stair, with the guard facing down
(South), as shown in Figure 3. The number of guards
required to cover the staircase is one more than the num-
ber of steps (stairs) in it. In the worst case, each of the
four staircases must have the same number of stairs,
otherwise we can use one with the smallest number as
RRS.

In what follows, we provide a divide and conquer ap-
proach to find an upper bound on the number of guards.
For some building B, the vertical span of B is the paral-
lel strip defined by the vertical sides of B and containing

Bi

Bj
BL

BB

BR

BT

Figure 4: Staircases RS (dash dot / red), FS (dash dot
/ orange), RRS (dotted / blue) and RFS (dashed /
green). Buildings above Bi lie in its vertical span and
buildings right of Bj lie in its horizontal span.

B. The horizontal span is defined accordingly. Let BL
be the leftmost building, BT be the topmost building,
BR be the rightmost building, and BB be the bottom-
most building of the city. A building Bi is called an
internal building if Bi 6∈ {BL, BT , BR, BB}. The pair
of staircases (i) RS,FS (ii) FS,RRS (iii) RRS,RFS
and (iv) RFS,RS are called adjacent staircases while
the pairs (v) RS,RRS, and (vi) FS,RFS are called
opposite staircases.

Assume two adjacent staircases, say RS and FS,
share the same building Bi 6∈ {BL, BT , BR, BB}. Then,
all buildings that lie in the upper half-plane defined
by the line supporting the upper horizontal edge of Bi
(buildings above Bi) are in the vertical span of Bi (see
Figure 4). Similarly, if staircases RRS and FS include
the walls of the same building Bj 6∈ {BL, BT , BR, BB},
then all buildings that lie on the right of Bj are in the
horizontal span of Bj .

Notice it is possible that, from the set of building
pairs (BL, BT ), (BT , BR), (BR, BB), and (BB , BL), the
pair in one of the sets corresponds to the same building.
In this situation (call it Case 0), one of the staircases
consists of only one stair, and two guards are required
to guard the staircase. Using a placement of guards like
in Theorem 3, 2k + 2 guards are required to cover the
walls and ground of such a rectangular city. Thus, from
now on, we assume this is not the case.

Consider the four staircases RS,FS,RFS, and RRS.
We can have four cases:
Case 1: No adjacent pair of staircases share the same
internal building, and no opposite pair of staircases
share the same building.

WLOG assume that RRS contains the minimum
number of stairs; place the guards in a similar fash-
ion as in Theorem 3. Overall, we place two guards on
each building and the rest on the reflex vertices of the
staircase RRS.

The upper bound on the number of vertex guards
required to cover the staircase of P is achieved when
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the number of buildings involved in the construction of
each staircase is the same. Let the staircases RS and
RRS contain δ distinct buildings. Staircase FS contains
δ − 2 distinct buildings because building BT is already
counted in staircase RS and building BR is counted in
staircase RRS. Similarly, RFS contains δ − 2 distinct
buildings. Note that δ + δ + δ − 2 + δ − 2 = k and
thus δ = bk4 c + 1. Therefore, to guard each staircase,

we require δ + 1 = bk4 c+ 1 + 1 = bk4 c+ 2 guards.

We place 2 guards on each building and bk4 c+2 guards

to cover the staircase. Therefore, 2k + bk4 c + 2 guards
are required to cover the walls and ground.
Case 2: At least one pair of opposite staircases shares
the same building, and no adjacent staircases share the
same interior building.

Let the staircases RS and RRS share a building Bi.
Refer to Figure 5 and note that extending the top edge
of Bi to the left until it hits P will not result in an in-
tersection with the other buildings. Similarly, extending
the bottom edge of Bi to the right until it hits P will
not result in an intersection with the other buildings.
We divide the city into two sub-cities, city1 and city2
(green and orange boundaries in Figure 5), by extend-
ing the top edge of Bi towards left and the bottom edge
towards the right. Let Bi be included in both sub-cities.

All buildings in city1 lie either above or towards the
right of Bi. We place two guards on each building, one
at the North-West corner and one at the South-East cor-
ner, both facing East. We further place a third guard on
the North-West corner of Bi, facing West. All buildings
in city2 lie either below or towards the left of Bi. We
place two guards on each building, one at the South-
East corner and one at the North-West corner, both
facing West. We further place an additional guard on
the South-East corner of Bi facing East. In total, we
have placed six guards on Bi. However, two guards are
duplicates, so we only have four guards on Bi. Thus,
2k+2 guards are required to cover the walls and ground
of the city.

Bi Bi

city1

city2

Figure 5: Building Bi is shared by staircases RS and
RRS. Staircase RS is shown in dash dot / red color
and staircase RRS is shown in dotted / blue color.

Case 3: At least one pair of adjacent staircases shares
the same interior building, and no pair of opposite stair-
cases shares the same building.

We use the following recursive approach to compute

Bj Bj

city1j

city2j

(a) No buildings within the horizontal
span of Bj

Bj Bj

city1j

city2j

(b) There exist buildings within the hori-
zontal span of Bj

Figure 6: Building Bj shares its walls with RS and FS.
Divide city into two sub-cities, city1j and city2j .

an upper bound on the number of guards. Let Bi be
a building shared by two adjacent staircases, say RS
and FS, as shown in Figure 6. Let αi be the number
of buildings that lie above Bi and βi be the number of
buildings (excluding Bi), that lie in the lower half-plane
defined by the line supporting the upper horizontal edge
of Bi. Note that αi + βi + 1 = k. Let C be the set
containing all such buildings Bi (walls included in more
than one staircase). Let Bj ∈ C be the building that
minimizes the value |αj − βj |, such that αj , βj ≥ 3.

If such building does not exist then each building Bj
in set C has αj ≤ 3 or βj ≤ 3. We can use a similar
argument as the one discussed in Case 2. Recall that
in the worst case all staircases should have an equal
number of buildings/stairs. It is easy to notice that
there exist at most three buildings shared by a staircase
pair (i) RS,FS (ii) FS,RRS (iii) RRS,RFS, or (iv)
RFS,RS, as αi < 3 or βi < 3. Let each of RS,RRS
contain δ distinct buildings. Staircases FS,RFS con-
tain δ − 6 distinct buildings, as three buildings are in-
cluded in each of RS and RRS. There are k buildings,
2×δ+2×(δ−6) = k, thus 4×δ−12 = k, and δ = bk4 c+3.

To guard the staircase we need at most bk4 c+ 4 guards,

resulting in 2k + bk4 c+ 4 guards overall.
If there exists a building Bj such that αj , βj ≥ 3,

we proceed as follows. Let the staircases RS and FS
share building Bj . There can be two cases: (i) there
are no buildings within the horizontal span of Bj (refer
to Figure 6a) and (ii) there exist buildings within the
horizontal span of Bj (refer to Figure 6b).

Consider the first case where none of the buildings lie
within the horizontal span of Bj . We divide the city into
two sub-cities, city1j with αj buildings and city2j with βj
buildings. All the buildings in one of the sub-cities lie
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inside the vertical span of Bj . Let this sub-city be city1j .

We add Bj to city1j , which results in a total of (αj + 1)

buildings in city1j , and follow Case 0, which results in
a total of 2(αi + 1) + 1 guards to guard the walls and
ground of this sub-city, as shown in Figure 6a. For city2j ,
we consider the Case it falls in and place the guards
accordingly. For the placement of guards, we treat the
two sub-cities as independent cities. It is important to
notice that only one of city1j and city2j above can be in
Case 3, while the other one is in Case 0. Thus, only one
of the two cities could need further divisions.

Assume Case 3 keeps occurring, and we need to di-
vide the city m times. During each division, the sub-city
with corresponding building Bj contains greater than
or equal to four buildings and one additional guard is
required to guard such sub-city. Let the first division
divide the city into two sub-cities with k1, k− k1 build-
ings each. The second division splits the sub-city with
k−k1 buildings into k2, k−k1−k2 buildings and so on,
down to sub-cities with km, k−

∑m
i=1 ki buildings. Each

resulting sub-city does not need to be divided further.
Let k′ =

∑m
i=1 ki. For each sub-city with k1, k2, . . . km

buildings, we require 2ki + 1 guards, where ki ≥ 4, and
for the last sub city we need at most 4 + b(k − k′)/4c
additional guards. Thus, the total number of guards
required to guard the city is:
2k1+1+2k2+1+ · · ·+2km+1+2(k−k′)+4+bk−k′4 c =

2k+m+4+bk−k′4 c ≤ 2k+4+k′/4+bk−k′4 c ≤ 2k+bk4 c+4
Consider the second case where buildings lie within

the horizontal span of Bj . We divide the city into two
sub-cities, city1j with αj buildings and city2j with βj
buildings, such that all buildings in one of the sub-cities
lie inside the vertical span of Bj . Let this sub-city be
city1j . We add Bj to city2j , which results in a total

of (βj + 1) buildings in city2j . For the placement of

guards, city1j is in Case 0, and we place two guards

on each building of city1j , and one guard on building Bj
facing towards city1j , which results in a total of 2(αi)+1

guards to cover the walls and ground of city1j , as shown

in Figure 6b. For city2j , we consider the case it falls in
and places the guards accordingly. For the placement
of guards, we treat the two sub-cities as independent
cities. Using a similar explanation as in the first case,
we obtain the upper bound of 2k + bk4 c+ 4.
Case 4: At least one pair of opposite staircases and one
pair of adjacent staircases share the same building.

We place guards according to Case 2 and conclude
that 2k + 2 guards are sufficient to cover the walls and
ground of the city.

The derived upper bound obviously holds when the
guards can have arbitrary orientation and we have:
Theorem 4 2k + bk4 c + 4 guards are always sufficient
to guard the walls and ground of a rectangular city with
k disjoint axis-aligned rectangular buildings, with all
guards placed on vertices of the buildings.

We also obtain the following Theorem, restricting the
visibility of guards in [8] to 180◦:

Theorem 5 Given k pairwise disjoint isothetic rectan-
gles in the plane, 2k+ bk4 c+ 4 vertex guards are always
sufficient to guard the free space.

2.3 City Guarding

Theorem 6 Given a city with k disjoint axis-aligned
buildings within an axis-aligned rectangle P , the num-
ber of axis-aligned cameras with 180◦ range of vision
needed to guard the city (roofs, walls, and ground) is
upper bounded by (i) 2k + bk4 c + 4 when cameras are
placed on buildings only, and (ii) 2k + 1 when at most
one camera can be placed at a corner of P .

Proof. The solution described earlier in Section 2.2 es-
tablished either 2k + bk4 c + 4 guards in case (i) and or
2k + 1 guards in case (ii) to cover the ground and the
walls of the city. In both (i) and (ii), on each build-
ing, we place at least two guards, on diagonal corners,
facing in the same direction. Thus, one of these two
guards also guards the roof of the building. Therefore,
2k + bk4 c + 4 guards are always sufficient to guard the
city in case (i) and 2k + 1 in case (ii). �

3 Arbitrary Oriented Rectangle Buildings

Given a rectangular city with k vertical buildings, each
having a rectangular base, the goal is to place cameras
with 180◦ range of vision, at the top corners (vertices) of
the buildings, to guard the city. In all our proofs, each
guard is aligned with a wall of the building it is placed
on, similar to the axis-aligned version. The same city
structure in Theorem 2 leads to:

Theorem 7 Given a city with k disjoint rectangular
buildings, k vertex guards are always sufficient and
sometimes necessary to guard the roofs.

As before, the problem of guarding the ground and
the walls reduces to:

SubProblem 2 (V2) Given an axis-aligned rectangle
P with k disjoint rectangular holes, place vertex guards
on hole boundaries such that every point in P is visible
to at least one guard, where the range of vision of guards
is 180◦.

Theorem 8 3k + 1 vertex guards are sometimes nec-
essary to guard a rectangular polygon P with k disjoint
rectangular holes, where guards are placed only at ver-
tices of the holes.

For guarding the city we have:

Theorem 9 3k+ 1 vertex guards are sometimes neces-
sary to guard a city with k vertical buildings with rect-
angular base, where guards are placed only at the top
vertices of the buildings.

Proofs of Theorem 8 and Theorem 9 are given in Ap-
pendix C. We conjecture the bounds are tight.
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A Related Work

A.1 Simple Polygons Results

Given a simple polygon P in the plane, with n ver-
tices, Chvatal [12] proved that bn/3c vertex guards are
always sufficient and sometimes necessary to guard P .
Chvatal’s proof was later simplified by Fisk [21] using
the existence of a three-coloring of a triangulated poly-
gon.

When the view of the guard is limited to 180◦,
Toth [38] showed that bn3 c point guards are always suf-
ficient to cover the interior of P (thus, moving from
360 to 180 range of vision keeps the same sufficiency
number). F. Santos conjecture that b 3n−35 cπ vertex
guards are always sufficient and occasionally necessary
to cover any polygon with n vertices. Later in 2002,
Toth [37] provided a lower bound on the number of
point guards when the range of vision α is less than
180◦. When α < 180◦, there exist a polygon P that
cannot be guarded by 2n

3 − 3 guards. For α < 90◦

there exist P that cannot be guarded by 3n
4 − 1 guards,

and for α < 60◦ there exist P where the number of
guards needed to cover P is at least b 60α c

(n−1)
2 . In

2016, Bonnet and Miltzow [9] provided an O(log OPT )
-approximation algorithm for the placement of points
guards that entirely cover P .

A.2 Orthogonal Polygons Results

In 1983, Kahn et al. [28] showed that if every pair of
adjacent sides of the polygon form a right angle, then
bn4 c vertex guards are occasionally necessary and always
sufficient to guard a polygon with n vertices.

In 1983, O’Rourke [32] showed that 1 + b r2c vertex
guards are necessary and sufficient to cover the interior
of an orthogonal polygon with r reflex vertices. Castro

and Urrutia [18] provided a tight bound of b 3(n−1)8 c on
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the number of orthogonal guards placed on the vertices,
sufficient to cover an orthogonal polygon with n vertices.

A.3 Polygon with Holes Results

For a polygon P with n vertices and h holes, the value n
is the sum of the number of vertices of P and the number
of vertices of the holes. Let g(n, h) be the minimum
number of point guards and gv(n, h) be the minimum
number of vertex guards necessary to cover any polygon
with n vertices and h holes.

O’Rourke [33] gave a first proof on guarding polygons
with holes and showed that gv(n, h) ≤ bn+2h

3 c. Shermer

conjectured that gv(n, h) ≤ bn+h3 c and this is a tight
bound. He was able to prove that, for h = 1, gv(n, 1) =
bn+1

3 c. However, for h > 1 the conjecture remains open.
Shermer’s result can be found in [34, 35].

Sachs and Souvaine [7] and Hoffmann et al. [23]
showed that no art gallery problem with n vertices and
h holes requires more than bn+h3 c point guards and pro-
vided an O(n2) algorithm to find such placement, which
is based on triangulation and 3-coloring.

A.4 Orthogonal Polygon with Holes Results

For this version, all polygons and holes are orthogo-
nal and axis-aligned. Let orth(n, h) be the minimum
number of point guards and orthv(n, h) be the mini-
mum number of vertex guards necessary to guard any
orthogonal polygon with n vertices and h holes. Note
that orth(n, h) ≤ orthv(n, h).

O’Rourke’s method extends to show that:
orthv(n, h) ≤ bn+2h

4 c. Shermer [34] conjectured

that orthv(n, h) ≤ bn+h4 c which Aggarwal [3] estab-
lished for h = 1 and h = 2. Zylinski [44] showed that
bn+h4 c vertex guards are always sufficient to guard
any orthogonal polygon with n vertices and h holes,
provided that there exists a quadrilateralization whose
dual graph is a cactus.

O’Rourke also conjectured that orth(n, h) is indepen-
dent of h: orth(n, h) = bn4 c, which was verified by Hoff-
mann [22]. In 1990, Hoffmann [22] showed that bn4 c
point guards are always sufficient and sometimes nec-
essary to guard an orthogonal polygon with n vertices
and an arbitrary number of holes. In 1996, Hoffmann
and Kriegel [24] showed that ≤ bn3 c vertex guards are
sufficient to watch the interior of an orthogonal polygon
with holes.

Consider orthv(n, .) as the maximum of orthv(n, h)
over all h. Hoffmann conjectured that orthv(n, .) ≤
b 2n7 c, disproving the earlier conjecture of Aggarwal [3]
that orthv(n, .) ≤ b 3n11 c. In 2013, Michael and Pin-
ciu [31] improved this bound and showed that an orthog-
onal gallery with n vertices and an unspecified number
of holes can be guarded by at most 17n−8

52 vertex guards
(17 / 52 = 0.3269).

In 1998, Abello et al. [1] provided a first tight bound of

b 3n+4(h−1))
8 c for the number of orthogonal guards placed

at the vertices of an orthogonal polygon with n vertices
and h holes which are sufficient for the cover the poly-
gon and described a simple linear-time algorithm to find
the guard placement for an orthogonal polygon (with or
without holes).

In 2016, Rezende et al. [17] showed the chronology of
developments, and compared various current algorithms
aiming at providing efficient implementations to obtain
optimal, or near-optimal, solutions.

A.5 Families of Convex Sets (Triangles and Quadri-
laterals) on the Plane Results

In 1977, Toth [40] considered the following problem:
Given a set F of n disjoint compact convex sets in a
plane, how many guards are sufficient to cover every
point in the boundary of each set in F . Toth proved
that max{2n, 4n− 7} point guards are always sufficient
to cover n disjoint compact convex sets in a plane. Ev-
erett and Toussaint [19] proved that the families of n
disjoint squares n > 4, can always be guarded with n
point guards. For families of disjoint isothetic rectangles
(rectangles are isothetic if all their sides are parallel to
the coordinate axes.), Czyzowicz et al. [14] proved that
b 4n+4

3 c point guards suffice and conjectured that n + c
point guards would suffice, c is a constant. If the rect-
angles have equal width, then n+1 point guards suffice,
and n− 1 point guards are occasionally necessary. Re-
fer [30] for more details.

In 1994, Blanco et al. [8] considered the problem of
guarding the region of the plane, excluding the inte-
rior of the quadrilaterals (free space). Given n pairwise
disjoint quadrilaterals in the plane whose convex hull
has no cut-off quadrilaterals, they showed that 2n ver-
tex guards are always sufficient to cover the free space
and all locations could be found on O(n2) time. If the
quadrilaterals are isothetic rectangles, all locations can
be placed in O(n) time.

Urrutia [41] showed that any family of n disjoint rect-
angles can be guarded with at most n+ 1 point guards.
A big rectangle encloses the elements of F , and con-
sider this as an orthogonal polygon with holes. The
total number of vertices is now 4n + 4. Using the re-
sults from guarding orthogonal polygon with holes, this
can be guarded with n+ 1 guards.

Garcia-Lopez [16] proved that b 5m9 c vertex lights are
always sufficient and bm2 c vertex guards are occasionally
necessary to guard the free space generated by a family
of disjoint polygons with m vertices. To cover the free
space generated by any family of n disjoint quadrilat-
erals, he proved that 2n vertex lights are always suffi-
cient and occasionally necessary and that b 5n+3

3 c point
guards are always sufficient. He conjectured that n+ c
point lights can always cover the free space generated
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by m disjoint quadrilaterals, c is a constant which was
proved false by Czyzowicz and Urrutia [27].

Czyzowicz et al. [15] proposed the following problem:
Given a set F of n disjoint compact convex sets in a
plane, how many guards are sufficient to protect each
set in F . A set F is protected by a guard g if at least one
point in the boundary of F is visible from g. They prove

that b 2(n−2)3 c point guards are always sufficient and oc-
casionally necessary to protect any family of n disjoint
convex sets, n > 2. To protect any family of n isothetic
rectangles, dn2 e point guards are always sufficient, and
bn2 c point guards are sometimes necessary.

Czyzowicz et al. [14] showed that any family of n dis-
joint triangles can be guarded with at most b 4n+4

3 c point
guards are sufficient and n − 1 are occasionally neces-
sary to guards. They also showed that n + 1 guards
are always sufficient and n − 1 guards are occasionally
necessary to illuminate any family of n homothetic tri-
angles and conjectured that there is a constant c such
that n + c point guards sufficient to guard any collec-
tion of n triangles. Later, Toth [39] showed that b 5n+2

4 c
guards can monitor the boundaries and the free space
of n disjoint triangles.

A.6 Polyhedral Terrain Results

A polyhedral terrain is a polyhedral surface in three
dimensions such that its intersection with any vertical
line is either empty or a point. A polyhedral terrain is
triangulated if each of its faces is a triangle. Notice that
a polyhedral terrain has a different structure than a city
with vertical buildings. The results related to guarding
polyhedral terrain focus on edge and face guards [20,
13, 5, 10, 26, 25].

A.7 Polyhedron Results

A polyhedron in R3 is a compact set bounded by a
piece-wise linear manifold. For guarding an orthogonal
polyhedral, points guards are less effective. There exist
polyhedra with n vertices where guards placed at ev-
ery vertex do not cover the whole interior and O(n3/2)
non-vertex guards are required for interior coverage [34].
Thus, results related to guarding R3 polyhedrons focus
on edge and face guards [41, 11, 36, 42, 6, 43].

A.8 City Guarding Results

In 2008, Bao et al. [4] proposed the city guarding prob-
lem where one is given a rectangular city with k vertical
buildings, each having a rectangular base. The guards
are to be placed only at the top vertices of the buildings.

They showed that b 2(k−1)3 c+ 1 vertex guards are some-
times necessary and always sufficient to guard the roofs
(Roof Guarding Problem), k+bk4 c+1 vertex guards are
always sufficient to cover the ground and the walls, and

k + bk2 c+ 1 vertex guards are always sufficient to cover
the city aerial space, which means all roofs and walls of
the buildings, and the ground.

B Proof of Theorem 2

Proof. The sufficiency bound is trivial. For the neces-
sary part, consider a set S = {B1, B2, B3, . . . , Bk} of k
buildings, shown in Figure 7a, with the following setup:

1. the height hBi
of building Bi is greater than the

height hBj of building Bj , ∀ i, j such that 1 ≤ i <
j ≤ k, and

2. ∀ i < j − 1, building Bj−1 totally blocks the visi-
bility between Bi and Bj .

B1

B2

B3

B4

Bk

(a) City Setup

(i)

(ii)

Bi

Bi+1

Bi

Bi+1

(b) Possible guards position

Figure 7: k guards are needed to guard the roofs.

We need to place the first guard on building B1 to
guard its roof, because hB1

> hBi
,∀i > 1. There are

four possible positions to place a vertex guard on build-
ing B1. Let the guard be placed on one of the right ver-
tices (placing the guard on one of the left vertices results
in symmetric cases). Consider the two relevant orien-
tations of the guard, shown in Figure 7b, out of three
possible positions that can see the roof of B1, where the
arrow corresponds to the direction in which the guard
is guarding the roof. Notice that a guard facing West is
placed at the lower vertex of B1 rather than at the top
vertex. Due to the limited visibility of the guard, there
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is no vertex on building B1 from where roofs of both
building B1 and B2 are completely visible. Therefore,
the next guard should either be placed on building B2

or on B1, such that the roof of building B2 is completely
visible after placing this guard. If we place the second
guard on B1, then the next guard must be placed on
building B3 because no point on the roof of building B3

is visible by the previously placed guards. Thus, we can
place the next guard on building B2. The rest follows
by induction on the number of buildings, as we are left
with a similar problem on k − 1 buildings. �

C Necessity Proof of Theorem 8

Necessity: For the necessity part, consider the input
in Figure 8, with the following properties:

1. Bi lies within the span of Bj ,∀j < i.

2. None of the edges of Bi is partially or completely
visible from any vertex of Bj , ∀ j < i−1 and from
any vertex of Bm, ∀ m > i+ 1.

3. From each potential position of a vertex guard on
Bi, the guard is able to see at most one edge of
Bi+1.

4. There is no guard position on Bi from where an
edge of Bi−1 and an edge of Bi are visible.

B1

B2

B3

B4

Figure 8: City Structure where 3k + 1 guards are nec-
essary to guard the polygon

Consider the space ℘i between two consecutive holes
Bi and Bi+1, as shown in Figure 9. Because of property
2, ℘i is not visible to any guard placed on building Bj
where j ∈ [1, i)∪(i+1, k]. Therefore, ℘i is only visible to
the guards either placed on Bi or Bi+1. It is easy to no-
tice that there are twelve possible guard positions on Bi
and Bi+1 from where ℘i is visible (partially from each
position, see Figure 9), and these guards cover three
walls, one wall of Bi and two walls of Bi+1. Note that
these guards do not cover any other wall (partially or

entirely), and the mentioned three walls are not visible
(partially or entirely) to any other potential guard. Out
of twelve possible guard positions, the minimum num-
ber of guards required to guard ℘i is two (either both
placed on Bi or one placed on Bi and another on Bi+1.
Therefore the space between any two consecutive holes
is only guarded by the guards placed on these holes, and
the minimum number of guards required to guard such
space is two.

Consider the left wall, wiL of hole Bi. Because of
the structure of the city, wiL is not visible to any guard
placed on Bj for j 6= i. Hence, wiL can only be guarded
by a guard placed on Bi, and there are four possible
guard positions from where wiL is visible(see Figure 9).
However, none of these guards positions cover any other
wall in the city. Therefore, we need one guard to cover
the left wall of each hole.

Bi

Bi+1

Figure 9: ℘ is shaded in green. Potential guard posi-
tions to cover ℘ are shown in red and potential guard
positions to cover the wiL is shown in orange.

There are k−1 spaces ℘i in total, between consecutive
buildings (i = 1, 2, . . . , k−1). Thus, 2(k−1) guards are
needed to guard their union. As argued, each left edge
of a hole needs an additional guard, resulting in 3k − 2
guards. The top and right edges of B1 and the bottom
edge of Bk are not guarded, so in total, at least 3k + 1
guards are needed.

A 3k + 1 guard placement, for k = 4, is shown in
Figure 8 and is obtained as follows. We start placing
guards on B1. Three of its walls (left, top and right) are
not visible by any potential guard placed on Bi ,∀i > 1
(property 1). We place three guards to cover these walls.
Consider the space ℘1 between B1 and B2. We need two
guards to cover ℘1; let one of these guards be placed on
B1 and the other on B2 (see Figure 8). After placing
these two guards, all walls of B1 are visible, and two
walls of B2 (top and right) are visible. We need an
additional guard to cover the left wall of B2, and this
guard does not cover any other wall in the city. Consider
now the space ℘2 between the hole B2 and B3 and place
two guards to cover ℘2; let one of these guards be placed
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on B2 and the other on B3. After placing these two
guards, all walls of B1 and B2 are guarded, and two
walls of B3 are guarded. We placed four guards on
B1 and three guards on B2. We continue this process,
and three guards are required to guard each building
Bi ∀i > 2. This results in 3k + 1 guards as we place
three guards on each building Bi ,∀i ∈ (1, k], and four
guards on B1. Guard locations and directions are shown
in Figure 8.
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Blind Voronoi Game

Omid Gheibi∗ Hamid Zarrabi-Zadeh†

Abstract

In the classical Voronoi game, two players compete over
a user space by placing their facilities in a certain order,
each trying to maximize the number of users served by
their facilities. We introduce a new variant of the game,
so called blind Voronoi game, in which the distribution
of users in the underlying space is initially unknown to
the players. As the game proceeds, players obtain a par-
tial information about the distribution, which is limited
to the distance of closest users to the facilities placed
so far. We investigate mixed strategies for the players
in this blind setting. In particular, we show that in the
two-round blind Voronoi game on a line segment, there
is a mixed strategy for the second player that guaran-
tees him at least 1/3 of users in expectation. In two
dimensions, we show that our strategy guarantees an
expected payoff of 1/5 for the second player, when users
are arbitrary distributed in the plane. We generalize our
strategy to any d-dimensions and to any number of k
rounds, for k, d ≥ 1.

1 Introduction

The Voronoi game was introduced by Ahn et al. [1] as
a competitive facility location problem. The game con-
sists of two players P1 and P2, and a set of users in an
underlying space. Th players compete over the users by
alternatively placing their facilities in the space, each
trying to maximize the number of users served by their
facilities, assuming that each user seeks service from the
closest facility.
The Voronoi game has been the subject of active re-

search over the past decade, and various variants of the
problem have been studied in the literature, such as
Voronoi game on line segments [3], in the plane [10], on
graphs [2, 11, 12], and in simple polygons [6]. The prob-
lem has been also studied both in one round [7, 9], where
P1 places all his facilities before P2 starts placing his
facilities, and in the k-round version, where players al-
ternate by placing one facility at a time for k rounds [4].
The problem has been also studied in the discrete and
continues spaces. In the former, users are considered as
discrete points in the space (e.g., in [3, 4, 5]), while in
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the latter, users are distributed continuously over the
space (e.g., in [1, 7, 10]).
In this paper, we introduce a new variant of the

Voronoi game which we call the blind Voronoi game.
The blind version differs from the previous variants of
the game in that the distribution of users is initially
unknown to the players. During the game, players ob-
tain a partial information about the distribution, which
is limited to the distance of closest users to the facil-
ities placed so far. The blind version of the game is
suitable in real situations of the facility location prob-
lem, in which no prior information about the location
or distribution of the users is available to the players.
In other words, players are “blind” to the location and
distribution of the users in the space.
We study the k-round discrete blind Voronoi game,

in which two players P1 and P2 compete over a user
space by placing one facility at a time, for a total of k
rounds. The user distribution is initially unknown to
the players, and the only information available to each
player during the game is the distance of closest users
to the current facilities. The payoff of each player is
defined as the fraction of users served by his facilities.
The goal of P2 is to maximize his expected payoff in the
worst case, where the expectation is taken over the ran-
dom choices of the player, and the worst case is taken
over all possible user distributions. On the other hand,
P1’s goal is to minimize P2’s expected payoff. We note
that maximizing payoff for P1 is not a proper goal, as
there is always a distribution of users in which the ex-
pected number of users for P1 is zero: just consider a
distribution very dense at the last facility of P2. More-
over, we note that a pure strategy for the second player
will not work, as the player has no information about
the location of users, and hence, the adversary can eas-
ily adjust a distribution for which the player’s payoff is
zero. Therefore, in order to guarantee a payoff greater
than zero, the second player needs to use a mixed strat-
egy, i.e., use randomization.
We investigate the k-round discrete blind Voronoi

game in d-dimensional Euclidean space. In one-
dimensional two-round game, where users are discretely
distributed on a line segment, we show that the second
player has a mixed strategy that guarantees him an ex-
pected payoff of 1/3, regardless of the initial distribution
of the users. When users are discretely distributed in
the plane, our mixed strategy guarantees an expected
payoff of 1/5 for the second player in the two-round
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game. We generalize our strategy to any d-dimensions
and to any number of k rounds, d, k ≥ 1, yielding an
expected payoff of 1/(kd + 1) for the second player in
the worst case.

2 Preliminaries

Let ℓ be a line segment, and π be a distribution of users
on ℓ. Given two points u, x ∈ ℓ, we say that u is served
(or is covered) by x, if u is closer to x than any other
facility on ℓ. Given a point x ∈ ℓ and a distribution
π on ℓ, we denote by Nπ(x) the number of users in
the distribution served by x. We assume that no two
users or facilities can share the same location. We call
two facilities adjacent if no user lies on the line segment
between them. The payoff of each player is defined as
the fraction of users served by his facilities. We denote
the minimum expected payoff of P2 at the end of the
game by Π2. The goal of P2 is to maximize Π2, while
P1’s goal is to minimize Π2.

A candidate set C is a set of points along with a
probability function p that assigns to each point x ∈ C
a probability p(x) such that

∑
x∈C p(x) = 1. We denote

by G(C) the minimum expected number of users served
by C, i.e., G(C) = minπ

{∑
x∈C p(x)Nπ(x)

}
, where the

minimum is taken over all possible distributions π of
the users. Each point in a candidate set is called a
candidate point. A candidate set C with a maximum
possible G(C) is called an optimal candidate set.

3 Blind Voronoi game on a line segment

In this section, we consider the two-round blind Voronoi
game on a line segment. Let ℓ be the underlying line seg-
ment. We solve the game in a top-down approach, anal-
ogous to the backward induction in extensive games.
Namely, we first suppose that all moves are done, ex-
cept the last move of P2. After resolving the last move
of P2 , we suppose that the first moves of P1 and P2 are
finished, and resolve the second move of P1. Similarly,
we resolve the first move of P2, assuming that P1 has
placed his first facility, and finally we consider the first
move of P1.

We start by the last move of P2. Depending on the
order of facilities on the line and their adjacency, several
cases can arise as depicted in Figure 1. In this figure,
f and s denote the facilities of the first and the second
player, respectively. Moreover, the empty circles show
candidate points for the second facility of P2. The cases
are distinguished as follows. We assume, w.l.o.g., that
the leftmost facility on the line segment is f . (The other
case is symmetric.) Thus the first three facilities of the
players have two possible permutations: either ffs or
fsf . Cases (a) to (d) of Figure 1 correspond to different
arrangements for ffs, based on whether two facilities

f f s

n1 n2

(a)

f f s

n2n1

(b)

f s f

n1

(c)

f f

n1

s

n2

(d)

f f s

n1 n2

(e)

f s f

n1 n2

(f)

n1

f f

n1 n2

(g)

n1

s

Figure 1: Seven cases for the last move of P2

are adjacent or not. (Adjacent facilities are shown close
to each other with no empty circle in between.) Cases
(e) to (g) of the figure demonstrate different arrange-
ments for fsf . Any other configuration is analogous or
symmetric to one of these cases.

As illustrated in the figure, all candidate points for
the second facility of P2 are chosen adjacent to P1’s
facilities. The next lemma shows that this is indeed the
best choice for the candidate sets.

Lemma 1 Any optimal candidate set for the last move
of P2 consists of candidate points adjacent to P1’s facil-
ities, on those sides which are free from adjacent facili-
ties. The probability of choosing each of these candidate
points in an optimal candidate set must be equal.

Proof. Let C be an optimal candidate set for P2’s last
move. Let ρ(y) denote the probability that a point y ∈ ℓ
is covered by C, i.e., the sum of probabilities of candi-
date points that cover y. Note that

G(C) = min
π

{∑

x∈C

p(x)Nπ(x)

}

= min
π

{∑

u∈π

ρ(u)

}

≥ n ·min
y∈ℓ

{ρ(y)} ,

where π is taken over all possible distributions of users
on ℓ, and y is taken over all points in ℓ where users
may be located. Since there is a distribution π where
all users are dense at a point y that minimizes ρ(y),
we have G(C) = n · miny∈ℓ {ρ(y)}. This means that
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we must cover every point y ∈ ℓ with some positive
probability, otherwise G(C) = 0. The only way to cover
a point y adjacent to a P1 facility is with an adjacent
candidate, and therefore, ρ(y) = p(y) for such points.
Moreover, the set of adjacent candidates covers all of ℓ.
Thus, the minimum of ρ(y) is attained at an adjacent
point.
It follows that the optimal strategy is to maximize

the minimum of ρ(y) = p(y) at adjacent points. This is
achieved by selecting uniformly from just the adjacent
points. If one adjacent point is more likely than another,
its probability can be reduced and the minimum raised.
If a non-adjacent point is in the candidate set C, it
can be removed and its probability distributed evenly
among the adjacent points, also raising the minimum of
ρ(y). □

Lemma 2 For cases (a) to (g) of Figure 1, the value
of Π2 is 1

4 ,
1
2 ,

1
3 , 1,

1
4 ,

1
3 , and

1
2 , respectively.

Proof. Fix one of the cases in Figure 1. Let C be the
set of candidate points in that case, and k be the number
of candidate points in C. Let I be the portion of line
segment ℓ not already covered by P2, and n1 be the
number of users lying in I (see Figure 1). The candidate
points in C are chosen in such a way that they jointly
cover the whole area of I. As the probability of choosing
each candidate point is equal by Lemma 1, the expected
number of users served by the candidate points in C is
n1/k. Considering that the number of users already
served by P2 is n2 = n− n1 ≥ 0, the expected number
of users served after the last move of P2 is n2 + (n −
n2)/k ≥ n/k. Since n2 can be zero in a distribution, the
above inequality reduces to an equality at its minimum.
Therefore, Π2 = 1

k in the corresponding case. Since the
size of the optimal candidate sets in cases (a) to (g)
are 4, 2, 3, 1, 4, 3, 2 respectively, the statement of the
lemma follows. □

By Lemma 2, the minimum value of Π2 achievable by
the second player is 1/4. However, this minimum value
corresponds to two cases that the second player can
avoid by choosing a proper strategy for placing his first
facility. We show this in the next lemma.

Lemma 3 The best move for the first facility of P2 is
to place his facility adjacent to the first facility of P1.

Proof. If the first move of P2 is not adjacent to the first
move of P1 (see Figure 2a), then P1 can place his last
facility in the second round in such a way that either
case (a) or case (e) of Figure 1 occurs, for which we
already know that Π2 is 1/4 by Lemma 2. On the other
hand, if P2 places his first facility adjacent to the first
facility of P1, he can guarantee a value of Π2 ≥ 1/3 in
all cases derived from his move. □

f s

n1 n2

(a)

f s

n2n1

(b)

Figure 2: Two cases for the first move of P2

Lemmas 1–3 together yield the following theorem.

Theorem 4 There is a strategy for the second player
in the two-round blind Voronoi game on a line segment
that guarantees Π2 ≥ 1

3 .

Remark. It is easy to see that the first player has al-
ways a strategy to force Π2 to be at most 1/3. The first
move of P1 is arbitrary, as there is still no other facil-
ity, and there is no information about the users. If P2
places his first facility adjacent to the first facility of P1,
which is indeed the best strategy for P2 by Lemma 3,
then P1 in his second move, can put his second facility
far from the first two facilities, in order to either case
(c) or case (f) of Figure 1 arises, in both of which Π2 is
1/3.

4 Blind Voronoi game in Rd

In this section, we generalize our result for the blind
Voronoi game in one dimension to any fixed dimension
d ≥ 2, and for any number of rounds k ≥ 2. In the
following, we denote by r(f) the distance of a facility f
to its nearest user.
Recall that the main idea behind our strategy in one

dimension was to cover all points on the line where users
may be located by a set of candidate points. We gener-
alize this idea to d dimensions as follows. Let F be a set
of facilities placed by the first player in Rd. We call a
set C of points in Rd a proper candidate set with respect
to F , if in the Voronoi diagram of C ∪ F , the unoin of
Voronoi cells of C cover all regions in Rd that may con-
tain users. This ensures P2 to cover every point that
a user may be located with some positive probability,
when choosing at random from the candidate set.
To present the generalized idea, we start by explain-

ing our strategy in two dimensions. Suppose that P1
has placed his first facility at a point f in the plane.
Consider a circle B centered at f with radius r(f)/2.
We choose three points evenly spaced on the boundary
of B as our candidate set C. (See Figure 3.) Note that
the Voronoi cell of f in the Voronoi diagram of C∪{f} is
contained in B, and hence, is empty of any user. There-
fore, all users are covered by the union of the Voronoi
cells of C, and hence, C is a proper candidate set. Now,
if P2 chooses uniformly at random from C, he receives
one third of the users in expectation in the worst case.
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f

x

B

Figure 3: A facility f and its closest user x. Three
candidate points are evenly spaced on the boundary of
a circle B centered at f of radius ∥x− f∥/2.

Now, suppose that P1 places his second facility on a
point f ′. Again, we choose three points evenly spaced on
a circle centered at f ′ with radius r(f ′)/2, and add these
three points to C. Now, C has six candidate points, one
of which is already chosen by P2 in the first round. (See
Figure 4.) Moreover, C is a proper candidate set with
respect to {f, f ′}, as the Voronoi cells of f and f ′ are
both empty of any user. Now, P2 chooses from the re-
maining 5 candidate points of C uniformly at random,
and hence, receives at least 1/5 of the users in expecta-
tion. This yields a strategy for the second player in the
two-round blind Voronoi game in the plane that guar-
antees Π2 ≥ 1

5 .

To extend our strategy to higher dimensions, we first
define some notions. Given a point p ∈ Rd and a real
value r > 0, we denote by B(p, r) a d-dimensional ball
of radius r centered at p. The distance of a point p to a
point set S is defined as minq∈S ∥p− q∥. A straightfor-
ward extension of our two-dimensional idea to higher
dimensions would be as follows. Let f be a facility
of P1, and let r = r(f)/2. We choose d + 1 points
evenly spaced on the boundary of B(f, r) as the candi-
date points. However, in d ≥ 5 dimensions, the Voronoi
cell of f is no longer contained in B(f, r(f)), and hence,
there may be users outside B(f, r(f)) covered by f . To
overcome this issue, we need to choose the radius r small

f

f ′

Figure 4: The Voronoi diagram of C ∪ {f, f ′}

u

p

`
v

r

Figure 5: Point p at distance ℓ to the center of a regular
simplex.

enough to make sure that the Voronoi cell of f is empty
of any user. The following lemma is crucial for finding
such a proper radius.

Lemma 5 Let S be a regular d-dimensional simplex
whose circumsphere has radius r, and let p be a point at
distance ℓ to the center of S. Then the distance of p to
the vertex set of S is at most

√
r2 + ℓ2 − 2rℓ

d
.

Proof. Fix a vertex v of S. Suppose, w.l.o.g., that S is
centered at the origin, and that v = (−r, 0, 0, . . . , 0). As
the angle subtended by any two vertices of S through
the origin is arccos(−1/d) [8], the x-coordinate of any
other vertex of S is r/d. Now, consider a point p in
the halfpence x ≥ 0 at distance ℓ to the origin. Due to
symmetry of S, the maximum distance of p to the vertex
set of S is attained when p lies on the line through v and
the origin, i.e., p = (ℓ, 0, 0, . . . , 0). Now, fix an arbitrary
vertex u of S \{v}. We can assume w.l.o.g. (by rotating
around the x-axis) that u lies in the xy-plane. As u
has distance r to the origin, the y-coordinate of u is√

r2 − (r/d)2. (See Figure 5.) Therefore, the distance
of p to u (and to any other vertex of S \ {v}) is

√(
ℓ− r

d

)2

+ r2 −
( r
d

)2

=

√
r2 + ℓ2 − 2rℓ

d
.

□

Lemma 5 is interesting on its own. For example, it im-
plies that any point on the circumsphere of a regular
simplex S has distance at most

√
(2− 2/d)r to the ver-

tex set of S, where r is the radius of the circumsphere
of S.

We are now ready to provide a general strategy for
the blind Voronoi game in any fixed dimensions. In the
following we denote by VD(P ) the Voronoi diagram of
a point set P .

Theorem 6 For all integers k, d ≥ 1, there is a strategy
for the second player in the k-round blind Voronoi game
in Rd that guarantees Π2 ≥ 1

kd+1 .
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Proof. Suppose we are in the k-th round, k ≥ 1, and let
F be the set of k facilities placed by P1. For each facility
f ∈ F , we define Cf as a set of d+1 points evenly spaced
on the boundary of a ball of radius r(f)/d centered at
f . We take C =

∪
f∈F Cf as the candidate set for P2.

We claim that C is a proper candidate set. To prove
this, we show that the Voronoi cell of every point of F
in VD(C∪F ) is empty of any user. Fix a facility f ∈ F ,
and let r = r(f)/d. Consider an arbitrary user u, and
let ℓ be the distance of u to f . Note that ℓ ≥ r(f) = rd.
Now, by Lemma 5, the distance of u to the point set Cf

is at most
√
ℓ2 + r(r − 2ℓ

d ), which is strictly less than ℓ

for all values 0 < r < 2ℓ
d . The latter inequality holds,

since r ≤ ℓ/d by our choice of r, and therefore, u is
closer to a point in Cf than to f . Hence, u cannot lie
in the Voronoi cell of f in VD(C ∪F ), which completes
the proof of the claim.
Now, the generalized strategy for the second player is

as follows. During the first k−1 rounds, P2 places k−1
facilities arbitrarily on k − 1 candidate points of C. In
the k-th round, P2 places his k-th facility uniformly at
random on one of the remaining candidate points of C.
Let S be the final set of facilities placed by P2. Since
S ⊆ C, for any facility s ∈ S, the Voronoi cell of s in
VD(C ∪ F ) is completely contained in the Voronoi cell
of s in VD(S∪F ). In other words, any user lying in the
Voronoi cell of s in VD(C∪F ) is covered by s at the end
of the game. Let R ⊂ S be the k − 1 facilities placed
by P2 before the last round, and let n1 be the number
of users lying in the Voronoi cells of R in VD(C ∪ F ).
As the Voronoi cells of F in VD(C ∪ F ) are empty, the
remaining n− n1 users are covered by the Voronoi cells
of the candidate points in C \ R. Since the probability
of choosing each candidate point in C \ R is equal in
the last round, the expected number of users lying in
the Voronoi cell of the selected facility in the last round
is (n − n1)/(kd + 1), where kd + 1 is the size of C \ R.
Therefore, the expected number of users lying in the
Voronoi cells of S in VD(C∪F ) is n1+(n−n1)/(kd+1) ≥
n/(kd+ 1), which completes the proof. □

5 Conclusion

In this paper, we introduced a new variant of the
Voronoi game, so called blind Voronoi game, in which
the distribution of users is initially unknown to the play-
ers. We provided a mixed strategy for the second player
in the two-round blind Voronoi game that guarantees an
expected payoff of 1/3, when users are distributed on a
line, and an expected payoff of 1/(2d + 1), when users
are arbitrary distributed in Rd. Our strategy can be
applied to other variants of the problem, such as the
k-round m-facility game, where each player places m
facilities at each of the k rounds. Other variants of the
problem remain open for further research, such as blind

Voronoi game on graphs and blind Voronoi game in sim-
ple polygons.
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Line Segment Visibility: Theoretical and Experimental Results

Jonathan Lenchner * Eli Packer �

Abstract

We study a family of line segment visibility problems
related to classical art gallery problems, which are mo-
tivated by monitoring requirements in commercial data
centers. Given a collection of non-overlapping line seg-
ments in the interior of a rectangle and a requirement
to monitor the segments from one side or the other we
examine the problem of finding a minimal set of point
guards.

Although we give a handful of new theoretical results,
the focus of this paper is the development of new heuris-
tics and to report on our experimental results.

1 Introduction

The problems in this paper arise from the need to cost
effectively monitor cooling and heat production in com-
mercial data centers. We model a data center as a two-
dimensional rectangular enclosure where the objects of
interest from a monitoring perspective are the air in-
take regions of servers that are housed within racks.
The monitoring technique of interest is to use stati-
cally placed thermal imaging cameras. Thermal imag-
ing cameras are relatively expensive and so the challenge
is to deploy as few of these cameras as possible while still
viewing, in total, all of the air intake regions.

In traditional art gallery problems an entire polygo-
nal region must be kept under surveillance. In our case
a prescribed collection of non-overlapping line segments
in the interior of a rectangle must be guarded, and typi-
cally it is important just to see one side of each segment.

In this work we focus on pragmatic aspects of these
line segment guarding problems. We introduce a new
family of problems that we call “all-but-δ” coverage
where we allow ourselves to omit some arbitrarily small
δ along each segment. In various extremal cases that we
shall encounter one or more cameras can be employed to
see all points along a collection of segments except for
an arbitrarily small length along one of the segments.
If we insist on seeing every point along all the segments
we must waste a camera just to see this arbitrarily small
sub-segment. To make the problem a bit more practical
we thus consider the additional covering problem where

*IBM T.J. Watson Research Center, Yorktown Heights, NY
10598, USA; lenchner@us.ibm.com

�Intel Corporation, Tel Aviv 6971011, Israel;
eli.packer@intel.com.

we admit this all but an arbitrarily small amount, δ,
of leeway along all segments. We mention, but do not
prove, a set of combinatorial bounds giving how many
guards are needed to cover n segments in the worse case,
noting how full coverage and “all-but-δ” coverage differ
in a series of examples. We then show that even in
the simplest guarding models the problem of finding a
minimal guard set is NP-Complete. Lastly, we provide
heuristics for finding guard sets along with some exper-
iments to evaluate the heuristics in randomly generated
data centers.

2 Related Work

Our work is closely related to classical art gallery prob-
lems (see [7], [9], [10] and [13]). In our case a prescribed
collection of n non-overlapping line segments in the in-
terior of a rectangle must be guarded, and moreover,
typically it is required to see each segment from one
particular side. Czyzowicz et al. [4], Toth [11] and Ur-
rutia [13] studied the problem without the presence of
a boundary, and where line segment visibility could be
from either side – a variant of our problem family that
we call the “Solver’s Choice” problem – establishing var-
ious combinatorial bounds.

The art gallery problem was first posed in 1973 by
Klee [9] when he asked how many guards are sufficient to
guard the interior of a simple polygon. In 1986 Lee and
Lin proved that finding the minimum number of guards
for an arbitrary simple polygon is NP-hard [7]. Over
the years numerous variants of the art gallery problem
have been presented and studied. For the art gallery
problem variants closest to the current work [4, 11, 13],
NP-hardness has never been established.

For over three decades interest in art gallery problems
mainly focused on theoretical aspects. However, since
the experimental work of Amit et al. [3] in 2010, a num-
ber of experimental projects have been reported, most
of which provide approaches to the classical problem
variant. The aim of this recent body of experimental
work has been to find close-to-optimal solutions in rea-
sonable time. We refer the reader to a survey of some
of these projects [6].

3 Problem Setup

We make the following assumptions: segments are as-
sumed to be non-overlapping/non-intersecting and may
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not touch the rectangular boundary. A (point) guard’s
line of site stops when it intersects a segment. A guard
collinear with a line segment does not see any point on
either side of the segment. Guards may be placed any-
where in the interior of the rectangle but not on a line
segment.

We consider cases where the segments to be mon-
itored are either all vertical or, failing that, all axis-
aligned. These cases are the two most typical cases
found in modern data centers. Segments of arbitrary
orientation have also been studied [11, 13] though we
have not. Within these cases we identify several vari-
ants of the basic visibility problem. If visibility must
be from a given side, but that side is specified by the
problem poser, we say the problem is an instance of the
Poser’s Choice problem. These problems correspond
to the case where one is given a data center and it must
monitored, as is, as cost effectively as possible. We con-
sider two cases of the Poser’s Choice problem, one in
which the Poser must be consistent and always request
the same side of segments to be guarded (say the top
side for horizontal segments, and the left side of vertical
segments, in the axis-aligned case), or a second model
where the problem poser can require either side of any
segment be guarded.

If, on the other hand, the solver has the choice of
which side to monitor the segments from, we say that
it is an instance of the Solver’s Choice problem. This
model corresponds to the case where one can alter the
orientation of the equipment (which side the air intakes
face) in order to make monitoring more cost-effective.
We also consider two variants of the Solver’s Choice
problem: a variant where the solver must monitor the
entire segment, but may monitor some points from one
side and some points from the other side, and a vari-
ant where the solver must monitor the entire segment
from one side. A final variant is where the solver must
monitor the entire segment from both sides.

We use the terms “guards” and “cameras” inter-
changeably. We decided to constrain our attention to a
bounding rectangle rather than a more general polygon
because most data centers are rectangular or very nearly
rectangular. It also allows us to align with prior work,
since in the case of combinatorial bounds (the only as-
pect of these problems that have been considered by
other authors), the presence of a rectangular boundary
is equivalent to there being no boundary at all.

4 Combinatorial Bounds

Table 4(a) collects combinatorial bounds from [4], but
mostly our own, for all of these problem variants. We
recommend the reader refer to this figure as we proceed.
Given space constraints and the focus of this paper we
shall not provide proofs for most of these bounds. Some

of the bounds are covered in our prior work [5, 8]. How-
ever, we shall provide a couple of examples establishing
lower bounds and sketch one result because of it rele-
vance in the all-but-δ analogs.

In the all-but-δ variations we are satisfied with guard-
ing all segments except for a length of δ along each seg-
ment, for a fixed arbitrarily small δ > 0. Table 4(b)
collects combinatorial bounds for these problem vari-
ants. In all of these cases we ask what is the worst-case
number of guards needed to see a set of N segments.

In all the arguments involving combinatorial bounds
we first extend segments so that each endpoint is within
some arbitrarily small ε of the bounding rectangle or a
neighboring segment. By doing so the problems become
uniformly harder.

The combinatorial bounds when all segments are ver-
tically aligned are rudimentary and covered in [5]. It
is easy to convince oneself that the same bounds exist
whether or not we allow ourselves to omit some arbi-
trarily small δ along each segment. The first case where
there is a provably different bound for the case where
one must see every point along all segments compared
with seeing all but δ is the case of axis aligned seg-
ments and the Poser’s Choice problem variant. In this
case, Figure 1, due to Toth [12], provides an example of

Figure 1: A set of n segments (in black) for the Poser’s
Choice problem, requiring 2n

3 cameras. A camera that
sees everything within a given “H” but a small amount
along the left segment has been placed just above and
to the right of the associated horizontal segments.

n segments that require 2n
3 cameras to see all segment

sides entirely. The little red “tick marks” indicate which
sides of the segments the camera must guard. It is not
difficult to see that two cameras are required to com-
pletely see the 3 segments comprising each “H.” Using
one camera in each “H”, e.g., the one’s pictured, will
necessarily leave some small unseen sub-segment along
one of the component vertical segments. Note that 2n

3
cameras does not serve as a lower bound for the all-
but-δ variant of Poser’s Choice. Indeed, it turns out
that we can establish an n

2 lower bound in this case.
Following Czyzowicz et al. [4], we take any partition
of the bounding rectangle derived from an axis-aligned
finite set of segments, e.g., as depicted in Figure 2 and
think of the result as a set of rectangular “rooms.” We
then form a graph where the nodes are the rooms and
there is an edge between any two rooms that have an
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Figure 2: n = 11 segments extended so they come
within some very small ε of one another, or of one of
the rectangular walls, leaving n + 1 = 12 rectangu-
lar “rooms.” A matching, as described in the text is
shown. Cameras corresponding to the two edges con-
necting (R1, R7) and (R4, R5) are depicted, just above
and to the left of the segment separating rooms R1 and
R7, and just below and to the left of the segment sepa-
rating rooms R4 and R5. The first of the cameras sees
all of the requisite side of rooms R1 and R7, while the
second camera must omit some arbitrarily small seg-
ment along the top “wall” above rooms R4 and R5, if
this segment side needs to be guarded.

open “door” between them. An application of Tutte’s
Theorem enables one to conclude that a near perfect
matching exists in this graph. If we are happy to omit
an arbitrarily small δ from the walls of these rooms we
can ensure our ability to see the needed segment sides
in any pair of rooms in the near perfect matching with
a single camera, thus establishing the claimed n

2 +O(1)
lower bound.

A related example is that given in Figure 3 for the axis

Figure 3: A set of n axis aligned segments follow-
ing the repeating pattern vertical-horizontal-vertical-
horizontal-vertical, beginning on the left. The set re-
quires d 2n

5 e cameras to entirely see all segments from
the solver’s choice of sides assuming one must see a seg-
ment entirely from one side. Two cameras sufficient to
see the first 5 segments are shown.

aligned Solver’s Choice variant in the case where one
must see a segment entirely from one side or another.
Starting from the left, we have a repeating sequence of
vertical-horizontal-vertical-horizontal-vertical segments
(i.e. VHVHV, VHVHV, ...), all segments stretching to
within a very small ε of the bounding rectangle or the

closest adjacent segments. A simple analysis shows that
in order to see the left three segments in this figure en-
tirely without leaving a small unseen subsegment on ei-
ther of the first two vertical segments one must position
two cameras each no further right than just fractionally
beyond the second vertical segment – such a set of two
cameras is depicted in the figure. Given that the vertical
segments extend to within ε of the bounding rectangle,
these two cameras see a negligible amount of any seg-
ment beyond the 5th segment from the left. But then,
starting at the 6th segment, we have the same visibility
problem we started out with, and thus conclude that
this arrangement of segments requires the stated d 2n

5 e
cameras to see everything.

Note, however, that if it were sufficient to see all but
some arbitrarily small length δ of each segment, then
we could actually get away with one camera for every
three segments in this example. The segments may be
thought of as a sequence of triplets of segments. Using
the previous notation, they cycle through the sequence
VHV, HVV, HVH, VVH and then back to VHV. One
may guard all but δ of each VHV triplet by placing
a guard just above and to the right of the horizontal
segment, and any of the other triplets can be guarded
entirely with a single strategically placed camera. In
this all-but δ variant of Solver’s Choice we know of no
worse case then the one that required dn3 e cameras for
all vertical segments.

The tables in Figure 4 describe the state of our knowl-
edge regarding both upper bounds (prefixed by ‘U’) and
lower bounds (prefixed by ‘L’), for each of the problems
we have examined, up to constant factors. Table 4(a)
gives the bounds for the complete coverage problems
and Table 4(b) gives the bounds where we require all
but some arbitrarily small δ of the segments to be seen.

5 Hardness Results

The proofs in this section are relegated to the Appendix.

Lemma 1 If we constrain all n segment si =
[(ai, bi), (a

′
i, b
′
i)] to have rational coordinates, and ` de-

notes the maximum absolute value of any of the numera-
tors, m the maximum value of any of the denominators,
and, furthermore, we define the complexity of the prob-
lem to be max(lg `, lgm,n), then all of the problem vari-
ants we have considered thus far are in NP. Without the
constraint of rational coordinates all problem variants
are in NP within the real RAM model of computation.

Theorem 2 Given a set of all vertical segments, it is
NP-Complete to find a minimum set of guards that see
all segments from the left side, where the problem com-
plexity is defined as in Lemma 1.
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Figure 4: What we know about the various combinatorial bounds. U denotes the upper bound, L the lower bound.
All results are modulo additive constants. Citations to results that are not our own are given in square brackets.

Theorem 3 The following variants are NP-hard: (a)
Finding a minimum set of guards for vertical segments
where the poser chooses the sides to be guarded. (b)
Finding a minimum set of guards for vertical segments
where both sides are to be guarded. (c) Finding a min-
imum set of guards for segments with any orientation
where the poser chooses the sides to be guarded. (d) All
the variants stated in this theorem and the preceding one
where the visibility region of each guard is restricted to
lie within a cone of some given angle emanating from
the guard. (e) Same as Theorem 2 where at least one
point on each segment has to be guarded. (f) Finding a
minimum set of guards for vertical segments where the
solver chooses the sides to be guarded.

The proofs of all these variations involve just small
changes to the proof of Theorem 2 and are therefore
omitted. We note that Theorems 2 and 3 also hold for
the all-but-δ case, as we describe in the Appendix.

6 Heuristics: Mixed Integer Programming

We used a Mixed Integer Programming (MIP) tool to
solve guarding problems, not for segment sides, but for
a closely related problem that is more faithful to the ge-
ometry of a computer data center. In these problems we
are given a set of rectangles inside a bounding rectan-
gle and for each rectangle we are required to guard the
Poser’s Choice of sides from the outside. We shall later
consider the Solver’s Choice variant of this problem.

The main idea is to place guard candidates (denoted
by G) within the cells of a grid and among these can-
didate locations, select a smallest set that guards all
required edges (denoted by E). To increase the guard-
ing quality, as a second priority we prefer guards that
are both near edges and see the edges from wider angles
(both properties mean better sight resolution). To eval-
uate the guarding quality, we proceed as follows. For
any edge e ∈ E seen by a candidate guard gi ∈ G, let ec

be the center of e and ve be a unit vector, perpendicu-
lar to e and directed inside the rectangle of e. Let vei
be a unit vector directed from gi to ec. Let dei be the
distance from ec to gi and let aei = 1−ve ·vei where the
operator · represents dot product. aei then measures
the viewing angle from gi. Then qei = dei + raei mea-
sures the viewing quality where r > 0 balances between

the distance and the angle measures. Let qi =
Σ

e∈Ei
qei

|Ei|
where Ei is the set of edges visible from gi. As qi is a
function of distances and viewing angles with respect to
all visible edges, it will serve as the candidate’s qual-
ity measure. Let Q = max1≤i≤m(qi), where m is the
number of candidates, be the largest such measure over
all candidates. As we need to make sure that the solu-
tion contains a minimum set of guards regardless of the
guarding quality, we penalize each guard i by (Q|G|+qi).
By using this penalty, it is easy to verify that a mini-
mum set of guards is generated and as a second priority,
candidates with better guarding qualities are preferred.

Let Mn×m be a matrix whose entry mi,j is 1 if and
only if candidate gj ∈ G guards edge ei ∈ E by the

above definition. Let ~C be the decision variables of our
model. It is a vector of size m with i-th element Ci

corresponding to whether gi ∈ G is chosen (Ci = 1) or
not (Ci = 0). Then the formulation as an IP instance
is:

Minimize: Σi∈{1...m}((qi +Q|G|)Ci)

Subject to: M · ~C ≥ ~1, ~C ∈ {0, 1}m

where · is the matrix multiplication operator.
We start with a sparse grid, and incrementally exe-

cute the MIP with denser and denser grids until the so-
lution stabilizes. We define stabilization as a sequence
of MIP executions where no improvement of the best
solution occurs. We denote the length of this sequence
by STABLE ITERS and use it as a program parameter.

When the instance is too large, there is a risk that
the MIP will not complete its execution within a rea-
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sonable amount of time. Hence, we limit the MIP’s
running time so that when a user-specified wait time,
MAX WAIT, expires, we relax the integer constraints
on the guard candidates and let them take arbitrary non
negative values (so shifting to Linear Programming, or
LP for short). Given the LP results, we find a guarding
set by iterating over them in the reverse order of their
LP values (so from high to low), adding guards as long
as not all required segments are guarded.

A high level description of the algorithm is given in
the pseudo-code below. The parameters for the algo-
rithms are:

� racks - racks with associated edges to be guarded

� gs - initial grid size

� gsif - how much to increase the grid density by with
each iteration. If we want to increase the grid den-
sity by 1% each time, then gsif = 1.01

� STABLE ITERS, MAX WAIT - defined above

Algorithm 1 Guarding Placement(racks, gs, gsif,
STABLE ITERS, MAX WAIT)

1: i⇐ 0
2: best⇐∞
3: bestSolution⇐ NIL
4: solver⇐ IP
5: while i < STABLE ITERS do
6: grid ⇐ build a grid with size gs
7: Compute the visibility matrix M
8: solution ⇐ execute solver
9: if solution found within time MAX WAIT then

10: if solution.size < best then
11: best ⇐ solution.size
12: bestSolution ⇐ solution
13: i⇐ 0
14: end if
15: i⇐ i+ 1
16: gs⇐ gs ∗ gsif
17: else
18: i⇐ 0
19: solver ⇐ LP
20: end if
21: end while
22: return bestSolution

In the Solver’s Choice guarding model, when we are
considering rectangles rather than segments, we desig-
nate pairs of opposite sides of each rectangle that should
be guarded and the problem solver has the choice of
which one to guard. To model this problem we re-
place the visibility matrix M with a pair of matrices
ML,MR, where ML describes what guards see the Left

or Top edges of the associated rectangles and MR de-
scribes what guards see the Right or Bottom edges of
the associated rectangles. In the IP and LP instances
we replace M · ~G ≥ ~1 with (ML +MR) · ~G ≥ ~1.

There is one catch with this model. When we go
through the pre-processing step of breaking segments
into sub-segments that are entirely seen by the respec-
tive candidate guards, as in the proof of Lemma 1),
the solution may end up seeing some sub-segments of a
given segment from one side and some from the other.
Thus, the model corresponds to the left-most case of
Solver’s Choice from Figure 4a. At this point we only
know how to get our heuristc to work for the Solver’s
Choice variant where one must see one side or the other
entirely if we don’t allow shared guarding of segments
by multiple cameras. We have not yet run experiments
for either of the Solver’s Choice visibility models.

7 Experiments

We used the Python MIP package [2] to execute both
the MIP and LP. We ran on a 64-bit Windows OS ma-
chine with Intel (R) Core(TM) i7-6700 CPUs running at
4.00GHz, configured with 4 cores and 8 logical proces-
sors. To increase the speed, we used the Numba pack-
age [1] to parallelize the construction of the visibility
matrix, M . Taking advantage of the Nvidia GPU card
GeForce GTX 1080 installed on our machine, Numba
speeded up the running time by roughly a factor of 500.
Using this speedup, a brute force computation of M was
fast enough to be negligible compared to the execution
time of the solver.

In our experiments we created random, disjoint, axis
aligned rectangles inside a bounding box to simulate
racks. For each rack we randomly selected one side to
be guarded. The racks were laid down on a 1000x1000
unit grid so that each edge was of maximum length 50
units. We started our iterations with candidate guards
placed within cells of size 50x50 units.

We carried out experiments with different numbers
of racks (10 to 300 with steps of 10). Some illustrative
examples with the found guard sets are shown in Figure
5. For each size, we ran several experiments and have
reported on the average performance. As we reached
as many as 100x100 guarding candidates on a 200 rack
set, our IP solver worked on input with 10000 decision
variables and 200 constraints. We allowed the IP to run
for 1000 seconds before switching to an LP.

Since the IP was the main bottleneck, we focus here
on the time taken to complete, when the heuristic actu-
ally came up with a real solution (as opposed to cases
where the grid was too sparse to provide a solution).
The performance is shown in Figure 6 (note the log
scale). When the number of racks exceeded 260, the
program switched very early on to an LP and as a result
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completed very fast. Hence, these instances are omitted
from Figure 6. Using a log scale the exponential growth
in time of the MIP solver becomes evident. Neverthe-
less, we have succeeded in emulating instances that are
proportional in size to large real-world data centers.

Figure 7 shows how the number of requisite guards
scales with the number of racks. We note an approxi-
mately linear relationship, with, on average, about one
guard needed for every 10 racks. The slightly increased
slope once the number of racks reached 260 may be at-
tributable to the switch to using the rounded LP solver.

(a) 190 Racks

(b) 250 Racks

Figure 5: Data centers with with 190 and 250 randomly
generated racks. The racks are drawn in blue, with
the sides that need to be guarded given in green. The
generated guard set is displayed in red.

8 Conclusions

Motivated by monitoring requirements in data centers
we introduced a variety of line segment guarding models
including the more practical all-but-δ variant. In addi-

Figure 6: Time taken to run the IP for different numbers
of racks.

Figure 7: Number of guards for different numbers of
racks.

tion, we described some new best combinatorial bounds
for these problems and showed that all problems are NP-
Complete to solve exactly. Our recent focus has been on
developing heuristics that scale to the size of large com-
mercial data centers (several hundred thousand square
feet or more). One such heuristic places candidate
guards within successively finer grids and solves the as-
sociated IP until a stable solution is found. When the
problem instances get too large and the IP fails to re-
turn a solution within a threshold amount of time we
resort to LP-rounding. Much work remains, namely to
run experiments on the Solver’s Choice variants, to pro-
vide theoretical guarantees on the performance of our
heuristic, as well as to benchmark how well the heuris-
tic does in cases where we know tight bounds from the
combinatorial analysis. On the pure theory side there
remains for us to tighten the combinatorial bounds and
move from segment visibility to the rectangle visibility
model.
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Appendix

Proof of Lemma 1. Given a claimed guard set {ci}Mi=1,
we must simply show that we can verify that the guard set
covers the set of segments to be guarded, S = {si}Ni=1, in
polynomial time. The problem then reduces to verification
of coverage of single arbitrary segment from among the set
S, say s1. Let us consider the problem of determining what
sub-segments of s1 are visible from a representative camera
we denote by C. WLOG we may assume s1 is vertically
aligned with endpoints A1 = (x1, a1), B1 = (x1, b1) and b >
a. Further, in the consideration of the effect of segments
among {s2, ..., .sN} that may be blocking C’s view of s1, we
only care about the projection of each si onto [A1, B1] from
the vantage point of C. See Figure 8. Thus if s2 = [A2, B2]
with A2 = (x2, a2), B2 = (x′2, b2) then we care about the
projection of A2 and B2 onto [A1, B1] from c. If only B2 ∈
4(C,A1, B1), as depicted in Figure 8, then we replace A1

with B2p, which is the projection of B2 onto [A1, B1]. If
only A2 ∈ 4(C,A1, B1) then we replace B1 with the A2p,
the projection of A2 onto [A1, B1], while if both A2, B2 ∈

Figure 8: The analysis of camera C’s view of segment
s1 = [A1, B1], which we assume to be vertically oriented.
In considering segment s2’s impact on C’s visibility we
consider the projection of its endpoint B2 onto [A1, B1]
– designated by B2p = (x1, b2p) in the Figure.

4(C,A1, B1) then we must keep track of two sub-segments,
[A1, B

′
1], [A′1, B1], rather than the former one, where now

B′1 < A′1 (unless C,A2, B2 are collinear).

The computation of the coordinates of the new endpoints
involves just a constant number of additions, subtractions,
multiplications and divisions of the numerators and denom-
inators of the prior endpoint coordinates, and each time we
consider an additional intervening segment from [s2, ..., sN}
we break the original segment s1 into at most one new sub-
segment. In the end, for each camera, we are left with an
ordered sequence of at most N visible sub-segments of the
original segment, that must be merged with the analogous
sequences of sub-segments from each of the other cameras
to verify complete coverage of the original segment s1.

For this purpose, we will sort the y-coordinates of all end-
points, and for each number in the list also keep track of
whether it is associated with the bottom (B) endpoint of a
segment or the top (T) endpoint of a segment. In the sorted
list insure that for endpoints with equal y-values, that the
Bs come before the Ts. Finally we walk once through the
sorted list of pairs (yj ,Γj),Γj ∈ {T,B}, treating each B
as an open parenthesis, and each T as a close parenthesis.
When the number of close parentheses equals the number of
open parentheses, say when the pair (yk, T ) is encountered,
we check whether there is a gap between yk and (yk+1, B)
in the next pair, assuming that (yk, T ) is not itself the last
entry in the sorted list. If any such gap is found, or if, in the
sorted list of endpoints, the smallest number does not equal
the bottom coordinate of the segment, s1, or if the largest
number does not equal the top coordinate of the segment s1
then there is a coverage problem. Otherwise the coverage is
complete. This sorting and verification process only requires
the comparison of two reals or rationals, depending on the
problem setup and analogous model of computation, and so
the entire verification process can be performed in polyno-
mial time. Thus all of our guarding problems are in NP in
their respective models of computation.

Proof of Theorem 2 We show a reduction from 3-SAT.
Let N be the number of variables and M be the number of
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clauses. Let K = max(N,M).

Figure 9: Reduction from 3-SAT: On the left are gadgets
for variables w, x, y and z. On the right are gadgets for
clauses (w ∨ x ∨ ȳ) and (w ∨ x̄ ∨ z). Guards associated
with the respective literals are indicated as circles to
the left of the respective truth or false gaps. The line of
site of a guard to the critical rightmost segment of each
clause is indicated with a dotted line. Lines of sight for
guards in the same clause are each of the same color.

Figure 9 illustrates the reduction. Each variable gadget
consists of a batch of six segments (placed on the left side of
the figure) and each clause gadget consists of a batch of five
segments (placed on the right side of the figure). The entire
structure is placed within a large-enough bounding box.

Each variable gadget consists of two identical columns of
three segments, shifted horizontally by a small amount. The
length of each segment is K−1

3K
and the vertical gaps be-

tween the segments are of length 1
2K

. Thus, the vertical
length of the entire gadget is 1 unit. The variable gadgets
are placed from top to bottom. The vertical distance be-
tween the columns of each gadget is set to 1

K3 . Thus, the
vertical length of the entire variable gadget structure is up-
per bounded by K+ (K−1)∗ 1

K3 . We also shift the gadgets
in a way that the horizontal distance between every two
neighboring gadgets is 1

K2 .
In each variable gadget we refer to the gaps between the

top two segments and the middle two segments (from two
columns) as the truth gap, and the gap between the middle
two segments and the bottom two segments as the false gap.
We refer to either gap as a literal gap. As we see later, there
is a correspondence between locating guards slightly left of
the left gaps and the assignments of the variables.

The clause gadgets are located on the right in a vertical
structure. Each gadget consists of one short vertical segment
on the right and four vertical segments with the same x-
coordinate to its left. Let some clause gadget be denoted by
c and let r be the right segment of c, and let L refer to the
four segments to the left of r. The length of r is set to 1

k4 and

its horizontal distance from L is K
1.1K−1

. The total length of
L is one unit and r is placed vertically in the middle of L so
that if the vertical coordinate of the bottom of L is y, the
bottom coordinate of r will be y + 0.5− 1

2K4 .
We define the guarding instance so that all segments have

to be guarded from the left. Based on the construction

above, the segments L will block r from seeing almost the
entire structure of the variable gadgets. The three gaps in
between the segments of L constitute the only way that r
can see the variable gadget structure. They are fine-tuned
so that r sees the gaps in the variable gadgets that corre-
sponds to the gadget literals (as described above). For that,
the three gaps in between the segments of L are located
on the line connecting the middle of r to the middle of the
corresponding literal defined above. Based on our construc-
tion, due to triangle similarities and angle computations, if
we place a guard 1

K6 units to the left of the left gap of the
corresponding litreral, it will see the entire right segment r
of the corresponding clause gadget.

For example, consider Figure 9 which corresponds to a
formula with three clauses (two of which are given in detail)
and four variables (w, x, y and z). Consider the middle
clause gadget c′ that corresponds to (w ∨ x ∨ ȳ): r′ sees the
three literal gaps that correspond to w, x and ȳ (the lines
of sight from the guards to the critical segment r′ are drawn
with dashed lines). The third clause, (w∨ x̄∨ z), is similarly
depicted.

Next we prove that a 3-SAT formula with N variables is
satisfied if and only if the segments are guarded by N guards.
⇒ Direction: Suppose the 3-SAT formula is satisfiable. We
place one guard near each corresponding literal gap as de-
scribed above. Next we show that all segments are guarded:

� Since the guard is located to the left of a gap, very close
to it near one of the gaps, he guards the segments of its
gadget.

� The four left segments of the clause gadgets are guarded
by all guards due to our construction and since the
guards can see through the variable gadgets.

� Due to our construction and since the 3-SAT formula
is satisfied, the right segments of all clause gadgets are
guarded by at least one guard.

⇐ Direction: Suppose all segments are guarded by N
guards. In order to guard the right three segments of each
variable gadget, we are forced to place a guard either inside
the vertical slab defined by the two columns of each of the
N variable gadgets or very close to their left gaps, consum-
ing all the guards. As all the right segments of the clause
gadgets are guarded as well, it means that at least one of the
guards guard each of the right segments. Thus some or all
of the guards are placed in the line of sight of the right seg-
ments. As each of the guards is associated with a variable,
together with this constraint the value of some or all of the
variables are determined so that the formula is satisfied.

We finally note that the reduction is polynomial in the size
of the input: each variable and each clause was translated
to a constant number of segments. Also, the length of the
segments are polynomial in the input, thus the necessary
precision is polynomial as well.

To see that Theorem 2 generalizes to the all-but-δ case,
observe that we are alternately hiding and revealing more
than a single point on the right-most segments from the
guards associated with the respective variable gadgets, and
hence we can coordinate hiding/revealing a sufficiently small
length δ along all the segments.
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Some Geometric Applications of Anti-Chains

Sariel Har-Peled∗ Mitchell Jones†

Abstract

We present an algorithmic framework for comput-
ing anti-chains of maximum size in geometric posets.
Specifically, posets in which the entities are geometric
objects, where comparability of two entities is implicitly
defined but can be efficiently tested. Computing the
largest anti-chain in a poset can be done in polynomial
time via maximum-matching in a bipartite graph, and
this leads to several efficient algorithms for the following
problems, each running in (roughly) O(n3/2) time:

(A) Computing the largest Pareto-optimal subset of a
set of n points in Rd.

(B) Given a set of disks in the plane, computing the
largest subset of disks such that no disk contains
another. This is quite surprising, as the indepen-
dent version of this problem is computationally
hard.

(C) Given a set of axis-aligned rectangles, computing
the largest subset of non-crossing rectangles.

1 Introduction

Partial orderings. Let (V,≺) be a partially ordered
set (or a poset), where V is a set of entities. An anti-
chain is a subset of elements D ⊆ V such that all pairs
of elements in D are incomparable in (V,≺). A chain
is a subset C ⊆ V such that all pairs of elements in
C are comparable. A chain cover C is a collection of
chains whose union covers V . Observe that any anti-
chain can contain at most one element from any given
chain. As such, if C is the smallest collection of chains
covering V , then for any anti-chain D, |D| ≤ |C|. Dil-
worth’s Theorem [3] states that the minimum number
of chains whose union covers V is equal to the anti-chain
of maximum size.

Implicit posets arising from geometric problems. We
are interested in implicitly defined posets, where the el-
ements of the poset are geometric objects. In particular,
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if one can compute the largest anti-chain in these im-
plicit posets, we obtain algorithms solving natural geo-
metric problems. To this end, we describe a framework
for computing anti-chains in an implicitly defined poset
(V,≺), under the following two assumptions: (i) com-
parability of two elements in the poset can be efficiently
tested, and (ii) given an element v ∈ V , one can quickly
find an element u ∈ V with v ≺ u.

As an example, let P be a set of n points in the plane.
Form the partial ordering (P,≺), where q ≺ p if p dom-
inates q. One can efficiently test comparability of two
points, and given q, can determine if it is dominated
by a point p by reducing the problem to an orthogonal
range query. Observe that an anti-chain in (P,≺) corre-
sponds to a collection of points in which no point domi-
nates another. The largest such subset can be computed
efficiently by finding the largest anti-chain in (P,≺), see
Lemma 6.

Previous work. Posets have been previously utilized
and studied in computational geometry [10, 5, 8]. For
the poset (P,≺) described above, Felsner and Wernisch
[5] study the problem of computing the largest subset
of points which can be covered by k-antichains.

Our results. We describe a general framework for com-
puting anti-chains in posets defined implicitly, see The-
orem 4. As a consequence, we have the following appli-
cations:

(A) Largest Pareto-optimal subset. Let P ⊆ Rd be a set
of n points. A point p ∈ Rd dominates a point
q ∈ Rd if p ≥ q coordinate wise. Compute the
largest subset of points S ⊆ P , so that no point in S
dominates any other point in S. In two dimensions
this corresponds to computing the longest down-
ward “staircase”, which can be done in O(n log n)
time (our algorithm is not interesting in this case).
However, for three and higher dimensions, it corre-
sponds to a surface of points that form the largest
Pareto-optimal subset of the given point set.

(B) Largest loose subset. Let D be a set of n regions
in Rd. A subset S ⊆ D is loose if for every pair
d1, d2 ∈ S, d1 6⊆ d2 and d2 6⊆ d1. This is a weaker
concept than independence, which requires that no
pair of objects intersect. Surprisingly, computing
the largest loose set can be done in polynomial
time, as it reduces to finding the largest anti-chain
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Figure 1.1: Left: A set of points on lines. Middle: A point reaching another. Right: An isolated subset.

Computing largest subset of Entities Running time Ref

Pareto-optimal Points in Rd, d > 2 Õ(n1.5) Lemma 6

Loose Arbitrary regions in Rd O(n2.5) Corollary of Lemma 1

Arbitrary regions in Rd with a dynamic range
searching data structure, Q(n) time per operation

O(n1.5Q(n)) Lemma 10

Disks in the plane Õ(n1.5) Corollary 12

Non-crossing Axis aligned rectangles in R2
Õ(n1.5) Lemma 15

Isolated Points on lines in R2 O(n3) Lemma 17

Table 1.1: Our results, where Õ hides factors of the form logc n (c may depend on d).

in a poset. Compare this to the independent set
problem, which is NP-Hard for all natural shapes
in the plane (triangles, rectangles, disks, etc).

(C) Largest subset of non-crossing rectangles. Let R be a
set of n axis-aligned rectangles in the plane. Com-
pute the largest subset of rectangles S ⊆ R, such
that every pair of rectangles in S intersect at most
twice. Equivalently, S is non-crossing , or S forms
a collection of pseudo-disks.

(D) Largest isolated subset of points. Let L be a collec-
tion lines in the plane (not necessarily in general
position), and let P be a set of points lying on the
lines of L. A point p ∈ P can reach a point q ∈ P
if p can travel from left to right, along the lines of
L, to q. A subset of points Q ⊆ P are isolated if
no point in Q can reach any other point in Q using
the lines L, see Figure 1.1.

Our results are summarized in Table 1.1.

2 Framework

2.1 Computing anti-chains

The following is a constructive proof of Dilworth’s The-
orem from the max-flow min-cut Theorem, and is of

course well known [9]. We provide a proof for the sake
of completeness.

Lemma 1 Let (V,≺) be a poset. Assume that compara-
bility of two elements can be checked in O(1) time. Then
a maximum size anti-chain in (V,≺) can be computed
in O(n2.5) time.

Proof. Given (V,≺), construct the bipartite graph G =
(U,E), where U = V − ∪ V + and V −, V + are copies
of V . Add an edge (v−, u+) to E when v ≺ u in
(V,≺). Next, compute the maximum matching in G
using the algorithm of Hopcroft-Karp [6], which runs
in time O

(
|E|
√
|U |
)

= O(n2.5). Let M ⊆ E be the
resulting maximum matching in G. Define Q− ⊆ U−

as the set of unmatched vertices. A path in G is al-
ternating if the edges of the path alternate between
matched and unmatched edges. Let S ⊆ V − ∪ V +

be the set of vertices which are members of alternat-
ing paths starting from any vertex in Q−. Finally, set
D = {v ∈ V | v− ∈ S, v+ 6∈ S}. We claim D is an anti-
chain of maximum size.

Conceptually, suppose that G is a directed network
flow graph. Modify G by adding two new vertices s and
t and add the directed edges (s, v−) and (v+, t), each
with capacity one for all v ∈ V . Finally, direct all edges
from V − to V + with infinite capacity. By the max-flow
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min-cut Theorem, the maximum matching M , induces
a minimum s-t cut, which is the cut (s+ S, t+ U \ S),
where S is defined above. Indeed, s+S is the reachable
set from s in the residual graph for G. To see why D is
an anti-chain, suppose that there exist two comparable
elements v, u ∈ D. This implies that v−, u− ∈ S and
v+, u+ /∈ S. Assume without loss of generality that
v ≺ u. This implies that (v−, u+) is an edge of the
network flow graph G with infinite capacity that is in
the cut (s+S, V \S+ t). This contradicts the finiteness
of the cut capacity.

We next prove that |D| is maximum. Note that an
element v ∈ V is not in D if v− /∈ S or v+ ∈ S. If
v− /∈ S then (s, v−) is in the cut. Similarly, if v+ ∈ S
then (v+, t) is in the cut. Since the minimum cut has
capacity |M |, there are at most |M | such vertices, which
implies that |D| ≥ n− |M |.

On the other hand, a chain cover C for (V,≺) can
be constructed from M . Given (V,≺), create a DAG H
with vertex set V . We add the directed edge (u, v) to H
when u ≺ v.1 Now an edge (u−, v+) in M corresponds
to the edge (u, v) of H. As such, a matching corresponds
to a collection of edges in H, where every vertex appears
at most twice. Since H is a DAG, it follows that M
corresponds to a collection of paths in H. The end
vertex x of such a path corresponds to a vertex x− ∈
V − that is unmatched (as otherwise, the path can be
extended), and this is the only unmatched vertex on this
path. There are at most n− |M | unmatched vertices in
V −, which implies that |C| ≤ n − |M |. Hence, D is
an anti-chain with |D| ≥ n − |M | ≥ |C|. Additionally,
recall that for any anti-chain D′, |D′| ≤ |C|. These
two inequalities imply that D is of maximum possible
size. �

Remark 2 As described above, the edges of the match-
ing M correspond to a collection of edges in the DAG
H. These edges together form a collection of vertex-
disjoint paths which cover the vertices of H, and this is
the minimum possible number of paths needed to cover
the vertices.

2.2 Computing anti-chains on implicit posets

Here, we focus on computing anti-chains in posets, in
which comparability of two elements are efficiently com-
putable. Our main observation is that one can use range
searching data structures to run the Hopcroft-Karp bi-
partite matching algorithm faster [6]. This observation
goes back to the work of Efrat et al. [4], where they
study the problem of computing a perfect matching M
in a weighted bipartite graph G such that the maximum
weight edge in M is minimized. They focus on solving
the decision version of the problem: given a parameter

1Equivalently, H is the transitive closure of the Hasse diagram
for (V,≺).

r, is there a perfect matching M with maximum edge
weight at most r?

Theorem 3 ([4, Theorem 3.2]) Let G be a bipartite
graph on n vertices with bipartition A ∪B, and r > 0 a
parameter. For any subset U ⊆ B ofm vertices, suppose
one can construct a data structure D(B) such that:
(i) Given a query vertex v ∈ A, D(B) returns a vertex

u ∈ B such that the wight of the edge (u, v) is at
most r (or reports that no such element in B exists)
in T (m) time.

(ii) An element of B can be deleted from D(B) in T (m)
time.

(iii) D(B) can be constructed in O
(
m · T (m)

)
time.

Then one can decide if there is a perfect matching M in
G, such that all edges in M have weight at most r, in
O
(
n1.5 · T (n)

)
time.

Recently, Cabello and Mulzer [1] also use a similar
framework as described above for computing minimum
cuts in disk graphs in Õ(n1.5) time. We show that the
above framework can also be extended to computing
anti-chains, with a small modification to the data struc-
ture requirements.

Theorem 4 Let (V,≺) be a poset, where n = |V |. For
any subset P ⊆ V of m elements, suppose one can con-
struct a data structure D(P ) such that:
(i) Given a query v ∈ V , D(P ) returns an element

u ∈ P with v ≺ u (or reports that no such element
in P exists) in T (m) time.

(ii) An element can be deleted from D(P ) in T (m)
time.

(iii) D(P ) can be constructed in O
(
m · T (m)

)
time.

Then one can compute the maximum size anti-chain for
(V,≺) in O

(
n1.5 · T (n)

)
time.

Proof. Create the vertex set U = V − ∪ V + of the bi-
partite graph G = (U,E) associated with (V,≺). The
neighborhood of a vertex in the bipartite graph can
be found by constructing and querying the data struc-
ture D. Recall that in each iteration of the maximum
matching algorithm of Hopcroft-Karp [6], a BFS tree is
computed in the residual network of G. Such a tree
can be computed in O(nT (n)), as can be easily veri-
fied (the BFS algorithm is essentially described below).
Furthermore, the algorithm terminates after O(

√
n) it-

erations, which implies that one can compute the max-
imum matching in G in O(n1.5 · T (n)) time. See Efrat
et al. [4] for details. Let M be the matching computed.

By Lemma 1, computing the maximum anti-chain
reduces to computing the set of vertices which can
be reached by alternating paths originating from un-
matched vertices in V −. Call this set of vertices S, as
in Lemma 1.

To compute S, we do a BFS in the residual network of
G. To this end, build the data structure D(V +). Start
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at an arbitrary unmatched vertex v ∈ V −, add it to
S, and query D(V +) to travel to a neighbor u ∈ V +

along an unmatched edge. Add u to S and delete u
from D(V +). Travel back to a vertex x in V − using
an edge of the matching M (if possible) and add x to
S. This process is iterated until the alternating path
has been exhausted. Then, restart the search from v (if
v has any remaining unmatched neighbors) or another
unmatched vertex of V −. Observe that each vertex in
V + is inserted and deleted at most once from the data
structure D. Furthermore, each query to D can be
charged to a vertex deletion. Hence, S can be computed
in O(n · T (n)) time.

Given S, in O(n) time we can compute a maximum
anti-chain D = {v ∈ V | v− ∈ S, v+ 6∈ S}. �

3 Applications

3.1 Largest Pareto-optimal subset of points

Definition 5 Let P be a set of points in Rd. A point
p ∈ Rd dominates a point q ∈ Rd if p ≥ q coordinate
wise. The point set P is Pareto-optimal if no point
in P dominates any other point in P .

Lemma 6 Let P ⊂ Rd be a set of n points. A Pareto-
optimal subset of P of maximum size can be computed
in O(n1.5(log n/ log log n)d−1) time.

Proof. Form the implicit poset (P,≺) where q ≺ p
⇐⇒ p dominates q. Hence, two elements are incompa-
rable when neither is dominated by the other. As such,
computing the largest Pareto-optimal subset is reduced
to finding the maximum anti-chain in (P,≺).

To apply Theorem 4, one needs to exhibit a data
structure D with the desired properties. For a given
query q, finding a point p ∈ P with q ≺ p corresponds
to finding a point p which dominates q. Equivalently,
such a point in P exists if and only if it lies in the
range [q1,∞) × . . . × [qd,∞). This is a d-sided orthog-
onal range query. Chan and Tsakalidis’s dynamic data
structure for orthogonal range searching [2] suffices—
their data structure can handle deletions and queries
in T (n) = O((log n/ log logn)d−1) amortized time, and
can be constructed in O(n · T (n)) time. �

3.1.1 Chain decomposition

Let P be a set of n points in Rd. We would like to
decompose P into disjoint chains of dominated points,
such that all the points are covered, and the num-
ber of chains is minimum. By Remark 2, this can be
done by running the algorithm Lemma 6, and convert-
ing the bipartite matching to chains. This would take
O(n1.5(log n/ log logn)d−1) time.

As a concrete example, suppose we want to solve
a more restricted problem in the planar case—
decomposing a given point set into chains of points (that
are monotone in both x and y), such that no pair of
chains intersect.

Suppose that we have computed a chain decomposi-
tion of the points P . Let C1 and C2 be two chains of
points, each with an edge piqi in Ci (and pi dominates
qi) for i = 1, 2 such that p1q1 and p2q2 intersect in the
plane. An exchange argument shows that by deleting
these two edges and adding the edges p1q2 to C1 and
p2q1 to C2, we decrease the total length of the chains.
Indeed, let s be the intersection point of the edges p1q1
and p2q2. By the triangle inequality and assuming the
points of P are in general position,

‖p1 − q2‖+ ‖p2 − q1‖
< ‖p1 − s‖+ ‖s− q2‖+ ‖p2 − s‖+ ‖s− q1‖
= ‖p1 − q1‖+ ‖p2 − q2‖.

p2

p1

q1

q2
s

C1
C2

As such, suppose we assign a weight to each edge in
the bipartite graph G equal to the distance between the
two corresponding points. If k is the size of the maxi-
mum (unweighted) matching in G, then we can compute
a matching of cardinality k with minimum weight by
solving a min-cost flow instance on G (using the weights
on the edges of G as the costs). This implies that the re-
sulting chain decomposition covers all points of P , and
no pair of chains intersect. We obtain the following.

Lemma 7 Let P be a set of n points in the plane in
general position. In polynomial time, one can com-
pute the minimum number of non-intersecting (x, y)-
monotone polygonal curves covering the points of P ,
where every point of P must be a vertex of one of
these polygonal curves, and the vertices of the polygo-
nal curves are points of P .

Remark 8 If we do not require the collection of polyg-
onal curves to be non-intersecting, there is a much sim-
pler algorithm. Create a directed acyclic graph H =
(P,E), where (p, q) ∈ E if p dominates q. Observe that
all of the points S ⊆ P in H with out-degree zero form
a polygonal curve. We add this curve to our collection
and recursively compute the set of curves on the residual
graph H \ S. While the number of polygonal curves is
minimum, the resulting curves may intersect.
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3.2 Largest loose subset of regions

Definition 9 Let D be a collection of n regions in Rd.
Such a collection D is loose if no region of D is fully
contained inside another region of D.

Lemma 10 Let D be a collection of n regions in Rd.
For any subset R ⊆ D of m regions, suppose one can
construct a data structure D(R) such that:
(i) Given a query d ∈ D, D(R) returns a region d′ ∈ R

with d′ ⊆ d (or reports that no such region in R
exists) in Q(m) time.

(ii) A region can be deleted from D(R) in Q(m) time.
(iii) D(R) can be constructed in O

(
m ·Q(m)

)
time.

Then one can compute the largest loose subset of D in
O
(
n1.5 ·Q(n)

)
time.

Proof. Form the implicit poset (D,≺), where d′ ≺ d
⇐⇒ the region d is contained in the interior of d′. In
particular, a subset of regions are loose if and only if
they form an anti-chain in (D,≺).

The proof now follows by considering the poset (D,≺)
described above and applying Theorem 4 using the data
structure D. �

3.2.1 Largest loose subset of disks

We show how to compute the largest loose subset when
the regions are disks in the plane. To apply Lemma 10,
we need to exhibit the required dynamic data structure
D.

Lemma 11 Let D be a set of n disks in the plane.
There is a dynamic data structure D, which given a
query disk q, can return a disk d′ ∈ D such that d′ ⊆ q
(or report that so such disk exists) in O(log2 n) de-
terministic time. Insertion and deletion of disks cost
O(log10+ε n) amortized expected time, for all ε > 0.

Proof. Associate each disk d ∈ D, which has center cd
and radius rd, with a weighted distance function δd :
R2 → R, where δd(p) = ‖cd − p‖ + rd. Observe that a
disk d is contained inside the interior of a disk q if and
only if δd(cq) ≤ rq. For a query disk q, our goal will be
to compute arg mind∈D δd(cq). After finding such a disk
d′, return that d′ ⊆ q if and only if δd′(cq) ≤ rq.

Hence, the problem is reduced to dynamically main-
taining the function F (p) = mind∈D δd(p), for all p ∈ R2,
under insertions and deletions of disks. Equivalently, F
is also the lower envelope of the xy-monotone surfaces
defined by {δd | d ∈ D} in R3. This problem was studied
by Kaplan et al. [7]: They prove that if F is defined by
a collection of additively weighted Euclidean distance
functions, then F can be computed for a given query p
in O(log2 n) time. Furthermore, updates can be han-

dled in O
(
2O(α(logn)2) log10 n

)
time, where α(n) is the

inverse Ackermann function. �

Corollary 12 Let D be a set of n disks in the plane.
The largest loose subset of disks can be computed in
O(n1.5 log10+ε n) expected time, for all ε > 0.

Proof. Follows from Lemma 10 in conjunction with the
data structure described in Lemma 11. �

Remark 13 By Remark 2, one can decompose a given
set of n disks into the minimum number of disjoint tow-
ers, where each tower is a sequence of disks of the form
d1 ⊆ d2 ⊆ · · · ⊆ dt. The resulting running time is as
stated in Corollary 12.

3.3 Largest subset of non-crossing rectangles

Definition 14 A collection R of axis-aligned rectan-
gles are non-crossing if the boundaries of every pair of
rectangles in R intersect at most twice.

Lemma 15 Let R be a set of n axis-aligned rectangles
in the plane. A non-crossing subset of R of maximum
size can be computed in O(n1.5(log n/ log logn)3) time.

Proof. For each rectangle R ∈ R, let t(R) and b(R)
denote the y-coordinate of the top and bottom sides of
R, respectively. Similarly, l(R) and r(R) denotes the
x-coordinate for the left and right sides of R.

Form the poset (R,≺) where

R′ ≺ R ⇐⇒ [l(R), r(R)] ⊆ [l(R′), r(R′)]

and [b(R′), t(R′)] ⊆ [b(R), t(R)].

Observe two rectangles R and R′ are incomparable if
and only if the boundaries of R and R′ intersect at
most twice. In particular, the largest subset of non-
crossing rectangles corresponds to the largest anti-chain
in (R,≺).

To apply Theorem 4, we need a dynamic data
structure which, given a rectangle R ∈ R, returns
any rectangle in R′ ∈ R where R ≺ R′. Equiva-
lently, we want to return a rectangle R′ ∈ R such
that [l(R′), r(R′)] ⊆ [l(R), r(R)] and [b(R), t(R)] ⊆
[b(R′), t(R′)]. To do so, map each rectangle R ∈ R
to the point (l(R), r(R), t(R), b(R)) ∈ R4. The query
of interest reduces to a 4-sided orthogonal range query
in R4. Chan and Tsakalidis’s dynamic data structure
for orthogonal range searching [2] supports such queries
and updates in time O((log n/ log logn)3), implying the
result. �

3.4 Largest subset of isolated points

Let L be a set of n lines in the plane. We assume that
no line in L is vertical and L may not necessarily be in
general position. Let P be a set of n points lying on the
lines of L.
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Definition 16 Given a set of lines L and points P ly-
ing on L, a p ∈ P can reach a point q ∈ P if it possible
for p to reach q by traveling from left to right along lines
in L. The set P is isolated if no point in P can reach
another point in P .

The partial ordering. Fix the collection of lines L.
Given P , create the poset (P,≺), where p ≺ q ⇐⇒ p
can reach q using the lines of L. Observe that any subset
of isolated points directly corresponds to an anti-chain
in (P,≺).

Lemma 17 Let P be a collection of n points in the
plane lying on a set L of n lines. The largest subset
of isolated points can be computed in O(n3) time.

Proof. We can assume that every point of P lies on
at least two lines of L. If not, shift such a point p to
the right along the line it lies on, until p encounters an
intersection.

Start by computing the arrangement A(L) of the lines
L. Next, construct a directed graph G with vertex set
equal to the vertices of A(L). By assumption, P is a
subset of the vertices of G. The edges of G consist of
the edges of the arrangement A(L) (any edges of A(L)
which are half-lines are ignored). For each edge of A(L)
with endpoints u, v, we direct the edge in G from u to
v when u has a smaller x-coordinate than v. Next, for
each p ∈ P , determine the set of points of P reachable
from p by performing a BFS in G. Thus, given any
two points, we can determine if they are comparable
in O(1) time. Apply Lemma 1 to obtain the largest
isolated subset.

To analyze the running time, note that computing the
arrangement A(L) and constructing G can be done in
O(n2) time. A BFS from n points in G costs O(n3) time
total. Finally, the largest isolated subset can be found
in O(n2.5) time by Lemma 1. �
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Discrete Helly type theorems

Frederik Brinck Jensen∗ Aadi Joshi† Saurabh Ray‡

Abstract

We show the following discrete Helly-type results in the
plane. Let P be a set of points and D a family of convex
pseudodisks in the plane s.t. every triple of pseudodisks
in D intersects at a point in P . Then, two of the points
in P hit all pseudodisks in D. Three similar results that
we prove with the roles of points and regions exchanged
are the following: let P be a set of points and H a set of
halfspaces in the plane s.t. every triple of points from
P is covered by some halfspace in H. Then, two of the
halfspaces in H cover all points in P . If, instead, every
pair of points in P is covered by some halfspace in H,
we show that three of halfspaces in H suffice to cover
all points in P . Finally, we show that if every pair of
points is covered by an axis-parallel rectangle, then five
rectangles are required to cover all points.

1 Introduction

Let C be a finite collection of convex sets in Rd. Helly’s
theorem states that if every d+ 1 of these sets intersect
at a common point in Rd then all the convex sets in C
intersect at a common point in Rd.

It is natural to ask if a discrete version of Helly’s
theorem is true. Instead of requiring that every d+ 1 of
convex sets intersect at some point in Rd, suppose that
we require that they intersect at some point in a discrete
set of points P . Then, can we conclude that all the
convex sets intersect at some point in P? Unfortunately,
this statement is not true even if we require that every
k of the convex sets intersect at a point in P for some
large constant k ≥ d+ 1 and we want to conclude that
all convex sets in C can be hit by some large constant
number of points. To see this, consider a set P of n
points in convex position in Rd and let C be the set of
the convex hulls of every subset of P of size greater than
n − n

k . Then the total size (in terms of the number of
points of P contained) of any subset of k sets in C is
more than (k−1)n and thus they must have a common
point in P . On the other hand, no subset of P of size
less than n/k can hit all the convex sets in C.

We show that such a statement is true for some simple
regions in the plane. We believe that the phenomenon

∗New York University Abu Dhabi, fj414@nyu.edu
†New York University Abu Dhabi, aj1566@nyu.edu
‡New York University Abu Dhabi, sr194@nyu.edu

is more general but we currently lack tools for proving
such results.

2 Discrete Helly type theorem for halfplanes

We start with a simple Helly-type result for halfspaces
in the plane.

Theorem 1 Let P be a finite set of n points and H a
set of halfspaces in the plane. If every subset of 3 points
in P belongs to some halfspace H ∈ H then there exists
two halfspaces H1, H2 ∈ H whose union covers P .

Proof. Let PCH ⊆ P denote the subset of points in
P that lie on the convex hull CH(P ) of P . Consider
the halfspace H1 ∈ H containing the largest number of
points from PCH . Note that since there is a halfspace
in H covering any triple of points in PCH , H1 contains
at least three points of PCH .

If H1 contains all points in PCH , then H1 contains
all points in P and the theorem follows. Otherwise, the
boundary of H1 intersects two edges of the boundary of
CH(P ). Let p and q be endpoints of these two edges
contained in H1. See figure 1. Note that p and q cannot
be the same point since this would mean that H1 con-
tains only one point of PCH and we argued earlier that
H1 contains at least three points of PCH .

The line through p and q splits CH(P ) into two re-
gions, one of which is covered by H1. Let A be the
region covered by H1 and let B be the other region. Let
r ∈ PCH be a point not contained in H1. By assump-
tion, there exists a halfspace, H2, that contains p, q, and
r.

Since H2 contains p and q, H2 covers either A or B.
If H2 covered A, then it would contain all points of PCH

in H1 and the additional point r ∈ PCH . This would
contradict the maximality of H1. Thus H2 must cover
B. Thus H1∪H2 covers CH(P ) and the theorem follows.

�

We now show that the ‘3’ in Theorem 1 is tight i.e.,
it cannot be replaced by ‘2’. To this end, we construct
a set of points P and a set of halfspaces H so that every
pair of points in P is covered by a halfspace in H and
yet no pair of halfspaces in H cover all points in P .

Figure 2 shows a disk D and three arcs with a very
large radius of curvature so that any tangent to any of
the arcs passes through the discD and does not intersect
any of the other arcs. We construct a point set P with
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n points by distributing n/3 points uniformly on each
of the three arcs. We define the set of halfspaces H as
follows. For each point p on some arc li, i ∈ {0, 1, 2}, let
Hp be a halfspace not containing p and containing all
other points on li so that the boundary of Hp is parallel
and arbitrarily close to the tangent to li at p. Note that
Hp contains all points on lj where j = (i+1) mod 3 and
does not contain any of the points in lk where k = (i−1)
mod 3. H is the set {Hp : p ∈ P}.

For any two points p, q ∈ P , we argue that there is a
halfspace in H containing both p and q. There are two
cases depending on whether p and q lie on the same arc
or on different arcs. If p and q lie on the same arc li,
then Hr where r is any point on lk where k = (i − 1)
mod 3 contains both p and q. If p and q lie on different
arcs then without loss of generality, assume that p lies
on li and q lies on lj where j = (i + 1) mod 3. Then
Hr, where r is any point on li other than p, contains
both p and q.

Now, we argue that no two halfspaces in H cover all
points in P . To see this consider any pair of halfspaces
Hp and Hq. If both p and q lie on the same arc li then
none of the points in lk where k = (i − 1) mod 3 are
covered by Hp ∪Hq. If p and q lie on different arcs, we
assume without loss of generality that p lies on an arc li
and q lies on lj where j = (i+1) mod 3. Then Hp∪Hq

does not cover p.

Remark. The above example also improves a result
from [1]. Lemma 17 of [1] shows that given a set P
of n points in the plane, it is not always possible to
hit all halfspaces in the plane containing more than εn
points of P with just two points in P if ε < 3/5. Our
construction improves the bound 3/5 to 2/3 since all
the halfspaces in our example contain 2n/3 − 1 points
and it is easily seen that no two points hit all halfspaces.

In our example, two halfspaces barely fail to cover

p

q

r

H1

H2

A B

Figure 1: LetH1 be the halfspace that contains the most
points in PCH . As depicted, the only positioning of any
halfspace H2 containing p, and q, and a point r 6∈ H1

that avoids parts of P \H1 must contain more points on
the convex hull of P than H1, which is a contradiction.
The dashed line, H2, can therefore not exist and we are
left with a halfspace that covers the remaining points
not contained in H1.

all the points when every pair of points in P is covered
by a halfspace. It seems intuitive that three halfspaces
should suffice to cover all points under this constraint.
Indeed this is true and we show this later in Theorem 7.

3 Discrete Helly type theorem for convex pseu-
dodisks

A set of simply connected regions in the plane form a
family of pseudodisks if the boundaries of any pair of
regions either do not intersect or intersect at exactly
two points. Furthermore, there are no tangential inter-
sections, i.e., at each intersection the boundaries prop-
erly cross. Examples of families of pseudodisks include
disks, squares, unit height rectangles, and homothets of
a convex region.

Let P ⊂ R2 be a set of points and D a family of
convex pseudodisks in the plane. We will show that if
every three pseudodisks in D intersect at a point in P ,
then there exist two points in P that together hit all
the pseudodisks in D.

We first need a definition and some lemmas.

Definition 1 For any disk D ∈ D we define its core
core(D) with respect to P as the convex hull of D ∩ P .
See Figure 3.

Even though the core of a pseudodisk D is defined
with respect to the point set P , we will skip the reference
to P when it is clear from the context.

Note that any pseudodisk D ∈ D contains its core
since D is convex. Let C be the set of cores of the disks
D ∈ D.

Lemma 2 The intersection of all cores in C is non-
empty.

Proof. Since every triple of convex pseudodisks in D
intersects at some point p ∈ P that belongs to the cores

l0

D

n
3

n
3

n
3

l1

l2

Figure 2: Counterexample that shows the tightness of
Theorem 1.
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D

core(D)

Figure 3: The dashed line outlines core(D).

of all three of them, all triples of cores in C have a non-
empty intersection. Thus, by Helly’s theorem all cores
in C intersect at a point in R2 (which may not be a point
in P ). �

The next lemma follows from Lemma 5 in [2] by using
an empty set as the set of compulsory edges.

Lemma 3 There exists a straight-edge plane triangu-
lation on P denoted T such that the points and edges
inside any pseudodisk in D form a connected subgraph
of T .

Lemma 5 in [2] is for arbitrary non-convex k-admissible
regions (which includes pseudodisks) and therefore al-
lows the edges to be curved. However, for convex pseu-
dodisks, it does yield a straight-edge drawing. In fact,
it shows that any maximal subset of the

(
n
2

)
edges de-

fined by P which are pairwise non-crossing and which
do not cut across any of the cores of the regions form
such a triangulation. Note that if D is a set of circular
disks in the plane, then the Delaunay triangulation of P
provides the triangulation claimed in the lemma above.

Lemma 4 If the core of some D ∈ D intersects an edge
e ∈ T , then D must contain at least one of the endpoints
of e.

Proof. Since the edges of T are straight line segments,
the points and edges inside any core in C also form a
connected sub-graph of T . If the core of a disk D ∈ D
intersects an edge e ∈ T but does not contain either
endpoint of e, then we obtain a contradiction since the
edges lying in core(D) cannot form a connected sub-
graph of T . Thus core(D) must contain an endpoint of
e. �

Lemma 5 There exist two points p, q ∈ P that hit all
disks in D.

Proof. Let x ∈ R2 be a point in the common inter-
section ∩D∈D core(D) of all cores. By lemma 2, such a
point x exists. Let T be the triangle in the triangulation
T containing x. Since all the cores contain x, all cores
intersect the edges of T and thus, by Lemma 4 contain
at least one of the three corners of T . In other words,
the three corners of T hit all pseudodisks.

We now show that one of the corners is redundant
and can be dropped. Assume, for contradiction that all

three corners of T are necessary i.e. for each corner there
exists a pseudodisk that is hit only by that corner among
the three corners. These three pseudodisks intersect
inside T at x and, by definition, at some point in p ∈
P which must lie outside T . Since the intersection of
the three convex pseudodisks is convex, all three disk
contain the segment joining x and p. Therefore, they all
intersect some edge e ∈ T . However, by Lemma 4 this
means that all three disks are hit by the two endpoints
of e contradicting the assumption that all three corners
are necessary for hitting the three disks.

�

Thus we have proved the following theorem.

Theorem 6 Given a set of points P and set of con-
vex pseudodisks D in the plane s.t. every triple of pseu-
dodisks in D intersects at a point in P , there exists a set
of two points {p, q} ⊆ P which intersects each D ∈ D.

Remark. The above theorem implies that given a
set of n points and a set D of convex pseudodisks in the
plane, all pseudodisks in D containing more than 2n/3
points can be hit by two points. This is because any
three sets containing more than 2n/3 elements of a set
of size n must have a common element. This generalizes
Theorem 18 of [1] which proves this for disks.

Note that Theorem 6 is true for halfspaces in the
plane too since we can think of halfspaces as disks of
infinite radius. This can be used to prove the following
theorem.

Theorem 7 Let H be a set of halfspaces and let P be a
set of points in the plane such that for each pair of points
in P , there is a halfspace in H covering both points.
Then, three of the halfspaces in H cover all points in P .

Proof. Let H′ be a set of halfspaces consisting of the
complements of the halfspaces in H. Assume for con-
tradiction that no three halfspaces in H cover all points
in P . This means that every triple of halfspaces in H′
intersects at a point in P . Since the halfspaces in H′
can be thought of as disks of infinite radius, we can ap-
ply Theorem 6 to H′ and P to conclude that two points
p, q ∈ P hit all halfspaces in H′. This implies that each
halfspace in H avoids at least one of the points in {p, q}.
This contradicts the assumption that for every pair of
points in P , there is some halfspace in H that contains
both. �

4 Discrete Helly type theorem for disks

Theorem 8 Let D be a set of disks and let P be a set
of points in the plane such that every tripe of points in
P is covered by a disk in D. Then, two disks in D cover
all points in P .
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Proof. Let Ds be the disk of smallest radius that covers
all points in P . Note that Ds may not be in D. Ds must
contain two or three points on its boundary. Let D1 be
the disk in D that covers all points on the boundary of
Ds and covers the greatest number of points in P out of
all such disks. Then, D1 either covers all points in P , in
which case we are done, or there is a region in Ds that
is not covered by D1. This region lies on one side of the
chord defined by two points p1, p ∈ P on the boundary
of Ds. �

5 Open Problems

It is natural to ask whether analogues of Theorems 1
and 6 are true when halfspaces and pseudodisks are
replaced by other regions. We mention two that we
find intriguing.

Open problem 1. Let D be a set disks and let P
be a set of points in R2 s.t. for every triple of points in
P , there is a disk in D covering the three points. How
many disks of D suffice to cover all points (in the worst
case)? We believe that two disks in D suffice.

Open Problem 2. Let R be a set of axis-parallel
rectangles and let P be a set of points in the plane s.t.
every triple of rectangles in R intersects at a point in
P . How many points from P suffice to hit all rectangles
in R.
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Abstract

Given a simplicial complex K and an injective func-
tion f from the vertices of K to R, we consider al-
gorithms that extend f to a discrete Morse function
on K. We show that an algorithm of King, Knudson
and Mramor can be described on the directed Hasse di-
agram of K. Our description has a faster runtime for
high dimensional data with no increase in space.

1 Introduction

Milnor’s classical Morse theory provides tools for inves-
tigating the topology of smooth manifolds [16]. In [9],
Forman showed that many of the tools for continuous
functions can be applied in the discrete setting. Infer-
ences about the topology of a CW complex can be made
from the number of critical cells in a Morse function on
the complex.

Given a Morse function one can interpret the func-
tion in many ways. Switching interpretations is often
revealing. In this paper, we think of a discrete Morse
function in three different ways. Algebraically, a Morse
function is a function from the faces of a complex to the
real numbers, subject to certain inequalities. Topologi-
cally, a Morse function is a pairing of the faces such that
the removal of any pair does not change the topology of
the complex. Combinatorially, a Morse function is an
acyclic matching in the Hasse diagram of the complex,
where unmatched faces correspond to critical cells.

Discrete Morse theory can be combined with persis-
tent homology to analyze data, see [1, 2, 4, 5, 7, 8, 13].
When dealing with data, we have the additional con-
straint that vertices have function values assigned. For
complexes without any preassigned function values,
Joswig and Pfetsch showed that finding a Morse func-
tion with a minimum number of critical cells is NP-Hard
[12]. Algorithms that find Morse functions with rela-
tively few critical cells have been explored in [11,15,17].

In this work, we consider the algorithm Extract, Al-
gorithm 1, given in [13]. Extract takes as input a sim-
plicial complex and an injective function from the ver-
tices to the reals, and returns a discrete Morse function,
giving topological information about the complex. We
∗Department of Mathematical Sciences, Montana State U.
†School of Computing, Montana State U.
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show that a subalgorithm of Extract, ExtractRaw
can be simplified by considering the directed Hasse dia-
gram. This simplification leads to an improved runtime
and no change in space. The paper is organized as fol-
lows, in Section 2, we provide the definitions that will
be used in the paper. In Section 3, we describe Ex-
tract and analyze the runtime, then, in Section 4, we
give our reformulation and show that the runtime is im-
proved from Ω(n2 log n) to O(dn) where n is the number
of cells and d is the dimension of K.

2 Background

In this section, we provide definitions, notation, and
primitive operations used throughout the paper. For a
general overview of discrete Morse theory see [14, 19],
note that both texts provide a description of Extract
originally given in [13]. Extract is the starting point
for this work.

In what follows, we adapt the notation of Edelsbrun-
ner and Harer [6] to the definitions of Forman [10]. Here,
we work with simplicial complexes, but the results hold
for CW complexes. Let K be a simplicial complex with
n simplices. For i ∈ N, denote the i-simplices of K
as Ki, the number of simplices in Ki as ni, and the
dimension of the highest dimensional simplex of K as
dim(K).

Let σ ∈ K, denote the dimension of σ as dim(σ).
Let p = dim(σ) and {v0, v1, · · · , vp} ⊆ K0 be the zero-
simplices of σ, then we say σ = [v0, v1, · · · , vp]. If τ ∈ K
is disjoint from σ, then we can define the join of σ and
τ to be the (dim(σ) + dim(τ) + 1)-simplex that consists
of the union of the vertices in σ and τ , denoted σ ∗ τ .
We write σ ≺ τ if σ is a proper face of τ .

Let p ∈ N and consider simplices σu, σv ∈ Kp, with
σu = [u0, u1, . . . , up] and σv = [v0, v1, . . . , vp]. Let f0 :
K0 → R be an injective function. Without loss of gen-
erality, assume that the zero-simplices of σu and σv are
sorted by function value, that is, we have f0(vi) < f0(vj)
when 0 ≤ i < j ≤ p, similarly for σu. We say that σu is
lexicographically smaller than σv, denoted σu <lex σv, if
the vector 〈f0(up), f0(up−1), . . . , f0(u0)〉 is lexicograph-
ically smaller than 〈f0(vp), f0(vp−1), . . . , f0(v0)〉.

The star of v in K, denoted starK(v), is the set of all
simplices of K containing v. The closed star of v in K,
denoted starK(v), is the closure of starK(v). The link of
v in K, is denoted as linkK(v) := starK(v) \ starK(v).
We define the lower link of v, denoted lowerlinkK(v),
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to be the maximal subcomplex of linkK(v) whose zero-
simplices have function value less than f0(v); the lower
link can be computed in O(n) time.

We provide the definition of a Morse function, modi-
fied from Forman [10].

Definition 1 (Morse Function) A function f : K →
R is a discrete Morse function, if for every σ ∈ K, the
following two conditions hold:

1. |{β � σ|f(β) ≤ f(σ)}| ≤ 1,

2. |{γ ≺ σ|f(γ) ≥ f(σ)}| ≤ 1.

An intuitive definition is given in [19], “the function
generally increases as you increase the dimension of the
simplices. But we allow at most one exception per sim-
plex." Let f : K → R be a discrete Morse function. A
simplex σ ∈ K is critical if the following two conditions
hold:

1. |{β � σ|f(β) ≤ f(σ)}| = 0,

2. |{γ ≺ σ|f(γ) ≥ f(σ)}| = 0.

Simplices that are not critical are called regular.
Given a discrete Morse function f on a simplicial com-

plex K, we define the induced gradient vector field, or
GVF, for short, as {(σ, τ) : σ ≺ τ, f(σ) ≥ f(τ)}. Note
that σ is a codimension one face of τ . We can gain
some intuition for this definition by drawing arrows on
the simplicial complex as follows. If σ is regular, a codi-
mension one face of τ , and f(τ) ≤ f(σ), then we draw
an arrow from σ to τ . Constructing a GVF for a simpli-
cial complex is as powerful as having a discrete Morse
function, and is the goal of both Extract and our pro-
posed Algorithm 2.

Next, we define two functions that are helpful when
constructing a GVF. The rightmost face of σ, de-
noted ρ(σ), is the face of σ with maximum lexicographic
value. The leftmost coface of σ, denoted `(σ), is the di-
mension one coface of σ with minimum lexicographic
value. We say σ is a left-right parent and we call ρ(σ)
a left-right child if ` ◦ ρ(σ) = σ.

In [10], Forman showed that each simplex in K is
exclusively a tail, head, or unmatched. Moreover, the
unmatched simplices are critical. Thus, we can partition
the simplices of K into heads H, tails T , and critical
simplices C, and encode the GVF as a bijection m :
T → H. That is, we can represent the GVF for f
as the unique tuple (H,T,C,m). We will use this
representation throughout our algorithms.

Note that a GVF is a particularly useful construc-
tion. It provides a way to reduce the size of a simplicial
complex without changing the topology (by cancelling
matched pairs), which is constructive for preprocessing
large simplicial complexes. See [4, 17] for examples.

We define a consistent GVF as follows:

Definition 2 (Consistent GVF) Let K be a simpli-
cial complex, and let f0 : K0 → R be injective. Then,
we say that a gradient vector field (H,T,C,m) is con-
sistent with f0 if, for all ε > 0, there exists a discrete
Morse function f : K → R such that

(a) (H,T,C,m) is the GVF corresponding to f .

(b) f |K0 = f0.

(c) |f(σ)−maxv∈σ f0(v)| ≤ ε.
Let (H,T,C,m) be a GVF. Then, for r, p ∈ N, a

gradient path1 is a sequence of simplices in K:

Γ = {σ−1, τ0, σ0, τ1, σ1, . . . , τr, σr, τr+1}
beginning and ending with critical simplices σ−1 ∈
Kp+1 and τr+1 ∈ Kp such that for 0 ≤ i < r, τi ∈ Kp,
σi ∈ Kp+1, m(τi) = σi, and τi � σi+1 6= σi. We call a
path nontrivial if r > 0.

3 A Discrete Morse Extension of f0 : K0 → R

In this section, we give a description of Algo-
rithm 1 (Extract), originally from [13]. This algo-
rithm takes a simplicial complex K, an injective func-
tion f0 : K0 → R, and a threshold that ignores pairings
with small persistence p ≥ 0; and returns a GVF on K
that is consistent with f0.

Algorithm 1 [13] Extract

Input: A simplicial complex K, injective function
f0 : K0 → R, and p ≥ 0

Output: a GVF consistent with f0

1: γ ← ExtractRaw(K, f0) . Algorithm 3
2: for j = 1, 2, . . . ,dim(K) do
3: γ ← ExtractCancel(K,h, p, j, γ) . Alg. 4
4: return γ

Extract uses two subroutines: First, in Line 1 of Al-
gorithm 1 ExtractRaw (given in Algorithm 3) is used
to generate an initial GVF on K consistent with f0. Let
(H0, T0, C0, r0) be this initial GVF. Then, for each di-
mension (j = 1 through dim(K)), the algorithm makes
a call to ExtractCancel (given in Algorithm 4) that
augments an existing gradient path to remove simplices
from C0 in pairs. For more details, see Appendix A.1.

In the next section, we provide a simpler and faster
algorithm to replace ExtractRaw, which dominates
the runtime of Extract when p = 0 (and in practice,
when p is very small). We conclude this section with
properties of the output from ExtractRaw:

1There is a slight discrepancy between the definition of For-
man [10] and KKM [13]. In particular, Forman’s definition states
the head and the tail of the path are simplices of the same dimen-
sion. On the other hand, KKM’s usage in the ExtractCancel
algorithm expects that the head and tail are different dimensions.
Here, we state the definition implied by the usage in KKM.
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Theorem 3 (Properies of ExtractRaw) Let K
be a simplicial complex, let f0 : K0 → R be an injec-
tive function, and suppose (H,T,C,m) is the output of
ExtractRaw(K, f0). Let ε > 0. Then, there exists a
discrete Morse function f : K → R such that the follow-
ing hold:

(i) (H,T,C,m) is a GVF consistent with f0.

(ii) Let σ ∈ K. Then, σ ∈ H if and only if σ is a
left-right parent.

(iii) For all σ ∈ H, m(ρ(σ)) = σ.

(iv) The runtime of ExtractRaw is Ω(n2 log n).

4 A Faster Algorithm for ExtractRaw

The main contribution of this paper is Extrac-
tRightChild, which we show is a simplified version
of ExtractRaw that has the same output with an im-
proved runtime. This section provides a description of
the algorithm, and a proof of the equivalence with Ex-
tractRaw.

4.1 Hasse Diagram Data Structure

We assume that KKM [13] represent K in a standard
Hasse diagram data structure H, which can be encoded
as an adjacency list representation for a graph. Each
simplex σ ∈ K is represented by a node in H. We abuse
notation and write σ ∈ H as the corresponding node.
Two simplices σ, τ ∈ H are connected by an edge from
σ to τ if σ is a codimension one face of τ . For a node
σ ∈ H, we partition its edges into two sets, up(σ) and
down(σ) as the edges in which σ is a face or coface,
respectively.

For p ∈ N, we denote the nodes of H corresponding to
the p-simplices of K as Hp and we store each Hp in its
own set that can be accessed in O(1) time. Note that
there is no requirement about the ordering of the edges
or the nodes in each Hp. See Figure 1 for an example
of the data structure.

3

4

2

6 5

1

7

[2,5,7][3,4,6]

[3,4] [1,5] [1,6] [3,6] [4,7] [5,7]

[1] [6] [7][4][3][2]

[2,5] [2,7][4,6]

[5]

Figure 1: Left: A simplicial complex with function val-
ues assigned to the vertices. Right: The Hasse diagram
of the simplicial complex.

For our algorithm, we decorate each node of H with
additional data. For clarity, we denote the decorated

data data structure as H∗. Next, we describe the ad-
ditional data stored in each node and how to initial-
ize the data. Consider σ ∈ H∗p and define f̃(σ) :=

maxv∈σ f0(v). Each node stores f̃(σ), the rightmost
child ρ(σ) and leftmost parent `(σ).

Next, we describe how to initialize the data and sum-
marize with the following lemma.

Lemma 4 (Hasse decoration) Given a simplicial
complex K with n simplices and dim(K) = d. The dec-
orated Hasse diagram uses O(n) additional space. We
can decorate the Hasse digram K in O(dn) time.

Proof. We begin by analyzing the space complexity.
For each node, we store a constant amount of additional
data. Thus, the decorated Hasse diagram uses O(n)
additional space.

Next, we analyze the time complexity. To decorate H
for each node σ ∈ H, we must compute f̃(σ), ρ(σ), and
`(σ). Let p = dim(σ). We proceed in three steps.

First we compute f̃ . In general, computing f̃(σ)
takes O(p) time, since there may be no more than p
vertices which compose any σ. Let τ1 and τ2 be dis-
tinct codimension one faces of σ. Observe that f̃(σ) =
max(f̃(τ1), f̃(τ2)). Thus, if we know the function values
for Hp−1, we can compute and store all function values
of all nodes in H in Θ(n) time.

Second we compute ρ(σ) by brute force. We iterate
over all edges in down(σ) to find its largest face under
lexicographic ordering. Since a p-simplex σ has p +
1 down edges, computing ρ(σ) for σ takes O(p) time.
As dim(K) = d, and there are n nodes, we can then
compute ρ for all nodes in O(dn) time.

Third, we compute `, also by brute force. We iterate
over all edges in up(σ) to find its smallest lexicograph-
ical coface. While we cannot bound up(σ) as easily as
down(σ), we do know that when computing ` we can
charge each edge in the Hasse diagram for one compar-
ison. Observe that when computing ρ, we can similarly
charge each comparison to an edge. Then, from com-
puting ρ, we know the total number of comparisons is
O(dn). Thus, the total number of comparisons for com-
puting ` is also O(dn).

As each step takes O(dn) time, decorating H takes
O(dn) time. �

4.2 Algorithm Description

Next, we describe the main algorithm. Given a
simplicial complex K (represented as a Hasse dia-
gram), and an injective function f0 : K0 → R,
ExtractRightChild computes a GVF consistent
with f0.

Algorithm 2 has three main steps. First, we create
a decorated Hasse diagram. Second, we process each
level of the Hasse diagram from top to bottom. For
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Algorithm 2 ExtractRightChild

Input: simp. complx. K, injective fcn. f0 : K0 → R
Output: a GVF consistent with f0

1: H∗ ← decorate the Hasse diagram of K . Lem. 4|
2: T ← ∅, H ← ∅, C ← ∅, m← ∅
3: for i = dim(K) to 1 do
4: for σ ∈ H∗i do
5: if σ is assigned then
6: continue
7: if σ is a left-right parent then
8: Add ρ(σ) to T ; Add σ to H
9: Add (ρ(σ), σ) to m

10: Mark σ and ρ(σ) as assigned
11: else
12: Add σ to C
13: Mark σ as assigned
14: Add any unassigned zero-simplices to C
15: return (T,H,C, r)

each unassigned simplex, we check for a left-right parent
node, and use the results to build up a GVF. Third, we
process unassigned zero-simplices. See Figure 2 for an
example.

4.3 Analysis of ExtractRightChild

For the remainder of this section, we prove that Al-
gorithm 2 (ExtractRightChild) is equivalent to
and faster than Algorithm 3 (ExtractRaw). For
the following lemmas, let K be a simplicial com-
plex, let f0 : K0 → R be an injective function,
and let (H,T,C,m) be the output of Extrac-
tRightChild(K,f0).

First, we show that (H,T,C,m) is a partition of K.

Lemma 5 (Partition) The sets H, T , and C parti-
tion K.

Proof. By Line 3 and Line 4 of Algorithm 2, Extrac-
tRightChild iterates over all σd ∈ K with d > 0 once.
Each σ is either assigned or unassigned. If σ is unas-
signed, there are two options; σ may be a left-right par-
ent, or it may not be. If σ is a left-right parent, Line 8
ensures that σ is put into H. Otherwise, Line 12 en-
sures that σ is put into C. If σ is assigned, then σ
was assigned to T in Line 8. Thus, every σd ∈ K with
d > 0 must be assigned to exactly one of H,T, or C.
Then, every σ0 is again either assigned or unassigned.
If assigned, σ0 ∈ T . If unassigned, σ0 is added to C in
Line 14. Thus, every σ ∈ K is assigned one of H,T, or
C, making H,T, and C partition K. �

We will show that (H,T,C,m) satisfies (i), (ii), and
(iii) of Theorem 3. Later in this section, we show that
any GVF with these properties is unique.

First, we show (iii) and one direction of (ii).

[2,5,7][3,4,6]

[3,4] [1,5] [1,6] [3,6] [4,7] [5,7]

[1] [6] [7][4][3][2]

[2,5] [2,7][4,6]

[5]

(a) The simplex [3, 4, 6] is a left-right parent
because ` ◦ ρ([3, 4, 6]) = `(4, 6) = [3, 4, 6].
The algorithm adds [3, 4, 6] to H and [4, 6]
to T .

[2,5,7][3,4,6]

[3,4] [1,5] [1,6] [3,6] [4,7] [5,7]

[1] [6] [7][4][3][2]

[2,5] [2,7][4,6]

[5]

(b) The simplex [2, 5, 7] is also a left-right
parent. The algorithm adds [2, 5, 7] to H
and [5, 7] to T.

[2,5,7][3,4,6]

[3,4] [1,5] [1,6] [3,6] [4,7] [5,7]

[1] [6] [7][4][3][2]

[2,5] [2,7][4,6]

[5]

(c) Both [3, 4] and [1, 5] are left-right par-
ents. The simplex [2, 5] is not a left-right
parent because ` ◦ ρ([2, 5]) = [1, 5] 6= [2, 5].
The algorithm adds [2, 5] to C.

[2,5,7][3,4,6]

[3,4] [1,5] [1,6] [3,6] [4,7] [5,7]

[1] [6] [7][4][3][2]

[2,5] [2,7][4,6]

[5]

(d) The loop in Line 3 is complete.

[2,5,7][3,4,6]

[3,4] [1,5] [1,6] [3,6] [4,7] [5,7]

[1] [6] [7][4][3][2]

[2,5] [2,7][4,6]

[5]

(e) The algorithm adds unassigned vertices
to C.

Figure 2: Here we see a visualization of Algorithm 2,
ExtractRightChild on the complex shown in Fig-
ure 1. Algorithm 2 partitions the nodes of the Hasse
diagram into three sets, H,T and C. Elements of H are
represented by blue rectangles, elements of T by green
pentagons and elements of C by red hexagons.
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Lemma 6 (Child Heads are Parents) Let σ ∈ H.
Then, σ is a left-right parent and m(ρ(σ)) = σ.

Proof. Recall that H is the second output of Extrac-
tRightChild(K,f0), given in Algorithm 2. As Line 8
is the only step in which simplices are added to H and
is within an if statement that checks if σ is a left-right
parent, σ must be a left-right parent. Also within the
if statement, Line 9 adds (ρ(σ), σ) to m, which means
that m(ρ(σ)) = σ. �

Now we show the reverse direction of (ii).

Lemma 7 (Child Parents are Heads) Let σ ∈ K.
If σ is a left-right parent, then σ ∈ H.

Proof. Recall that in order for σ to be a left-right par-
ent, we must have `(ρ(σ)) = σ. Now, we consider two
cases. For the first case, suppose σ ∈ C. Then σ is
added to C in Line 12 of Algorithm 2 when ρ(σ) must
already be assigned to h <lex σ. So, `(ρ(σ)) = h 6= σ
and σ is not a left-right parent.

For the second case, suppose σ = [v0, v1, . . . , vd] ∈ T .
Then σ is added to T in Line 8 of Algorithm 2 where σ =
ρ(h) for some h = [v−1, v0, . . . , vd] ∈ H with f0(v−1) <
f0(v0). Notice that ξ = [v−1, v1, v2, . . . , vd] is a face of
h and ξ <lex σ. Then, `(ρ(σ)) = `([v1, . . . , vd]) ≤lex
[v−1, v1, v2, . . . , vd] <lex [v0, v1, . . . , vd] = σ and σ is not
a left-right parent.

Thus, if σ is a left-right parent, then σ ∈ H.
�

To see (H,T,C,m) satisfies (i) we have the following
lemma:

Lemma 8 (Consistency) The tuple (H,T,C,m) is a
gradient vector field consistent with f0.

Proof. Let ε > 0 and d = dim(K). Let (H,T,C,m) =
ExtractRightChild(K,f0). We define

δ := min{ε, min
v,w∈K0

|f(v)− f(w)|}.

We define f : K → R recursively as follows: for all
vertices v ∈ K0, define f(v) := f0(v). Now, assume
that f is defined on the i-simplices, for some i ≥ 0. For
each σ ∈ Ki+1, we initially assign f(σ) = maxτ≺σ f(τ),
then we update:

f(σ) = f(σ) +

{
−21−2iδ if σ is a left-right parent;
21−2iδ otherwise,

(1)
where j is the index of σ in the lexicographic ordering
of all simplices. We make one final update:

f(σ) = f(σ) +

{
2−2iδ if σ is a left-right child;
0 otherwise.

(2)

We need to show that (H,T,C,m) and f satisfy the
three properties in Definition 2.

First, we show Part (a) of Definition 2 holds for f as
defined above (that (H,T,C,m) is the GVF correspond-
ing to f). Let (H ′, T ′, C ′,m′) be the GVF correspond-
ing to f . Since H, T , C partitions K by Lemma 5, it
suffices to show that m is a bijection and m = m′. The
only time that simplices are added to H or T happens
directly alongside when pairs are added to m in lines 8
and 9, forcing that m must be a match.

Let (τ, σ) ∈ m. Let i = dim(σ). By Lemma 7, σ is a
left-right parent and τ = ρ(σ), which means that (τ, σ)
is a left-right pair. We follow the computation of f(σ).
Since (τ, σ) is a left-right pair, τ is the rightmost face
of σ, which means f(σ) is initialized to f(τ). Since σ
is a left-right parent, f(σ) is updated by (1) to f(σ) =
f(σ)− 21−2iδ. Since σ is not a left-right child, nothing
changes in (2). Thus, f(σ) < f(τ). Next, let τ ′ ≺ σ
such that τ ′ 6= τ and dim(τ ′) = i − 1. We follow the
computation of f(τ ′). Since τ is the only face of σ that
is a left-right child, for any other τ ′ ≺ σ, (2), adds
zero to the definition of f(τ ′). Recalling that (2) adds
2−2(i−1)δ to the definition of f(τ), we find that f(τ) ≥
f(τ ′) + 2−2(i−1)δ, and

f(σ) = f(τ)−21−2iδ ≥ f(τ ′)+2−2(i−1)δ−21−2iδ ≥ f(τ ′).

Because σ may be any arbitrary left-right parent, we
can guarantee that the above inequality is valid for any
(σ, τ) ∈ m when related to any other faces of σ. Thus,
f is discrete Morse, since it is impossible for f to violate
the inequality given in Definition 1.

Since f(τ) > f(σ) and f is a discrete Morse function,
we obtain (τ, σ) ∈ m′. Each of these statements are
biconditional, so we have shown that m = m′.

Part (b) of Definition 2 (f |K0
= f0) holds trivially.

Finally, we show Part (c) of Definition 2 holds (that
|f(σ)−maxv∈σ f0(v)| ≤ ε). By construction,

|f(σ −max
v∈σ

f0(v)| ≤
(

d∑

i=1

2−i
)
δ = (1− 2−d)δ < ε.

�

Properties (i), (ii), and (iii) are quite restrictive. In
fact, they uniquely determine a GVF, as we now show.

Theorem 9 (Unique GVF) Let K be a simplicial
complex and let f0 : K0 → R be an injective function.
There is exactly one gradient vector field, (H,T,C,m),
with the following two properties:

(i) (H,T,C,m) is consistent with f0.

(ii) For all σ ∈ K, σ ∈ H if and only if σ is a left-
right parent.

(iii) For all σ ∈ H, m(ρ(σ)) = σ.
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Proof. Let K and f0 be as defined in the theorem
statement. Let f̃ : K → R be defined for each sim-
plex σ ∈ K by f̃(σ) := maxv∈σ f0(v). Let (H,T,C,m)
and (H ′, T ′, C ′,m′) be two GVFs that satisfy (i), (ii),
and (iii).

Let σ ∈ H. By the forward direction of (ii), we know
that σ is a left-right parent. By the backward direction
of (ii), we know that σ ∈ H ′. Thus, we have shown
that H ⊆ H ′. Repeating this argument by swapping
the roles of H and H ′ gives us H ′ ⊆ H.

Since σ ∈ H = H ′ and because (iii) holds, we have
shown that σ is paired with ρ(σ) in both matchings, and
specifically m(ρ(σ)) = σ = m′(ρ(σ)). Since m and m′
are bijections by (i), we also know that:

T = {τ ∈ K | ∃σ ∈ H s.t. m(ρ(σ)) = σ} = T ′.

Thus, T = T ′ and m = m′.
Finally, we conclude:

C = K \ (T ∪H) = K \ (T ′ ∪H ′) = C ′,

which means that (H,T,C,m) and (H ′, T ′, C ′,m′) are
the same GVF. Thus, we conclude that the gradient
vector field satisfying (i), (ii), and (iii) is unique. �

Since ExtractRightChild and ExtractRaw
both satisfy the hypothesis of Theorem 9, the outputs
of the algorithms must be the same.

Theorem 10 (Algorithm Equivalence) Let K be a
simplicial complex and let f0 : K0 → R be an in-
jective function. Then ExtractRaw(K, f0) and
ExtractRightChild(K, f0) yield identical outputs.

Proof. By Theorem 3 and Lemma 12, the output of
ExtractRaw satisfies the properties in Theorem 9.
By Lemma 8, Lemma 6, and Lemma 7, the output of
ExtractRightChild satisfies the properties of The-
orem 9. Then, by Theorem 9, ExtractRaw and Ex-
tractRightChild are equivalent.

�

When we consider the runtime and space usage of
ExtractRightChild, we find the following:

Theorem 11 (New Runtime) Given a simplicial
complex K (represented as a Hasse diagram), and an
injective function f0 : K0 → R, ExtractRightChild
computes a GVF consistent with f0 in O(dn) time and
uses O(n) space.

Proof. First, line Line 1 decorates the Hasse diagram.
By Lemma 4, the decoration takes O(dn) time and O(n)
space. Lines 3-13, process each node of the decorated
Hasse diagram. Each iteration of the loop is O(1) in
time and space because all required data was computed
while decorating. As there are n− n0 nodes to process,

Lines 3-13 takes O(n) time and uses O(1) space. Finally,
we iterate over the zero-simplices in O(n0) time.

The bottleneck of space and time usage of the algo-
rithm is decorating the Hasse diagram, therefore, the
algorithm takes O(dn) time and O(n) space. �

5 Discussion

In this paper, we identified properties of the Extract
and ExtractRaw algorithms [13]. We used these
properties to simplify ExtractRaw to the equivalent
algorithm ExtractRightChild. Our simplification
improves the runtime from Ω(n2 log n) to O(dn).

There are several possible extensions of this work.
The problem of finding tight bounds on the runtime
of Extract is interesting and open. We plan to imple-
ment our approach on high dimensional data sets, and
to further improve to the runtime. We intend to explore
a cancellation algorithm that performs the same task
as ExtractCancel, eliminating critical pairs with
small persistence. Our conjectured cancellation algo-
rithm iterates over critical simplices and applies Ex-
tractRightChild.

Constructing Morse functions that do not require pre-
assigned function values on the vertices is a related area
of active research. The problem of finding a Morse func-
tion with a minimum number of critical simplices is NP-
hard [12]. In [3], Bauer and Rathod show that for a
simplicial complex of dimension d ≥ 3 with n simplices,
it is NP-hard to approximate a Morse matching with
a minimum number of critical simplices within a factor
of O(n1−ε), for any ε > 0. The question is open for
2-dimensional simplicial complexes.
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A Additional Details for Extract

To put our result in context, we now provide a glimpse
into the inner workings of Extract, and reveal the
underlying properties of ExtractRaw which give it
an identical output to ExtractRightChild. We also
provide a formal runtime analysis of ExtractRaw
to verify that ExtractRightChild provides an im-
proved time complexity.

A.1 Subroutines for Extract

In this section, we recall the algorithms proposed by
KKM [13]. Note that we made some slight modifica-
tions to the presentation of KKM’s initial description

to improve readability. The modifications do not affect
the asymptotic time or space used by the algorithm,
although it does remove some redundant computation.

In particular, we modified the inputs to explicitly pass
around a GVF so that the inputs of each algorithm are
clear. We simplified notation and inlined the subroutine
Cancel. From the previous modifications, we observed
that the algorithm recomputes a gradient path that is
currently in scope and so we simply unpack the path on
Line 11 of Algorithm 4.

ExtractRaw computes the lower link of each ver-
tex v in a simplicial complex, and assigns v ∈ C if
lowerlinkK(v) = ∅. If lowerlinkK(v) 6= ∅, its lower link
is recursively inputted into ExtractRaw and this re-
cursion continues until an empty lower link is reached.
When the lower link is not empty, ExtractRaw as-
signs v ∈ T and the smallest function valued vertex
ω0 in lowerlinkK(v) is combined with v and added to
H, carrying with this assignment a mapping m from
ω0 ∗ v ∈ H to v ∈ T . As the recursion continues, higher
dimensional simplices in the lower start of v are able
to be assigned to both H and T based on combinations
consistent with the assignments of the vertices and the
original mappings ofm. Higher dimensional critical cells
are assigned similarly by combining the current vertex
and each previously computed σ ∈ C from the last re-
cursion, until all simplices have been assigned.

Then, because ExtractRaw may have extraneous
critical cells, Cancel works to reduce the number of
critical cells by locating “redundant" gradient paths to
a critical simplex and reversing them after the first pass
by ExtractRaw, refining the output of Extract .

Algorithm 3 [13] ExtractRaw

Input: simp. complx. K, injective fcn. f0 : K0 → R
Output: a GVF consistent with f0

1: T ← ∅, H ← ∅, C ← ∅, m← ∅
2: for all v ∈ K do
3: Let K ′ := the lower link of v.
4: if K ′ = ∅ then
5: Add v to C
6: else
7: Add v to T
8: (T ′, H ′, C ′,m′)←Extract(K ′, f0,∞)
9: w0 ← arg minw∈C′0{f0(w)}

10: Add w0v to H
11: Define m(w0 ∗ v) := v
12: For each σ ∈ C ′ \ {w0}, add v ∗ σ to C
13: for all σ ∈ T ′ do
14: Add v ∗ σ to T
15: Add v ∗m′(σ) to H
16: Define m(v ∗ σ) = v ∗m′(σ)
17: return (H,T,C,m)

Let p ∈ N, σ ∈ Kp be a critical simplex. Let Gjσ
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Algorithm 4 [13] ExtractCancel

Input: simplicial complex K, injective function
f0 : K0 → R, p ≥ 0, j ∈ N, and GVF γ

Output: Gradient vector field on K
1: Let (H,T,C,m) be the four components of γ
2: for all σ ∈ Cj do
3: s← maxv∈σ f0(v)
4: S ← {Γ | Γ ∈ Gjσ, s−maxw∈ΓL

f0(w) < p}
5: for all Γ ∈ S do
6: mΓ ←∞
7: if ΓL 6= Γ′L for any other Γ′ ∈ S then
8: mΓ ← maxw∈ΓL

f0(w)
9: Γ∗ ← arg minΓ∈S{mΓ}

10: if mΓ∗ 6=∞ then
11: {σ1, τ1, · · · , σk, τk} ← Γ∗

12: Remove τk, σ1 from C
13: Add τk to T ; Add σ1 to H
14: Add (τk, σk) to m
15: for i = 1, ..., k − 1 do
16: Remove (τi, σi+1) from m
17: Add (τi, σi) to m
18: return (H,T,C,m)

denote the set of all nontrival gradient path starting at
σ ∈ Cj and ending in Cj−1.

A.2 Analysis of ExtractRaw

In this appendix, we provide the analysis Algorithm 1
from Section 3. In what follows, let K be a simplicial
complex and let f0 : K0 → R be an injective function.

Lemma 12 (Raw Heads are Parents) Let
(H,T,C,m) be the output of ExtractRaw(K, f0).
Every simplex in H is a left-right parent. Furthermore,
for all σ ∈ H, m(ρ(σ)) = σ.

Proof. Let σ ∈ H. We show that σ is a left-right parent
by induction on the dimension ofK. When dim(K) = 1,
σ is an edge, and σ = m(τ) for some vertex τ ∈ T . In
Line 10 of Algorithm 3 σ is defined as m(τ) = [w0, τ ]
where w0 ∈ C ′0 so that f0(w0) is smallest. So, σ is a left-
right parent. Furthermore, m(ρ(σ)) = m(ρ([w0, τ ])) =
m(τ) = σ.

Suppose every σ ∈ H is a left-right parent when
dim(K) ≤ d and consider dim(K) = d + 1. If σ is
a (d + 1)−simplex, σ = m(τ) is defined in Line 15 of
Algorithm 3, when a vertex v is selected in Line 2 of
Algorithm 3. We extend the GVF on the lowerlinkK(v)
to include the lower star of v. We havem(τ) = v∗m′(α)
where α = [v1, . . . , vd] ∈ T ′, m′(α) = [v0, v1 . . . vd] ∈ H ′.
Since α and m′(α) are in the lowerlinkK(v) we have
f(vi) < f(v) for 0 ≤ i ≤ d. Then τ = v ∗ α =
[v1, . . . , vd, v] and σ = m(τ) = [v0, v1, . . . , vd, v].

By the induction hypothesis m′(α) ∈ H ′ is a left-right
parent. If σ is not a left-right parent, we can remove v
from σ and τ and contradict that m′(α) ∈ H ′.

Furthermore, m(ρ(σ)) = m(ρ(m(τ))) =
m(ρ([v0, v1, . . . , vd, v])) = m([v1, . . . , vd, v]) = m(τ) =
σ. This proves the claim. �

Lemma 13 (Raw Parents are Heads) Let
(H,T,C,m) be the output of ExtractRaw(K, f0).
Let σ ∈ K. If σ is a left-right parent, then σ ∈ H.

Proof. We show if σ ∈ T ∪C then σ is not a left-right
parent. First, suppose σ ∈ T . We use induction on
dim(K) to show σ is not a left-right parent. For the
base case, dim(K) = 1, σ is a vertex and can not be a
left-right parent.

Suppose σ ∈ T is not a left-right parent when
dim(K) ≤ d and consider dim(K) = d + 1. Then σ
is added to T in Line 14 of Algorithm 3 when a ver-
tex v is selected in Line 2. As in Lemma 12, write
σ = v ∗ α = [v1, . . . , vd, v] for some α ∈ T ′.

By the induction hypothesis α is not a left-right par-
ent, thus ` ◦ ρ(α) 6= α, and there exists a vertex v−1

such that `(ρ(α)) = [v−1, v2, v3 . . . , vd] where f(v−1) <
f(v1). We have ` ◦ ρ(σ) = ` ◦ ρ([v1, v2, . . . , vd, v]) =
`([v2, v3 . . . , vd, v]) = [v−1, v2, . . . , vd, v] 6= σ.

Now, suppose σ ∈ C. There are two places where
elements are added to C, Line 5 of Algorithm 3 and
Line 12. In Line 5 c is a vertex and can not be a left-
right parent.

In Line 12 c is defined as c = v ∗ α for some α =
[v0, v1, . . . , vd] ∈ C ′\w0 where w0 ∈ C ′0 so that f0(w0)
is smallest. Now ` ◦ g(c) = ` ◦ g([v0, v1, . . . , vd, v]) =
`([v1, . . . , vd, v]) = [w0, v1, . . . , vd, v] 6= c. We have
shown that if σ is a left-right parent, then σ ∈ H.

�

We summarize the properties of ExtractRaw in the
following theorem.

Theorem 3 (Properies of ExtractRaw) Let K
be a simplicial complex, let f0 : K0 → R be an injec-
tive function, and suppose (H,T,C,m) is the output of
ExtractRaw(K, f0). Let ε > 0. Then, there exists a
discrete Morse function f : K → R such that the follow-
ing hold:

(i) (H,T,C,m) is a GVF consistent with f0.

(ii) Let σ ∈ K. Then, σ ∈ H if and only if σ is a
left-right parent.

(iii) For all σ ∈ H, m(ρ(σ)) = σ.

(iv) The runtime of ExtractRaw is Ω(n2 log n).

Proof. (i) is proven in Theorem 3.1 of [13]. By
Lemma 12 and Lemma 13, we conclude (ii). Also by
Lemma 12 we can guarantee (iii).
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To show (iv), we observe that the worst-case runtime
for a single execution of Line 8 of Algorithm 3 happens
when the lower link of v is of size Θ(n/2). Computing
the optimal pairings that Extract returns is at least
as hard as computing the homology of K ′, which is of
the time complexity of matrix multiplication. By [18],
we know that the runtime of ExtractRaw is lower-
bounded by Ω(n2 log n). �
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A Simple Algorithm for kNN Sampling in General Metrics∗

Kirk P. Gardner† and Donald R. Sheehy‡

Abstract

Finding the kth nearest neighbor to a query point is a
ubiquitous operation in many types of metric computa-
tions, especially those in unsupervised machine learning.
In many such cases, the distance to k sample points is
used as an estimate of the local density of the sample.
In this paper, we give an algorithm that takes a finite
metric (P,d) and an integer k and produces a subset
M ⊆ P with the property that for any q ∈ P , the
distance to the second nearest point of M to q is a con-
stant factor approximation to the distance to the kth
nearest point of P to q. Thus, the sample M may be
used in lieu of P . In addition to being much smaller
than P , the distance queries on M only require finding
the second nearest neighbor instead of the kth nearest
neighbor. This is a significant improvement, especially
because theoretical guarantees on kth nearest neighbor
methods often require k to grow as a function of the
input size n.

1 Introduction

Subsampling is a fundamental step in many large scale
data analysis problems. The goal is that the distribu-
tion of the subsample M ⊂ P resembles the distribution
on the whole data set, P . On the one hand, preserving
purely statistical properties is often achieved by random
sampling. This paper, on the other hand, considers pre-
serving metric properties of a subsample. Specifically,
we want a sample where the distance to the second near-
est neighbor in M is approximately the distance to the
kth nearest neighbor in P . We call this a kth nearest
neighbor sample and it balances between competing de-
mands of representing the underlying distribution and
the underlying metric.

Figure 3 shows a kth nearest neighbor sample of a
collection of points in the plane. The points are 5 times
denser on the right half and there are correspondingly
more points in the sample on that side. Figure 1 shows
a random sample of the same point set with the same
number of points sampled. The random sample also has

∗This work was partially supported by the NSF under grants
CCF-1464379, CCF-1525978, and CCF-1652218.
†Department of Computer Science, North Carolina State Uni-

versity, kpgardn2@ncsu.edu
‡Department of Computer Science, North Carolina State Uni-

versity, don.r.sheehy@gmail.com

Figure 1: A random sample.

Figure 2: A greedy sample.

Figure 3: A kth nearest neighbor sample.

more points on the denser half, but it has more variabil-
ity in the distance between samples; some are virtually
on top of each other. The greedy sample (Figure 2) is a
standard way to produce a uniform sample at a particu-
lar scale, but that scale does not vary with the density.
In this sense, the kNN sample achieves a balance be-
tween the random sample and the uniform (i.e. greedy)
sample.

In prior work [7], we showed how a variation of De-
launay refinement can be used in the plane to compute
such a sample. In this paper, we prove that a simple
algorithm can compute a kNN sample in any metric
space. Then, we show how data structures and ideas
from nearest neighbor search can be adapted to speed
up the computation.

The algorithm is presented in its simplest form in
Section 3. There, we prove upper and lower bounds
on the kth nearest neighbor distance in terms of the
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2nd nearest neighbor distance in the sample. Then, in
Section 4, we describe a neighborhood graph structure
adapted from Clarkson [3] that we use to speed up the
local search step of the algorithm. In Section 5, we put
all these pieces together to bound the overall running
time. We report on our open source implementation
and give some demonstrations of the code in action in
Section 7. Finally, in Section 8, we propose some open
problems that remain.

1.1 Related Work

The distance to the kth nearest neighbor has been used
for a long time as a density estimator (see Biau and
Devroye [1]). It has also been used in pointwise esti-
mates of the local density in metric measure spaces (see
Cutler and Dawson [5] and the survey by Clarkson [4]).
There are many data structures that compute kth near-
est neighbors efficiently, perhaps the fastest in practice
are the Faster Cover Trees of Izbicki and Shelton [11].
There has also been theoretical work by Har-Peled and
Raichel on a general framework for computing aggregate
statistics like the kth nearest neighbor distance with
the so-called Net and Prune paradigm [10]. The first
algorithms for computing kNN samples was the work
of Gardner and Sheehy using Delaunay refinement, but
was limited to Euclidean space [7]. The main algorith-
mic paradigm we use here is based on greedy orderings,
which have been used since the 1980’s for approximate
k-center clustering [6, 8]. The underlying data structure
is a variant of the sb structure of Clarkson [3, 2], which
was first analyzed for greedy orderings by Har-Peled and
Mendel [9].

2 Background

We will deal with finite subsets of metric spaces (X,d),
where the X is the set of points and d is the metric.
For x ∈ X and subsets S of X, we define

d(x, S) := min
s∈S

d(x, s).

The minimum distance to k points in S is denoted

dS,k(x) := min
U∈(S

k)
max
y∈U

d(x, y).

In particular, dS,1(x) = d(x, S). The Hausdorff dis-
tance, dH , is defined on subsets of X as

dH(A,B) := max{max
a∈A

d(a,B),max
b∈B

d(b, A)}.

A metric ball in S is the set of points of S within a
fixed radius of a point in S. A minimum r-cover of a set
S is the smallest set of centers of metric balls of radius r
whose union contains S. Equivalently, it is the smallest
subset C ⊂ S such that dH(S,C) ≤ r.

The doubling constant of a metric is the size of the
largest minimum r-cover of any ball of radius 2r. The
doubling dimension is the base-two logarithm of the
doubling constant. A bound on the doubling dimen-
sion allows one to apply the kind of packing arguments
as are often used in Euclidean space.

The spread ∆(P ) of a finite metric P is the ratio of
the largest to smallest pairwise distances. The k-spread
is the ratio

∆k(P ) :=
maxp,q∈P d(p, q)

minp∈P dP,k(p)
.

A set with spread ∆ in a metric with doubling dimension
d has at most O(∆d) points [9].

An r-packing is a set of points for which the minimum
pairwise distance is at least r. An r-packing that is also
an r-cover is called an r-net.

For a metric space X and a subset P , an (α, β)-kNN
sample of P is a subset M ⊆ P with the property that
for all x ∈ X,

αdP,k(x) ≤ dM,2(x) ≤ βdP,k(x).

We will refer to it simply as a kNN sample when the
values of α and β are not important. The algorithm in
this paper produces a (1/5, 2)-kNN sample.

Let P = (p1, . . . , pn) be an ordered subset of X. Let
Pi = {p1, . . . , pi} be the ith prefix. The ordering is
greedy if for all i ∈ 2, . . . , n, we have

d(pi+1, Pi) := dH(P, Pi).

In other words, every point pi+1 is the farthest point
from Pi. We will compute kNN-samples in a greedy
order. Both the data structure in Section 4 and the
algorithm in Section 5 will depend on this ordering for
their correctness and efficient running time.

3 A Simple Algorithm

We present a simple algorithm that generates an (α, β)-
kNN-sample as a subset of the input. It iteratively
builds M from P by adding a point p of P to M as long
as dP,k(p) ≤ 2dM,1(p). In this section, we prove that
any such algorithm produces a (1/5, 2)-kNN-sample.

Algorithm 1 kNNSample(P, k)

1: M ← ∅
2: while ∃p ∈ P such that dP,k(p) ≤ 2dM,1(p) do
3: Add p to M

return M

Theorem 1 Let P be a subset of a metric space X. Let
M = kNNSample(P, k) for some k ≥ 2. Then,

1

5
dP,k ≤ dM,2 ≤ 2dP,k.
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Proof. We first prove the lower bound on dM,2. Let
x ∈ P be any point. Let v1 and v2 be the two nearest
points to x in M , so,

dM,1(x) = d(x, v1) ≤ d(x, v2) = dM,2(x). (1)

Let v ∈ {v1, v2} be whichever point was added later by
the algorithm, which guarantees that

dP,k(v) ≤ 2d(v1, v2). (2)

We can now bound dP,k(x) as follows.

dP,k(x) ≤ dP,k(v) + d(v, x) [dP,k is 1-Lipschitz]

≤ 2d(v1, v2) + d(v, x) [by (2)]

≤ 2(d(v1, x) + d(x, v2)) + d(v, x) [triangle inequality]

≤ 5dM,2(x) [by (1)] .

Now, we prove the upper bound on dM,2. Suppose
for contradiction that there exists a point x ∈ X such
that dM,2(x) > 2dP,k(x). Let S be the k closest points
in P to x. Let r be the radius of the minimum enclos-
ing ball of S and note that r ≤ dP,k(x). If dM,1(s) < r
for some s ∈ S, then let m ∈ M be the nearest neigh-
bor of s in M . It follows from the triangle inequality
that d(x,m) ≤ d(x, s)+d(s,m) ≤ 2dP,k(x) < dM,2(x).
There can be only one point m ∈ M whose distance
to x is less than dM,2(x). However, if dM,1(s) < r
for all s ∈ S, then there would be a smaller minimum
enclosing ball for S centered at m, contradicting our
choice of r. So, for at least one point s∗ ∈ S, we have
dM,1(s∗) ≥ r. Therefore, by the triangle inequality,
dP,k(s∗) ≤ 2r ≤ 2dM,1(s∗). The existence of such a
point would cause the algorithm to add s∗ to M , contra-
dicting the assumption that M = kNNSample(P, k).
Thus, we conclude that no such x exists and indeed
dM,2 ≤ 2dP,k. �

In Sections 5 and 6, we explain how to efficiently test
this condition and bound the running time. Efficiency is
achieved by constructing the sample in a greedy order.
Note that the simplified algorithm does not rely on a
particular ordering.

4 A Cluster Graph

In this section we will define a graph on the a subset
of points that can be used to rapidly shrink the search
space when computing dP,k in the middle of our algo-
rithm. It is a variation on a data structure used in the
construction of the sb data structure of Clarkson [3].
Each vertex in the graph will be a point that we have
already added to our sample. Moreover, each vertex will
track the uninserted points that are closest to it. Every
time a new point is considered for addition, we use the

vertices adjacent to its nearest neighbor to search for
nearby points. The formal definition is given below.

Let P be a finite metric space, and let M ⊂ P be any
subset. The cluster of x ∈ M is the set of points Cx

in P that are closer to x than to any other point in M .
We break ties arbitrarily but consistently. The clusters
are discrete Voronoi cells.

The cluster graph GM on vertex set M has points a
and b adjacent if there exist a′ ∈ Ca and b′ ∈ Cb such
that

d(a′, b′) ≤ 2 max{d(a′, a),d(b′, b)}.
If a and b are adjacent, we denote this as a ∼ b. The
graph has self loops at every vertex. Because a′ ∈ Ca

and b′ ∈ Cb, the adjacency condition is equivalent to

d(a′, b′) ≤ max{2dM,1(a′), 2dM,1(b′)}.

So, if we wanted to try to add a′ to M , we could find
all the points within distance 2dM,1(a′) among the the
clusters of the vertices adjacent to a.

Moreover, we use the cluster graph to efficiently main-
tain itself under insertions. That is, we can use the
graph to quickly find the edges incident to a newly in-
serted point.

Lemma 2 Let M ⊂ P and let M ′ = M ∪ {a′} for
a′ ∈ Ca and a ∈M . If a′ ∼ c in GM ′ , then there exists
b ∈ M such that a ∼ b ∼ c in GM . In other words,
the neighbors of a′ will be found among the neighbors of
neighbors of a.

Proof. By the definition of adjacency in GM ′ there ex-
ist points b′ ∈ Ca′ and c′ ∈ Cc such that

d(b′, c′) ≤ 2 max{d(b′, a′),d(c′, c)}
≤ 2 max{d(b′, b),d(c′, c)},

where b is the nearest point to b′ in M as illustrated in
Figure 4. From this, it follows that b ∼ c in GM . Next,
observe that

d(a′, b′) ≤ d(b, b′) ≤ 2 max{d(b, b′),d(a, a′)}.

So, it immediately follows that a ∼ b in GM . �

Lastly, we would prefer to avoid the extensive check-
ing required to see if two points are adjacent. At first
sight, it seems to require searching for a pair that are
particularly close. Instead, we follow the example of
Clarkson [3] and prove a sufficient condition for bound-
ing the neighbors just by using the radii of the clusters
and the triangle inequality.

For a point x ∈M , define its radius to be

rad(x) = max
y∈Cx

d(y, x).

In other words, it is the distance from x to the farthest
point in its cluster.
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a

a’

b’

c

c’

b
Figure 4: Here, a′ ∈ Ca, b′ ∈ Cb, and c′ ∈ Cc. If
adding a′ would require creating an edge from a′ to
c, we will find c among the neighbors of neighbors of
a. The cluster of a′ is shown. The same pair (b′, c′)
that witnesses a cluster graph edge from a′ to c also
guarantees the existence of the edge from b to c.

Lemma 3 If a ∼ b in GM , then

d(a, b) ≤ rad(a) + rad(b) + 2 max{rad(a), rad(b)}.

Proof. If a ∼ b, then there exist points a′ ∈ Ca and
b′ ∈ Cb such that

d(a′, b′) ≤ 2 max{d(a, a′),d(b, b′)}.

We simply observe that d(a, a′) ≤ rad(a) and d(b, b′) ≤
rad(b), so the result follows from the triangle inequal-
ity. �

Using the lemma above, we can quickly check if an
edge ought to be removed from our cluster graph as
new points are added and radii decrease. This distance
condition is precisely what is needed to bound the space
usage as long as the points are added in a greedy order.

Lemma 4 If M is a prefix of a greedy ordering of S ⊆
P , then the cluster graph on M has maximum degree
γ3, where γ is the doubling constant of the metric.

Proof. Let r be the maximum radius among all the
clusters in the cluster graph. By Lemma 3, if a ∼ b
in GM , then d(a, b) ≤ ra + rb + 2 max{ra, rb} ≤ 4r.
So, the neighbors of any point a ∈ M are contained in
ball(a, 4r). Because the points are added in a greedy
order, no two points of M have distance less than r. By
the definition of γ, the doubling constant, ball(a, 4r)
can be covered by γ3 balls of radius r/2. Each such ball
contains at most one point of M . Therefore, there are
at most γ3 neighbors. �

Corollary 5 Updating the neighbors of the vertices in
a cluster graph takes constant time per insertion in dou-
bling metrics if one adds points in a greedy order.

This last lemma and its corollary show the impor-
tance of using the greedy order. It makes the search
for nearby neighbors efficient. The algorithm described
in the following section will construct M in a greedy
order. This greedy order is also important to the effi-
ciency of the algorithm in other ways as we will see in
the analysis.

5 Efficiently Computing the GreedykNN Algorithm

The biggest challenge in implementing the simple algo-
rithm of Section 3 is that it requires computing or at
least bounding dM,2 and dP,k for every point.

As explained in Section 4, the main data structure is
a kind of discrete Voronoi diagram. For each inserted
point p, it has two parts: first, it stores the cluster Cp;
second, it stores the neighbors of p, the other inserted
points within some distance. This data structure will
be used to guarantee that the points in the output are
discovered in a greedy ordering.

The efficiency improvements in the algorithm over a
linear search are achieved by only searching locally in
the cluster graph. Thus, to prove the algorithm is cor-
rect, we need to show that it is sufficient to only search
the neighborhood graph in order to bound dP,k in terms
of dM,1.

After i points have been added, the inserted points
are denoted Mi and the cluster graph is denoted Gi.
The neighbors of a point q ∈ Mi in Gi are denoted
Ni(q). We include q itself in Ni(q) for all q ∈Mi.

If we consider adding a point p, but do not add it
because dP,k(p) > 2dM,1(p), then this condition will
continue to hold as we add more points to M . That is,
if we decide not to add p at time i, there will not later
come a time when we do want to add it. So, we can
safely remove this point from the data structure. We say
such a point is marked. In addition to the cluster graph,
we store for each point, a list of potentially near points
that have been marked. For a point p, we call this list
the nearby marked list of p and denote it markedpts(p).
These lists are used to correctly bound dP,k for new
points considered later in the algorithm (as explained
below).

The algorithm works as follows. Start by adding any
point to M . All points start unmarked. At step i + 1,
consider adding the farthest unmarked point p to any
point in Mi. A heap in the cluster graph makes it easy
to find this point. Let q = NNMi

(p) so p ∈ Cq. Count
the number of points in the ball B = ball(p, 2dMi,1(p))
by iterating over the clusters of q and its neighbors.
We also check the nearby marked list of p to count the
marked points in B. If there are at least k points in B,
then we add p to our kNN sample and continue.

If there are fewer than k points in B, then we mark
p and remove it from its cluster. For each of the points
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B
p

Figure 5: When considering the addition of point p, we
count points in B = ball(p, 2dM,1(p)). These are all
among the cluster adjacent to the cluster containing p
and the list markedpts(p). The clusters are shown as
Voronoi cells as a visual aid.

in B that have not yet been added, they may have p
nearby when they are considered for insertion later. We
add p to the nearby marked list of each point in B. As
the following lemma shows, this combination of cluster
graph plus nearby marked lists is sufficient to enumerate
B.

Lemma 6 When considering the addition of a point
p ∈ Ca into Mj, the set of points P in B =
ball(p, 2dMj ,1(p)) is contained in

(⋃

b∼a
Cb

)
∪ markedpts(p).

Proof. By the definition of the cluster graph, the clus-
ters adjacent to a contain all the points that can be
within 2dMj ,1(p) of p. However, some points q are re-
moved from the clusters if at some time i < j, they
were marked because dP,k(q) > 2dMi,1(q). Because the
points are considered for insertion in a greedy ordering,
we have that if q ∈ B, then

d(p, q) ≤ 2dMj ,1(p) ≤ 2dMi,1(q).

Therefore, q would have been added to markedpts(p) at
the time q was marked. �

6 Analysis

In this section we will show that the algorithm of Sec-
tion 5 computes a kNN sample in O(kn log ∆) time for
doubling metrics.

The key step of the analysis is to show that each point
is touched at most O(k) times before the insertion ra-
dius goes down by a constant factor. This is similar to

Har-Peled and Mendel’s analysis [9] of Clarkson’s algo-
rithm except that in our case a point may be considered
but not added. The volume packing argument is easily
adapted to this case with the loss of a factor of k in the
running time.

A point q is touched when considering insertion of a
point p if we compute d(p, q). The analysis depends on
counting these touches.

Lemma 7 A point b is touched at most O(k log ∆k(P ))
times when computing the kNN sample of a doubling
metric P .

Proof. Partition the set of points that touch b into sets
Ai where the maximum radius in the cluster graph is in
the interval [2i, 2i+1) at the time of a touch from a ∈ Ai.
It will suffice to show that there are only O(k) points
in each Ai, because at most O(log(∆k(P ))) sets Ai are
nonempty. Let Si be a 2i−1 covering of Ai. We have
|Ai| ≤ k|Si|, because if any point of Si had more than k
points of Ai in its ball of radius 2i−1, one of them would
have been inserted and therefore another of them would
have been considered for insertion at a time when the
radius is less than 2i, contradicting the assumption that
the point is in Ai.

Moreover, for all a ∈ Ai, d(a, b) ≤ 6 · 2i+1 by the
triangle inequality and the definition of edges in the
cluster graph. By the usual packing argument (see Har-
Peled and Mendel [9]), this implies that

|Ai| ≤ k|Si| ≤ kγdlog2 24e = O(k).

�

Theorem 8 Let P be a finite metric space with size n,
doubling dimension d, and spread ∆. The Greedy kNN
sampling algorithm runs time O(kn log ∆).

Proof. The algorithm has several different pieces that
must be analyzed separately. In the main loop, there are
some heap operations to find the next point to consider
for addition. This requires O(log n) time per point. The
local search requires touching all the points in a cluster
and its neighbors. This requires O(k log ∆k(P )) time
per point according to Lemma 7. It also requires touch-
ing all the points in the nearby marked list. As each
point is added to at most k − 1 such lists, there are
O(kn) touches of this type. By Corollary 5, updating
the cluster graph requires only constant time per ver-
tex. Because n = O(∆d), we have log n = O(log ∆).
Using the fact that ∆k ≤ ∆, the total running time is
O(kn log ∆). �

7 Software

We have implemented the GreedykNN algorithm and
integrated it into the greedypermutations python
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package. The code can be accessed at https://

github.com/donsheehy/greedypermutation and the
documentation at https://donsheehy.github.io/

greedypermutation/. The code can be installed with
pip by running the following from a command line.

pip install greedypermutation

Here are several examples of the code in use. We start
with an example of exponentially-spaced points.

from greedypermutation.knnsample import knnsample

P = [Point(1.2**i, 5) for i in range(10, 100)]

S_10 = list(knnsample(P,10))

Next, we show uniform points with k = 10.

P = [Point(i, 5) for i in range(10, 600, 10)]

S_10 = list(knnsample(P,10))

The next instance, with k = 20 is predictably twice as
sparse.

P = [Point(i, 5) for i in range(10, 600, 10)]

S_20 = list(knnsample(P,20))

8 Conclusion

This paper presented a simple greedy approach to com-
puting kNN samples that have distances between the
points bounded within a constant times the distance
to k points locally. This balances the desire to have a
geometrically nice sample, but also one whose density
varies with the underlying distribution.

There are several open problems that remain. First, it
is not known whether there are bounds on α and β that
are necessary for an (α, β)-kNN sample to exist. From
the results in this paper, we know that (1/5, 2)-kNN
samples exist for any finite metric space, but nothing is
known for larger α and smaller β. Also open is whether
one can efficiently compute a variation where one uses
dM,k′ for some k′ < k other than 2. It may be that one
can give a tighter approximation, but this question is
also open.

Another open question is whether or not there are
more efficient algorithms for implementing the simple
heuristic of Section 3. In particular, it may be possible
to cut out or reduce the factor of k. The reason this
seems possible is that it comes from enumerating rather
than just counting the points in the metric ball around
each point that are considered for addition.
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Appendix

9 How small is the sample?

Ideally, one hopes that the sample M is much smaller than
P . If P has n points, then 2n/k points is the goal, having
2 points in the sample for k points in the input. Allowing
some constant factors we want |M | to be O(n/k). There
are clearly cases where this is achieved. For example, points
spaced uniformly on a line will have a kNN sample that is
uniformly spaced and has size O(n/k).

Unfortunately, there are also simple examples where a
kNN sample will be large. One such example is exponen-
tially spaced points on a line, such as {10i | i = 1, . . . , n}.

The size decrease is best understood in terms of the
measure induced by a kth nearest neighbor density esti-
mate. Let’s continue with one dimensional examples. Let
q : [0, 1]→ R be a density function for a measure

µ(B) :=

∫

x∈B
q(x)dx.

with total mass n, i.e. µ([0, 1]) = n.

The k-th nearest neighbor density estimate constructed
from P induces the following approximation to this measure.

µP,k(B) :=

∫

x∈B

k

dP,k(x)
dx.

Similarly, we get an estimate from M .

µM,2(B) :=

∫

x∈B

2

dM,2(x)
dx.

If M satisfies the kNN sampling lower bound αdP,k ≤ dM,2,
then we can relate the total mass of these measures

µM,2([0, 1]) =

∫ 1

0

2

dM,2(x)
dx

≤ 2

k

∫ 1

0

k

αdP,k(x)
dx

=
2

kα
µp,k([0, 1])

So, the total mass of the measure µM,2 is O(1/k) times
the total mass of µP,k. There is nothing special about the
line in this example and the same argument holds for other
measures induced by densities.

The the total mass of µM,2 gives an upper bound on the
number of points, i.e., |M | = O(µM,2([0, 1])). So, the num-
ber of points in a kNN sample is O(1/k) times the total
mass of µP,k. This means that if the kNN sample is large,
then the kNN density estimate was a bad approximation to
the true density. If that is the case, then using kth nearest
neighbors may have been a poor choice in the first place.

The moral of this story is that the kNN sample will have
size O(n/k) whenever the k-th nearest neighbor density es-
timate was a good approximation to the underlying measure
from which P was sampled.

10 A Python Implementation

The main kNNSample algorithm is described in the prose
of the paper. However, the algorithm is sufficiently simple
that we can include here the code from the Python imple-
mentation.

The cluster graph implementation is straightforward and
not shown here. The clusters are iterable and provide pop

method that returns their farthest point. The cluster graph
stores the clusters in a heap, ordered by their radius. It pro-
vides a nbrs of nbrs method that allows one to iterate over
all clusters within two hops of a given cluster. Because the
graph has self loops, this set includes cluster and its im-
mediate neighbors. The knnsample function is a generator,
so it yields points as they are added to the sample rather
than returning the final set.

Several small optimizations appear in the official release of
the code that have been removed here to show the essentials
of the algorithm. That said, the code below is complete and
has been tested.

from collections import defaultdict

from greedypermutation.clustergraph import ClusterGraph

def knnsample(M, k, seed = None):

G = ClusterGraph(M, nbrconstant = 2, moveconstant = 1)

markedpts = defaultdict(set)

# Yield the first point.

yield G.heap.findmax().center

for i in range(1, len(M)):

cluster = G.heap.findmax()

point = cluster.pop()

G.heap.changepriority(cluster)

radius = 2 * point.dist(cluster.center)

nearbypts = {q for nbr in G.nbrs(cluster)

for q in nbr

if q.dist(point) <= radius

}

nearbymarkedpts = {q for q in markedpts[point]

if q.dist(point) <= radius

}

if len(nearbypts) + len(nearbymarkedpts) < k:

for p in nearbypts:

markedpts[p].add(point)

else:

G.addcluster(point, cluster)

yield point
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Social Distancing is Good for Points too!

Alejandro Flores-Velazco*

Abstract

The nearest-neighbor rule is a well-known classification
technique that, given a training set P of labeled points,
classifies any unlabeled query point with the label of its
closest point in P . The nearest-neighbor condensation
problem aims to reduce the training set without harming
the accuracy of the nearest-neighbor rule.

FCNN is the most popular algorithm for condensa-
tion. It is heuristic in nature, and theoretical results for
it are scarce. In this paper, we settle the question of
whether reasonable upper-bounds can be proven for the
size of the subset selected by FCNN. First, we show that
the algorithm can behave poorly when points are too
close to each other, forcing it to select many more points
than necessary. We then successfully modify the algo-
rithm to avoid such cases, thus imposing that selected
points should “keep some distance”. This modification
is sufficient to prove useful upper-bounds, along with
approximation guarantees for the algorithm.

1 Introduction

In the context of non-parametric classification, a training
set P consists of n points in a metric space (X , d), with
domain X and distance function d : X 2 → R+. Addi-
tionally, P is partitioned into a finite set of classes by
associating each point p ∈ P with a label l(p), indicating
the class to which it belongs. Given an unlabeled query
point q ∈ X , the goal of a classifier is to predict q’s label
using the training set P .

The nearest-neighbor rule is among the best-known
classification techniques [5]. It assigns a query point the
label of its closest point in P , according to the metric d.
The nearest-neighbor rule exhibits good classification
accuracy both experimentally and theoretically [3, 4, 14],
but it is often criticized due to its high space and time
complexities. Clearly, the training set P must be stored
to answer nearest-neighbor queries, and the time required
for such queries depends to a large degree on the size and
dimensionality of the data. These drawbacks inspire the
question of whether it is possible replace P with a sig-
nificantly smaller subset, without significantly reducing
the classification accuracy under the nearest-neighbor
rule. This problem has been widely studied, and it is
often called nearest-neighbor condensation [8, 9, 13,15].

*University of Maryland, College Park, afloresv@cs.umd.edu

Related work. A subset R ⊆ P is said to be consistent
if and only if for every p ∈ P its nearest-neighbor in R
is of the same class as p. Intuitively, R is consistent [9]
if and only if all points of P are correctly classified using
the nearest-neighbor rule over R. Formally, the problem
of nearest-neighbor condensation consists of finding an
ideally small consistent subset of P .

It is known that the problem of computing consistent
subsets of minimum cardinality is NP-hard [12,17,18].
However, there exists an algorithm called NET [8] that
computes a tight approximation of the minimum cardi-
nality consistent subset. Yet, this algorithm is not prac-
tical, and it is often outperformed on real-world training
sets —with respect to both their runtime and size of the
selected subsets— by simple heuristics for condensation.

Most algorithmic research for this problem has focused
on heuristics; for comprehensive surveys, see [11, 15, 16].
Out of the many heuristics proposed for this problem,
FCNN [1] stands out due to its quadratic worst-case time
complexity, and most importantly, its observed efficiency
when applied to real-world training sets. Alternatives
include CNN [9], MSS [2], RSS [6], and VSS [6]. These
algorithms also run in quadratic time, except for CNN,
which has cubic runtime, and was the first algorithm pro-
posed for condensation. See Figure 1 for an illustrative
comparison between these heuristics.

While such heuristics have been extensively studied
experimentally [7], theoretical results are scarce. Only
recently in CCCG’19 [6], we have shown that the size
of the subset selected by MSS cannot be bounded. On
the other hand, we proved that the size of the subset
selected by both RSS and VSS can be upper-bounded.
However, until now, it remained open whether similar
results could be achieved for FCNN.

Contributions. In this paper, we settle the question of
whether the size of the subsets selected by FCNN can be
upper-bounded. Our results are summarized as follows:

� There exist training sets for which the subset selected
by FCNN is unbounded, particularly, when compared
to the selection of other algorithms (e.g., RSS).

� We propose a modification of FCNN, namely SFCNN,
for which we prove the following results:

– The size of the subset selected by SFCNN has an
upper-bound, similar to the one known for RSS.

– SFCNN computes a tight approximation of the mini-
mum cardinality consistent subset of P .
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( h ) N E T ( 8 4 1 p t s )

Fi g u r e 1: A n ill u st r ati v e e x a m pl e of t h e s u b s et s s el e ct e d b y di ff e r e nt c o n d e n s ati o n al g o rit h m s f r o m a n i niti al t r ai ni n g
s et P i n R 2 of 1 0 4 p oi nt s. T h e li st i n cl u d e s w ell- k n o w n al g o rit h m s li k e C N N, F C N N, M S S, R S S, V S S, a n d N E T. We
p r o p o s e S F C N N a s a si m pl e m o di fi c ati o n of F C N N t h at c a n b e s u c c e s sf ull y u p p e r- b o u n d e d.

Pr eli mi n ari e s. Gi v e n a n y p oi nt q ∈ X i n t h e m et ri c
s p a c e, it s n e a r e st- n ei g h b o r, d e n ot e d b y n n ( q ), i s t h e
cl o s e st p oi nt of P a c c o r di n g t h e t h e di st a n c e f u n cti o n d .
Gi v e n a p oi nt p ∈ P , a n y ot h e r p oi nt of P w h o s e l a b el
di ff e r s f r o m p ’ s i s c all e d a n e n e m y of p . T h e cl o s e st s u c h
p oi nt i s c all e d p ’ s n e a r e st- e n e m y , d e n ot e d b y n e(p ).

Cl e a rl y, t h e si z e of a c o n d e n s e d s u b s et s h o ul d d e p e n d
o n t h e s p ati al c h a r a ct e ri sti c s of t h e cl a s s e s i n t h e t r ai ni n g
s et. F o r e x a m pl e, a c o n si st e nt s u b s et f o r t w o s p ati all y
w ell s e p a r at e d cl u st e r s s h o ul d b e s m all e r t h a n t h e s u b s et
f o r o n e wit h t w o cl a s s e s t h at h a v e a hi g h d e g r e e of
o v e rl a p. T o m o d el t hi s i nt ri n si c c o m pl e xit y, d e fi n e κ t o
b e t h e n u m b e r of n e a r e st- e n e m y p oi nt s of P , i. e., t h e
c a r di n alit y of s et { n e( p ) | p ∈ P } .

T hi s h a s b e e n p r e vi o u sl y u s e d [ 6] t o p r o v e u s ef ul
u p p e r- b o u n d s f o r R S S, a n d t o s h o w n e g ati v e r e s ult s f o r
M S S. I n p a rti c ul a r, it h a s b e e n s h o w n t h at R S S s el e ct s
O (κ ( 3/ π ) d − 1 ) p oi nt s i n d - di m e n si o n al E u cli d e a n s p a c e,
w hil e M S S’ s s el e cti o n c a n n ot b e b o u n d e d i n t e r m s of κ .

2  N e ar b y P oi n t s ar e Pr o bl e m a ti c

N o w c o n si d e r t h e F C N N al g o rit h m [ 1]. It f oll o w s a n it e r-
ati v e i n c r e m e nt al a p p r o a c h t o b uil d a c o n si st e nt s u b s et of
P ( s e e Al g o rit h m 1 f o r a f o r m al d e s c ri pti o n). W hil e n ot
i m m e di at el y e vi d e nt, F C N N it r u n s i n O (n m ) w o r st- c a s e
ti m e, w h e r e m i s t h e fi n al si z e of t h e s el e ct e d s u b s et.

Al g o ri t h m 1: F C N N

I n p u t: I niti al t r ai ni n g s et P
O u t p u t: C o n si st e nt s u b s et R ⊆ P

1 R ← φ
2 S ← c e nt r oi d s( P )
3 w hil e S = φ d o
4 R ← R ∪ S
5 S ← φ
6 f o r e a c h p ∈ R d o
7 S ← S ∪ { r e p( p, v o r e n( p, R, P ))}

8 r e t u r n R

T h e al g o rit h m b e gi n s b y s el e cti n g o n e p oi nt p e r cl a s s,
i n p a rti c ul a r, t h e c e nt r oi d of e a c h cl a s s1 . T h e n, it b e-
gi n s t h e it e r ati v e p r o c e s s, s el e cti n g ot h e r p oi nt s u ntil
t h e s u b s et i s c o n si st e nt. D u ri n g e a c h it e r ati o n, t h e
al g o rit h m i d e nti fi e s all p oi nt s of P t h at a r e mi s cl a s-
si fi e d wit h r e s p e ct t o t h e c u r r e nt s u b s et, a n d a d d s
s o m e of t h e s e p oi nt s t o t h e s u b s et. F o r m all y, f o r e v-
e r y p oi nt p al r e a d y i n t h e s u b s et, F C N N s el e ct s o n e
r e p r e s e nt ati v e a m o n g n o n- s el e ct e d p oi nt s, w h o s e n e a r e st-
n ei g h b o r i s p a n d t h at b el o n g t o a di ff e r e nt cl a s s t h a n

1 F o r e a c h cl a s s, i t s c e nt r oi d i s d e fi n e d a s t h e cl o s e s t p oi nt of P
t o t h e g e o m e t ri c al c e nt e r of all p oi nt s of t hi s cl a s s.
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p. That is, the representative is selected from the set
voren(p,R, P ) = {q ∈ P | nn(q,R) = p ∧ l(q) 6= l(p)}.
Usually, the representative chosen is the one closest to
p, although different approaches can be applied.

However, there is an issue with this algorithm. During
any given iteration, nothing prevents the representatives
of two neighboring points in FCNN to be arbitrarily
close to each other. This observation can be exploited
to obtain the following result:

Theorem 1 There exists a training set P ⊂ Rd in Eu-
clidean space, with constant number of classes, for which
FCNN selects Ω(κ/ξ) points, for any 0 < ξ < 1.

The remaining of this section addresses the proof of
this theorem, by carefully constructing a training set
P in R3 that exhibits the undesirable behavior in the
selection process of the FCNN algorithm.

Without loss of generality, let ξ = 1/2t for some
value t > 3, we construct a training set P ⊂ R3 with a
constant number of classes and the number of nearest-
enemy points κ equal to O(1/ξ), for which FCNN is
forced to select O(1/ξ2) points. As mentioned above,
the key downside of the algorithm occurs when points
are added to the subset in the same iteration, as they
can be arbitrarily close to each other. We exploit this
behavior to force the algorithm to select O(1/ξ) such
points on each iteration.

Intuitively, the training set P consists of several layers
of points arranged parallel to the xy-plane, and stacked
on top of each other around the z-axis (see Figure 2).
Each layer is a disk-like arrangement, formed by a center
point and points at distance 1 from this center. Define
the backbone points of P to be the center points ci = 2i~vz
for i ≥ 0. We now describe the different arrangements
of points as follows (see Figure 2):

B = c0 ∪ {yj = c0 + ~vxRz(jπ/4)}8j=1

Mi = {c2i, c2i+1,mi = (c2i + c2i+1)/2}

∪
{
rij = c2i + ~vxRz

(
jπ/21+i

)}22+i

j=1

∪
{
bij = c2i+1 + ~vxRz

(
jπ/21+i

)}22+i

j=1

∪
{
wij=c2i+1+~vxRz

(
(j+1/2)π/21+i−ξ2

)}22+i

j=1

Ri = {c2i, c2i+1}
∪ {rij = c2i + ~vxRz (2jπξ)}1/ξj=1

∪ {bij = c2i+1 + ~vxRz (2jπξ)}1/ξj=1

These points belong to one of 11 classes, defined by
the set {1, . . . , 8, red,blue,white}. Then, we define the
labeling function l as follows: l(ci) is red when i is even
and blue when i is odd, l(mi) is white, l(yj) is the j-th
class, l(rij) is red, l(bij) is blue, and l(wij) is white.

Base arrangement (B). Consists of one single layer of
points, with one red center point c0 and 8 points yj in the
circumference of the unit disk (parallel to the xy-plane),
each labeled with a unique class j (see Figure 2d).

The goal of this arrangement is that each of these
points is the centroid of its corresponding class. The
centroids of the blue and white classes can be fixed to be
far enough, so we won’t consider them for now. Hence,
the first iteration of FCNN will add all the points of B.
In the next iteration, each of these points will select a
representative in the arrangement above. Clearly, the
size of B is 9, and it contributes with 8 nearest-enemy
points in total.

Multiplier arrangement (Mi). Our final goal is to
have O(1/ξ) arbitrarily close points selecting represen-
tatives on a single iteration;. Initially, we only have
9, the ones in the base arrangement. While this could
be simply achieved with O(1/ξ) points in B each with
a unique class, we want to use a constant number of
classes. Instead, we use each multiplier arrangement to
double the number of representatives selected.
Mi consists of (1) a layer with a blue center c2i and

22+i red points rij around the unit disk’s circumference,
(2) a layer with a red center c2i+1 and 23+i blue bij and
white wij points around the unit disk’s circumference,
and (3) a white center pointmi in the middle between the
red and blue center points (see Figure 2c). Suppose at
iteration 3i− 1 all the points rij and c2i of the first layer
are added as representatives of the previous arrangement,
which is given for M1 from the selection of B. Then,
during iteration 3i each rij adds the point bij right
above, while c2i adds point mi (see the red arrows in
Figure 2a). Finally, during iteration 3i + 1, mi adds
c2i+1, and each bij adds point wij as its the closest
point inside the voronoi cell of bij (see the blue arrows
in Figure 2a). Now, with all the points of this layer
added, each continues to select points in the following
arrangement (either Mi+1 or Ri+1).

The size of each Mi is 3(1 + 22+i) = O(23+i), and
contributes with 3 + 2(22+i) = O(23+i) to the total
number of nearest-enemy points. Thus, we stack Mi

arrangements for i ∈ [1, . . . , t− 3], such that the last of
these selects 1/ξ = 2t points.

Repetitive arrangement (Ri). Once the algorithm
reaches the last multiplier layer Mt−3, it will select
1/ξ points during the following iteration. The repeti-
tive arrangement allows us to continue selecting these
many points on every iteration, while only increasing
the number of nearest-enemy points by a constant. This
arrangement consists of (1) a first layer with a blue
center c2i surrounded by 1/ξ red points rij around the
unit disk circumference, and (2) a second layer with red
center c2i+1 and blue points bij in the circumference (see
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(a) Entire arrangement of points, by stacking the different
arrangements along the z-axis. The arrows illustrate the se-
lection process of FCNN on a multiplicative arrangement Mi.

(b) A repetitive arrangement Ri. This is used to maintain
the number of selected representatives to be O(1/ξ) during
each remaining iteration of the algorithm.

(c) A multiplier arrangement Mi. This forces FCNN to
double the number of selected representatives around the
circumference after two iterations.

(d) Base arrangement B. Each point in the circumference
belongs to one unique class {1, . . . , 8}, here colored in yellow
and numbered for clarity.

Figure 2: Example of a training set P ⊂ R3 for which FCNN selects Ω(κ/ξ) points.

Figure 2b). Once the first layer is added all in a single
iteration, during the following iteration c2i adds c2i+1,
and each rij adds bij .

The size of each Ri is 2(1 + 1/ξ) = O(1/ξ), and it
contributes with 4 points to the total number of nearest-
enemy points. Now, we stack O(1/ξ) such arrangements
Ri for i ∈ [t − 2, . . . , 1/ξ], such that we obtain the
desired ratio between selected points and number of
nearest-enemy points of the training set.

The training set. After defining all the necessary point
arrangements, and recalling that t = log 1/ξ, we put
these arrangements together to define the training set P

as follows:

P = B
t−3⋃

i=1

Mi

1/ξ⋃

i=t−2
Ri ∪ F

where F is an additional set of points to fix the centroids
of P . These extra points are located far enough from the
remaining points of P , and are carefully placed such that
the centroids of P are all the points of B, plus a blue
and white point from F . Additionally, all the points of
F should be closer to its corresponding class centroid
than to any enemy centroid, and they should increase
the number of nearest-enemy points by a constant. This
can be done with a bounded number of extra points.

All together, by adding up the corresponding terms,
the ratio between the size of FCNN and κ (the number
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of nearest-enemy points of P ) is O(1/ξ). Therefore, on
this training set, FCNN selects O(κ/ξ) points.

3 Keeping Distance: One by One

Evidently, adding points in batch on every iteration of
the algorithm prevents FCNN to have provable guar-
antees on the size of its selected subset, just as RSS
provides. However, this design choice is not key for any
of the features of the algorithm.

Therefore, we propose to modify FCNN such that
only one single representative is added to the subset on
each iteration. We call this new algorithm SFCNN or
Single FCNN. Basically, the only difference between the
original FCNN and SFCNN is on line 4 of Algorithm 1,
where R is updated by selecting one single point from
the set of representatives S, as follows:

R← R ∪ {Choose one point of S}

While extremely simple, this change in the selection
process of SFCNN allows us to successfully analyze the
size of its selected subset in terms of κ, and even prove
that it approximates the consistent subset of minimum
cardinality.

Size Upper-Bound. To this end, we first need to in-
troduce some terminology. Through a suitable uniform
scaling, we may assume that the diameter of P (that is,
the maximum distance between any two points in the
training set) is 1. The spread of P , denoted as ∆, is the
ratio between the largest and smallest distances in P .
Define the margin of P , denoted γ, to be the smallest
nearest-enemy distance in P . Clearly, 1/γ ≤ ∆.

The metric space (X , d) is said to be doubling [10] if
there exist some bounded value λ such that any metric
ball of radius r can be covered with at most λ metric balls
of radius r/2. Its doubling dimension is the base-2 log-
arithm of λ, denoted as ddim(X ) = log λ. Throughout,
we assume that ddim(X ) is a constant, which means that
multiplicative factors depending on ddim(X ) may be hid-
den in our asymptotic notation. Many natural metric
spaces of interest are doubling, including d-dimensional
Euclidean space whose doubling dimension is Θ(d). It is
well know that for any subset R ⊆ X with some spread
∆R, the size of R is bounded by |R| ≤ d∆Reddim(X )+1.

Theorem 2 SFCNN selects a subset of size:

O
(
κ log

1

γ
4ddim(X )+1

)

Proof. This follows by a charging argument on each
nearest-enemy point in the training set. Consider one
such point p ∈ {ne(r) | r ∈ P} and a value σ ∈ [γ, 1].
We define Rp,σ to be the subset of points from SFCNN
whose nearest-enemy is p, and whose distance to p is

between σ and 2σ. That is, Rp,σ = {r ∈ R | ne(r) =
p∧d(r, p) ∈ [σ, 2σ)}. These subsets define a partitioning
of R when considering all nearest-enemy points of P ,
and values of σ = γ 2i for i = {0, 1, 2, . . . , dlog 1

γ e}.
Consider any two points a, b ∈ Rp,σ in these subsets.

Assume w.l.o.g. that point a was selected by the al-
gorithm before point b (i.e., in a prior iteration). We
show that d(a, b) ≥ σ. By contradiction, assume that
d(a, b) < σ, which immediately implies that a and b
belong to the same class. Moreover, recalling that b’s
nearest-enemy in P is p, at distance d(b, p) ≥ σ, this
implies that b is closer to a than to any enemy in R.
Therefore, by the definition of the voren function, b could
never be selected by SFCNN, which is a contradiction.

This proves that d(a, b) ≥ σ. Additionally, we know
that d(a, b) ≤ d(a, p)+d(p, b) ≤ 4σ. Thus, using a simple
packing argument with the known properties of doubling
spaces, we have that |R′p,σ| ≤ 4ddim(X )+1.

Altogether, by counting over all the Rp,σ sets for every
nearest-enemy in the training set and values of σ, the size
of R is upper-bounded by |R| ≤ κ dlog 1/γe 4ddim(X )+1.
This completes the proof. �

An Approximation Algorithm. Denote Min-CS as the
problem of computing a minimum cardinality consistent
subset of P . This problem is known to be NP-hard [12,
17,18], even to approximate [8] in polynomial time within

a factor of 2(ddim(X ) log (1/γ))1−o(1)

.
As previously mentioned, the NET algorithm [8] com-

putes a tight approximation for the Min-CS problem.
The algorithm is rather simple: it just computes a γ-net
of P , where γ is the margin (the smallest nearest-enemy
distance in P ). This clearly results in a consistent subset

of P , whose size is at most d1/γeddim(X )+1
. A similar

result can be proven for SFCNN.

Theorem 3 SFCNN computes a tight approximation
for the Min-CS problem.

Proof. This follows from a direct comparison to the
resulting subset of the NET algorithm. For any point
p ∈ NET, let Bp be the set of points of P “covered” by
p, that is, whose distance to p is at most γ. By the
covering property of nets, this defines a partition on P
when considering every point p selected by NET.

Let’s analyze the size of Bp ∩ R, that is, for any
given Bp how many points could have been selected
by the SFCNN algorithm. Let a, b ∈ Bp ∩ R be two
such points, where without loss of generality, point a
was selected in an iteration before b. Both a and b
must belong to the same class as p, as their distance
to p is at most γ, which is the smallest nearest-enemy
distance in P . Moreover, by the definition of the voren
function, it is easy to show that d(a, b) ≥ γ. By a
simple packing argument in doubling metrics, the size
of any Bp ∩ R is at most 2ddim(X )+1. All together, we
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have that the size of the subset selected by SFCNN is
2ddim(X )+1 |NET| = O

(
(1/γ)ddim(X )+1

)
. �

4 Experimental Results

The importance of FCNN relies on its performance in
practice, despite the lack of theoretical guarantees. A
natural question is whether the simple change we pro-
posed on the algorithm, negatively affects its perfor-
mance in real-world training sets.

Thus, to get a clearer impression of the relevance of
these results in practice, we performed experimental tri-
als on several training sets, both synthetically generated
and widely used benchmarks. First, we consider 21 train-
ing sets from the UCI Machine Learning Repository2

which are commonly used in the literature to evaluate
condensation algorithms [7]. These consist of a number
of points ranging from 150 to 58000, in d-dimensional
Euclidean space with d between 2 and 64, and 2 to 26
classes. We also generated some synthetic training sets,
containing 105 uniformly distributed points, in 2 to 3
dimensions, and 3 classes. All training sets used in these
experimental trials are summarized in Table 1. The im-
plementation of the algorithms, training sets used, and
raw results, are publicly available3.

We test 7 different condensation algorithms, namely
FCNN, SFCNN, RSS, VSS, MSS, CNN and NET. To
compare their results, we consider their runtime and the
size of the selected subset. Clearly, these values might
differ greatly on training sets whose size are too distinct.
Therefore, before comparing the raw results, these are
normalized. The runtime of an algorithm for a given
training set is normalized by dividing it by n, the size
of the training set. The size of the selected subset is
normalized by dividing it by κ, the number of nearest-
enemy points in the training set, which characterizes the
complexity of the boundaries between classes.

Figure 3: Running time.

2https://archive.ics.uci.edu/ml/index.php
3https://github.com/afloresv/nnc/

Training set n d c κ (%)
banana 5300 2 2 811 (15.30%)

cleveland 297 13 5 125 (42.09%)
glass 214 9 6 87 (40.65%)
iris 150 4 3 20 (13.33%)

iris2d 150 2 3 13 (8.67%)
letter 20000 16 26 6100 (30.50%)
magic 19020 10 2 5191 (27.29%)
monk 432 6 2 300 (69.44%)

optdigits 5620 64 10 1245 (22.15%)
pageblocks 5472 10 5 429 (7.84%)
penbased 10992 16 10 1352 (12.30%)

pima 768 8 2 293 (38.15%)
ring 7400 20 2 2369 (32.01%)

satimage 6435 36 6 1167 (18.14%)
segmentation 2100 19 7 398 (18.95%)

shuttle 58000 9 7 920 (1.59%)
thyroid 7200 21 3 779 (10.82%)

twonorm 7400 20 2 1298 (17.54%)
wdbc 569 30 2 123 (21.62%)
wine 178 13 3 37 (20.79%)

wisconsin 683 9 2 35 (5.12%)
v-100000-2-3-15 100000 2 3 1909 (1.90%)
v-100000-2-3-5 100000 2 3 788 (0.78%)
v-100000-3-3-15 100000 3 3 7043 (7.04%)
v-100000-3-3-5 100000 3 3 3738 (3.73%)
v-100000-4-3-15 100000 4 3 13027 (13.02%)
v-100000-4-3-5 100000 4 3 10826 (10.82%)
v-100000-5-3-15 100000 5 3 22255 (22.25%)
v-100000-5-3-5 100000 5 3 17705 (17.70%)

Table 1: Training sets used to evaluate the performance
of condensation algorithms. Indicates the number of
points n, dimensions d (Euclidean space), classes c,
nearest-enemy points κ (also in percentage w.r.t. n).

Figures 3 and 4 summarize the experimental results.
Evidently, the performance of SFCNN is equivalent to
the original FCNN algorithm, both in terms of runtime
and the size of their selected subsets, showing that the
proposed modification does not affect the behavior of
the algorithm in real-world training sets. Both FCNN
and SFCNN outperform other condensation algorithms
in terms of runtime, while their subset size is comparable
in all cases, with the exception of the NET algorithm.
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