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Neural language models encode rich knowl- MES e rBeres § 7509986
edge about entities and their relationships ~ %a() s } K
which can be extracted from their representa- PrS 2e.O)sHeH)C)> ! @5'A"")$
tions using probing. Common properties of e
nouns (e.g.red strawberriessmall an) are, !
however, more challenging to extract compared
to other types of knowledge because they are i
rarely explicitly stated in texts. We hypothe- lg%gfé ;g;;lgf&g')&:z $
size this to mainly be the case for perceptual B8$+.)2C83:C=5C)5 @5>C9";%
properties which are obvious to the participants HO+H)9C:$+8$D*BEFGS SRR
in the communication. We propose to extract
these properties from images and use them in & OSHITIC)>
an ensemble model, in order to complement ! 458)9'$ $
the information that is extracted from language HSREOA 75208
models. We consider perceptual properties to e SRIORESE e
- @589:)&,-$ $

be more concrete than abstract properties (e.g., A
interesting Bawlesy. We propose to use the

adjectivesO concreteness score as a lever to cal- Figure 1: Our task is to retrieve relevant properties of
ibrate the contribution of each source (textvs.  nouns from a set of candidates. We tackle the task
images). We evaluate our ensemble model in  ysing (a) Cloze-task probing; (}LIP to compute

a ranking task where the actual properties of  the similarity between the properties and images of the
a noun need to be ranked hlgher than other noun; (C) a Concreteness Ensemble MoﬁEﬂEM) to
non-relevant properties. Our results show that  ensemble language a®@L|P predictions which relies

the proposed combination of text and images on propertieso concreteness ratings_
greatly improves noun property prediction com-

pared to powerful text-based language models.

555$555%

communicationl(azaridou et a].2016. Further-
1 Introduction more, identifying noun properties can contribute

to better modeling concepts and entities, learning
Common properties of concepts or entities (€.gaffordances (i.e. debning the possible uses of an
Orhese strawberries aredO) are rarely explicitly object based on its qualities or properties), and un-
stated in texts, contrary to more speciPc propertiegerstanding models® knowledge about the world.
which bring new information in the communication \odels that combine different modalities provide
(e.9., These strawberries ardeliciou). This 4 sort of grounding which helps to alleviate the
phenomenon, known as Oreporting bi&®don  reporting bias problerk(ela et al, 2014 Lazari-
and Van Durme2013 Shwartz and Cho020,  doy et al, 2015 Zhang et al.2022. For example,
makes it difpcult to learn, or retrieve, perceptualyyitimodal models are better at predicting color
properties from text. However, noun property idenxuttributes compared to text-based language models
tibcation is an important task which may allow Al (Paik et al, 2021 Norlund et al, 2021). Further-
applications to perform commonsense reasoningore, visual representations of concrete objects

in a way that matches peopleOs psychological @fprove performance in downstream NLP tasks

cognitive predispositions, and can improve agentm data are available bps:/github.

' Equal Contribution. com/artemisp/semantic-norms
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(Hewitt et al, 2018. Inspired by this line of work, Features extracted from different modalities can
we expect concrete visual properties of nhouns t@omplement the information found in texts. Mul-
be more accessible through images, and text-baseiinodal distributional models, for example, have
language models to better encode abstract semantieen shown to outperform text-based approaches
properties. We propose an ensemble model whicbhn semantic benchmarkSi(berer et al. 2013
combines information from these two sources foiBruni et al, 2012 2014 Lazaridou et al.2015.
English noun property prediction. Similarly, ensemble models that integrate multi-
We frame property identibcation as a rankingmodal and text-based models outperform models
task, where relevant properties for a noun neethat only rely on one modality in tasks such as vi-
to be retrieved from a set of candidate propertiesual question answering ¢impoukelli et al. 2021,
found in association norm datasetdcqRae et al.  Alayrac et al, 2022 Yang et al, 20210, visual
2005 Devereux et a.2014 Norlund et al, 2027). entailment Song et al. 2022, reading compre-
We experiment with text-based language model§ension, natural language inferen&i@ng et al.
(Devlin et al, 2019 Radford et al.2019 Liu etal, 2021 Kiros et al, 2018, text generationgu et al,
2019 and withCLIP (Radford et al.2021) which 2022, word sense disambiguatioBgrnard and
we query using a slot Plling task, as shown in FigJohnson2005, and video retrievalYang et al,
ures1(a) and (b). Our ensemble model (Figure20213. We extend this investigation to noun prop-
1(c)) combines the strengths of language and vierty prediction.
sion models, by specibcally privileging the former
or latter type of representation depending on th&Ve propose a novel noun property retrieval model
concreteness of the processed properBeggpaert Which combines information from language and
et al, 2014. Given that concrete properties areVision models, and tunes their respective contribu-
characterized by a higher degree of imageabilitions based on property concreteneBsygbaert
(Friendly et al, 1982, our model trusts the visual €t al, 2014. Concreteness is a graded notion that
model for perceptual and highly concrete propertie$trongly correlates with the degree of imageabil-
(e.g., color adjectivesed, green), and the language ity (Friendly et al, 1982 Byrne, 1974; concrete
model for abstract properties (e.fee inpnitg.  Words generally tend to refer to tangible objects that
Our results conbrm th&LIP can identify nouns® the senses can easily perceiffaiyio et al, 1968.
perceptual properties better than language model4/e extend this idea to noun properties and hypoth-
which contain higher quality information about ab-€size that vision models would have better knowl-
stract properties. Our ensemble model, which conffdge of perceptual, and more concrete, properties
bines the two sources of knowledge, outperform$€-g-. red, Bat round) than text-based language
the individual models on the property ranking taskmodels, which would better capture abstract prop-

by a signibcant margin. erties (e.g.freg, inspiring, promising. We evaluate
our ensemble model using concreteness scores au-
2  Related Work tomatically predicted by a regression modehgr-

bonnier and Warten2019. We compare these
Probing has been widely used in previous workresults to the performance of the ensemble model
for exploring the semantic knowledge that is enwith manual (gold) concreteness ratingsysbaert
coded in language models. A common approaclet al, 2014. In previous work, concreteness was
has been to convert the facts, properties, and releaeasured based on the idea that abstract concepts
tions found in external knowledge sources into Oblkelate to varied and composite situatioBsi(salou
in-the-blankO cloze statements, and to use them tmd Wiemer-Hasting2005. Consequently, visu-
guery language model#pidianaki and Gar’ Soler ally grounded representations of abstract concepts
(2021) do so for nouns® semantic properties ang@.g.,freedom should be more complex and diverse
highlight how challenging it is to retrieve this kind than those of concrete words (e @og (Lazaridou
of information fromBERT representationdde- et al, 2015 Kiela et al, 2014). Lazaridou et al.
vlin et al,, 2019. Furthermore, slightly different (2015 specibcally measure the entropy of the vec-
prompts tend to retrieve different semantic informators induced by multimodal models which serve
tion (Ettinger, 2020, compromising the robustness as an expression of how varied the information
of semantic probing tasks. We propose to mitigatehey encode is. They demonstrate that the entropy
these problems by also relying on images. of multimodal vectors strongly correlates with the



degree of abstractness of words. Dataset #Ns #Ps N-P pairs PsperN

FEATURE NORMS 509 209 1592 3.1
. CONCEPTPROPERTIES 601 400 3983 6.6
3 Experimental Setup MEMORY COLORS 109 11 109 1.0

3.1 Task Formulation Table 1: Statistics of the ground-truth datasets. We
Given a nourN and a set of candidate propertiesshow the number of nouns §#s), properties (#'s)

P, a model needs to select the properBgs! P and noun-property palrsN(jP pairs), as well as the
that apply toN . The candidate properties are thedverage number of properties per noun in each dataset.
set of all adjectives retained from a resource (cf.

Section3.2), which characterize different nouns.3.3 Models

A model needs to rank properties that appi\o 331 anguage Models (LMs)

higher than properties that apply to other nouns in

. We query language models about their knowl-
the resource. We consider that a property correctl . )
: e dge of noun properties using cloze-style prompts
characterizes a noun, if it has been proposed f

that by th tat 0(rcf. Appendix A.1). These contain the nouns
atnoun by the annotators. in singular or plural form, and thfMASK] to-

3.2 Datasets ken at the pgsition where the property should ap-

pear (e.g., Strawberries argMASK] O). A lan-

FEATURE NORMs: The McRae et al.(2009 uage model assigns a probability score to a can-
dataset contains feature norms for 541 objects alg- 9 9 b y

notated by 725 participants. We follofpidianaki ida}te property bY relying on the wordpieces pre-
and Gar’ Sole(2021) and only use thes_ADJ ceding and following thgMASK] token, W =

i " _2
features of noun concepts, where the adjective d@'—vl’ e WU 1 Wit ey Wiw)):
scribes a noun property. In total, there are 509 noun  Scorgy (P) = log Py (w; = P[Wy) (1)
concepts with at least ons_ADJ feature, and 209 ) B
unique properties. ThEEATURE NoRMS dataset  WherePiu(3 is the probability from language
contains both perceptual properties (etajl, Ruffy) model. We experiment witBERT-LARGE (De-

and non-perceptual ones (e.mtelligent expen- VIin et al, 2019, ROBERTA-LARGE (Liu et al,
sive. 2019, GPT241ARGE (Radford et al.2019 and

_ GPT3-DaAvINCI, which have been shown to deliver
MEMORY COLORS The dataset contains 109 jmpressive performance in Natural Language Un-

nouns with an associated image and its correspongérstanding task&ramada et a).202Q Takase and
ing prototypical color. There are 11 colors in tOtaLKiyono, 2021 Aghajanyan et a]2021).

(Norlund et al, 2021). The data were scraped from oy property ranking setup allows to consider
existing knowledge bases on the web. multi-piece adjectives (properti€syvhich were
CONCEPTPROPERTIES This dataset was created €xcluded from open-vocabulary masking experi-
at the Centre for Speech, Language and Braie-( ments Petroni et al.2019 Bouraoui et al.202Q
vereux et al.2014). It contains concept property Apidianaki and Gar’ Sole202]). Since the can-
norm annotations collected from 30 participantsdidate properties are known, we can obtain a
The data comprise 601 nouns with 400 unique propscore for a property composed lopieces P =
erties. We keep aside 50 nouns (which are not ifWt, .., Wi+ k), kK * 1) by taking the average of the
FEATURE NORMS andMEMORY COLORS) as our ~ Scores assigned by the LM to each piece:

development setiev ). We use thelev for prompt L
selection and hyper-parameter tuning. We call the Scorgy (P) = = logPum (Wes i [Wi s 1) (2)
rest of the datas€€ONCEPTPROPERTIEStest k i=0

and use it for evaluation. We report the results in Appendi4and show that

CONCRETENESSDATASET: TheBrysbaert et al. our model is better than other models at retrieving
(2014 dataset contains manual concreteness ranulti-piece properties.

ings for 37,058 Er?g“Sh word lemmas and 2,89 2\We also experiment with the Unidirectional Language
two-word expressions, gathered through crowdmodel (ULM) which yields the probability of the masked
sourcing. The original concreteness scores rang@ken conditioned on the past tokeéWsq = (W, ..., Wi~ 1)
from 0 to 5. We map them th 1] by dividing BERT-type models split some words into multiple word

pieces during tokenization (e.golorful ! [@&olord0I0])
each score by 5. (Wu et al, 2016.



3.3.2 Multimodal Language Models (MLMs) %S 0*+%-".

Vision Encoder-Decoder MLMs are language
models conditioned on other modalities than text,
for example images. For each noth in our
datasets, we collect a set of imagefrom the
web? We probe an MLM similarly to LMs, us-
ing the same set of prompts. An MLM yields a
score for each property given an image | using
Formula3.

()"*+,-."/0.1".1," ' 1"H$%8

: ("%+,-110.1'1, #2"#,2.3"4 %&"#B
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Scorenm (P, 1) =log Puum (Wi = P|W\4, i, !)
3) Figure 2: Examples of Top-1 and Bottom-1 prompts

In addition to the conteXtV,; and model parame- ranked by CLIP.

ters! , the MLM conditions on the image Then

we aggregate over all the imagefor the nounN o _ o
to get the score for the property. minimizing the cosine similarity for unmatched

| pairs.

Scorgum (P) = e Scorgum(P,i) (4) We useCLIP to compute the cosine similarity

" i#1 of an imagd # | and this text promptsp ): GAn
object with the property ofMASK] O, where the
[MASK] token is replaced with a candidate prop-
erty P # P. The score for each proper®yis the
ean similarity between the sentence prosipt
d all image$ collected for a noun:

VILT We experiment with the Transformer-based
(Vaswani et al.2017 VILT model Kim et al,
2021 as an MLMV LT uses the same tokenizer as
BERT and is pretrained on the Google Conceptuafn
Captions (GCC) dataset which contains more thaR"
3 million image-caption pairs for about 50k words 1!
(Sharma et al2018. Most other vision-language ~ Scorevir(P) = M
datasets contain a signiPcantly smaller vocabulary i#1

5 .-, . . . -
(10k words)? In addition,VILT requires minimal  rig score serves to rank the candidate properties
image pre-processing and is an open visual vocablye..rding to their relevance for a specibc noun.

lary model® This contrasts with other multimodal Figure2 shows the most and least relevant proper-
architectures which require visual predictions begqag for the noungeacockandsunower

fore passing the images on to the multimodal layers
(Li et al.,, 2019 Lu et al, 2019 Tan and Bansal 3.3.3 Concreteness Ensemble ModeCEM)

2019. These have been shown to only marginallyThe concreteness score for a property guiciEsv
surpass text-only modelsi¢n et al, 2021). towards OtrustingO the language or the vision model

CLIP We also use theCLIP vision-language More. We propose tw@€EM Bavors which we
model which is pretrained on 400M image-captiondescribe aCEM-PRED andCEM-GoLp. CEM-
pairs Radford et al.2021). CLIP is trained to PRED uses the score # [0, 1]) that is proposed
align the embedding spaces learned from image'éy our concreteness prediction model for every can-
and text using contrastive loss as a learning objeélidate property # P, while CEM-GoLD uses the
tive. TheCLIP model integrates a text encoder ~ Score forP in theBrysbaert et al(2014 datasef.
and a visual encoddk, which separately encode If there is no gold score for a property, we use
the text and image to vectors with the same dimerthe score of the word with the longest matching
sion. Given a batch of image-text pai3l.IP maxi- subsequence in the data8éfhe idea behind this

mizes the cosine similarity for matched pairs whileheuristic is that properties without ground truth

TS . . concreteness scores often have inRected forms or
More details about the image collection procedure are

cogfr(sp).fv(i)) (5)

given in Sectior8.5. "Properties inMEMORY COLORS have the highest av-
5The vocabulary size is much smaller tharBiERT-like erage concreteness scores (0.82), followed by properties in
models which are trained on a minimum of 8M words. FEATURE NORMS (0.64) andCONCEPTPROPERTIES(0.62).

50pen visual vocabulary models do not need elaborate ®This heuristic only applies to 15 (out of 209) properties
image pre-processing via an image detection pipeline. A#n the FEATURE NORMS dataset, and to 49 (out of 400) prop-
such, they are not restricted to the object classes that amrties inCONCEPTPROPERTIEStest . All 11 properties in
recognized by the pre-processing pipeline. MEMORY CoLORSshave a gold concreteness value.



Model Prompt Selected GLOVE: Ranking based on the cosine similarity of
BERT Most[NOUN-plural]  are[MASK].

ROBERTA A/An [NOUN-singular] is generallyfMASK] . the GLOVE embeddmgsl‘{ennlngton et al2014)
GPT-2 Mos{NOUN-plural] ~ are[MASK]. of the noun and the property.
VILT [NOUN-plural]  are[MASK]. . .
CLIP An object with the property dMASK] . GOOGLE NGRAM: Ranking by the bigram fre-

guency of each noun-property pair in Google
Table 2: The prompt template selected for each modeINgrams Brants and Franz2009. If a noun-
property pair does not appear in the corpus, we

derivations in the dataset (e.gharpened/sharpen asSign to ita frequency of 0.

invented/inventionetc.)® We also experimented 34 Evaluation Metrics

with GLOVE word embedding cosine similarity We evaluate the property ranking proposed by each
which resulted in suboptimal performance (cf. Sec- € evaluate the property g prop y

tion 4). Additionally, sequence matching is much model using the top-K Accuracy (A@K), top-K re-
e . call (R@K), and Mean Reciprocal Rank (MRR)
faster than GoV E similarity (cf. AppendixB). metrics. A@K is depned as the percentage of
Both CEMs combine the rarik of P proposed ' P g

by the language modeRank ) and by CLIP nouns for whichat least oneground truth property

(Rankcp) through a weighted sum which is con-IS among the top-K prgdlctlonf(tlngen 2020.
trolled by the concreteness scotg; R@K shows the proportion of ground truth proper-

ties retrieved in the top-K predictions. We report
the average R@K across all nouns in a test set.
(6) MRR stands for the ground truth propertiesO aver-
age reciprocal ranks (more precisely, the inverse of
the rank,-1.). For all three metrics, high scores

"Tank
are better.

We generate concreteness scores using the model _ _

of Charbonnier and Warterf2019 with FastText 3-5 Implementation Details
embeddingsEojanowski et al.2017). The model Prompt SelectionWe evaluate the performance
leverages part-of-speech and sufpx features to pref BERT-LARGE, ROBERTA-LARGE, GPT-2-
dict concreteness in a classical regression settingARGE, andVILT on thedev set (cf. SectiorB.2)

We train the model on the 40k concreteness datasesing the prompt templates proposeddpidianaki
(Brysbaert et a).2014), excluding the 425 adjec- and Gar’ Sole2021). For CLIP, we handcraft a
tives found in our test sets. The model obtainset of prompts that are close to the format that was
a high Spearmah correlation of 0.76 with the recommended in the original pap&ddford et al.
ground truth scores of the adjectives in our tesR021) and evaluate their performance on they
sets. This result shows that automatically predictedet. We choose the prompt that yields the highest
scores are a viable alternative which allows the aperformance in terms of MRR on tliev set for
plication of the method to new data and domainsach model, and use it for all our experiments (cf.
where hand-crafted resources might not be avaiAppendixA for details). Table? lists the prompt
able. templates selected for each model.

Rankeem(P) = (1 $ cp) aRank y (P)
+ cp @Rankp(P)

3.3.4 Concreteness Prediction Model

Image CollectionWe collect images for the nouns

o .. inour datasets using the Bing Image Search API,
We compare the predictions of the language, Visiony , e query interface widely used for research

and ensemble models to the predictions of threﬁurposesl(iela et al, 2016 Mostafazadeh et al.

baseline methods. 2016.1! We use again thdev set to determine the
RANDOM: Generates &RANDOM property rank- number of images needed for each noun. We bnd
ing for each noun. that_good perforr_nancg can be qchieved wi_th only
ten images (cf. Figuré in AppendixC.1). Adding

let might hﬁpp'?r;]thaththris heurisctjickr]natcg%s antonymousmore images increases the computations needed
words. Note that although these words have different meaning, - . . . .
they often have similar concreteness values (e.g., Ohapp .JthOUt signibPcantly improving th_e performance.
2.56, Ounhappy": 2.04; Omoral": 1.69, Oimmoral: 1.59). T herefore, we set the number of images per noun

‘°The rank of a propert with respect to a mode¥  to ten for all vision models and experiments.
denoted aRanky (P) is debned as the index of propeRy

in the list of all propertie® sorted by decreasir§core, (P). HWe use théving-image-downloadekPl.

3.3.5 Baselines


https://pypi.org/project/bing-image-downloader/

Model #Param  Img FEATURE NORMS CONCEPTPROPERTIEStest MEMORY COLORS

A@1 A@5 R@5 R@10 MRR| A@1 A@5 R@5 R@10 MRR A@1 A@2 A@3
RANDOM 0 ! 1.0 24 0.7 1.4 .018 0.2 3.8 0.5 17 014 119 202 257
GLOVE 0 ! 16.3 422 164 26.6 124 185 466 95 16.4 .08 284 450 60.1
GOOGLE-NGRAM 0 ! 234 652 315 477 192 279 721 185 303 AR2 440 633 69.7
BERT-LARGE 345M ! 273 603 294 436 194 314 721 182 292 AR3 440 578 679
ROBERTA-LARGE 354M ! 246 631 302 463 188 341 791 224 348 188 486 615 679
GPT21ARGE 1.5B ! 220 60.7 284 429 173 356 770 210 324 186 440 578 679
GPT3-DAVINCI 175B ! 379 615 318 442 - 470 722 201 297 - 743 826 844
VILT 135M " 279 56.0 262 401 185 345 632 157 237 18 743 - -
CLIP-VIT/L14 427M " 285 617 294 427 197 292 63.0 150 249 A3 844 917 97.2
CEM-GoLb (GloVe) 781M " 389 756 394 533 249 486 848 270 393 A7l 835 929m.1
CEM-GoLD 781M " 40.1 76.2 40.0 533 .252 485 842 268 388 170 835 92.799.1
CEM-PrRED 781M " 399 758 400 525 251 499 858 281 400 .175 88.1 963 99.1

Table 3: Results obtained on the three datasets. The best result for each metric is mbotdihae.

Noun Property PROPERTIEStest dataset. This may be due to
__| mostconcrete _ least concrete the fact that 49 properties in this dataset do not have
dandelion yellow annoying ground truth concreteness scores (vs. only 15 prop-
cougar brown vicious L T
. erties inFEATURE NORMS), indicating that the
wand round magical - .
spear sharp dangerous prediction model probably approximates concrete-

scores for CEM-RED.

Table 4: Examples of nouns with their most and least As explained in Sect|033 we explore two
concrete properties INFATURE NORMS. different heuristics to select the score for these
properties folCEM-GoLD: longest matching sub-

Model Implementation All LMs and MLMs are ~ Séquence an@loVE cosine similarity. The latter
built on the huggingface AP£ The CLIP model similarity metric results to a drop in performance
is adapted from the ofbcial repositdd. CEM  OnFEATURE NORMS and almost identical perfor-
ensembles thROBERTA-LARGE and theCLIP- mance for @NCEPFPROPERTIEStest .1°
VIT/L14 models. The experiments were run on We notice that th&00GLE-NGRAM baseline
Quadro RTX 6000 24GB. All our experiments in- performs well onFEATURE NORMS with results
volve zero-shot and one-shot (fGPT-3 probing, 0N par or superior to big LMs. The somewhat lower
hence no training of the models is needed. Théesults obtained 0@ONCEPTPROPERTIEStest
inference time ofCEM is naturally longer than might be due to the higher number of properties in
that of individual models, but it is still very fast this dataset (cf. Tabl&), which makes the ranking
and only takes a few minutes for each dataset, witiask more challenging® There is also a higher
pre-computed image features. For more details onumber of noun-property pairs that are not found
runtime refer to SectioB, and specibcally to Table in Google Bigrams and which are assigned a zero

10, in the Appendix. scoret’
_ TheMEMORY CoLORsdataset associates each
4 Evaluation noun with asinglecolor so we only report Accuracy

at top-K (last three columns of Tab®. We can
compare these scores to a previous baseline, the
top-1 Accuracy reported byorlund et al.(2021)
for the CLIP-BERTmodel which is 78.58 CEM-

4.1 Property Ranking Task

Table 3 shows the results obtained by the LMs
the MLMs and ourCEM model on theFEA-
TURE NORMS, CONCEPT PROPERTIEStest 14
andMEMORY CoLORSdatasets. The two RBavors  Specibcally, for A@1 we observe a drop of 1.2FBA-
of CEM (CEM-PRED andCEM-GOLD) outper- TURE NorMs and a gain of .1 foCONCEPTPROPERTIES
form all other models Wlth a signibcant margin - “istpa mean number of properties per nourCioNCEPT
across datasets. InterestinglyEM-PRED per- PropERTIESIS 6.6, and 3.1 in EATURE NORMS.

forms better thartCEM-GoLD on theCONCEPT 1726% of the pairs iCONCEPTPROPERTIESVS. 15% for
—— . FEATURE NORMS.
https://huggingface.co 18We cannot calculate the other scores becaDkéP-
Bhttps://github.com/openai/CLIP BERT has not been made available. In this modegLd P
Contains all nouns iICONCEPTPROPERTIESEXCEpt from  encoded image is appendedB& RTOs tokenized input before
the ones in the GNCEPTPROPERTIESdev set. Pne-tuning with a masked language modeling objective on


https://huggingface.co
https://github.com/openai/CLIP
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Concreteness Bands
Figure 4: The average Rank Improvement (RI) score
Figure 3: Top-1 Accuracy for thEEATURE Norms  for properties in theCONCEPT PROPERTIEStest
properties bltered by concreteness. The average C(ﬁfDUped in ten bins according to their concreteness. The
creteness score for each band is given on the x-axiBigher the concreteness score of the properties in a bin,
The error bars in the OrandomO category represent fifi¢ larger the improvement brought B¢ M-GoLD ans
standard deviation on 10 trials. CEM-PRED over ROBERTA.

PRED and GoLD both do better on this dataset * Pl S
(88.1). GPT-3gets much higher scores than the f °
other three language models on this task with ¢ _ 3 N I
top-1 Accuracy of 74.3, but is outperformed by Cg // S .
CLIP andCEM. Note that MRR does not apply gso |/ P c\\@
to GPT-3since it generates properties instead of & // — ~ AN \é@T
reranking them (cf. AppendiA.3). 25 Q/: \_ctp
The multimodal model with the lowest perfor- FePEIE- GEM-Gol — ROBERTa VT |
mance,VILT, is as good a&PT-3 CLIP falls 2 ROBERTa o~ ROBERTa+BERT O]
halfway betweerVILT and CEM-PRED/GOLD. - - OlZOBERT“Z:'P - - -
CEM-PrReD andCEM-GoLD present a clear ad- weight(v)

vantage compared to language and multimodal _ _
models, achieving a top-1 Accuracy of 88.1. Al-Figure 5: Top-1 Accuracy obtained by different ensem-
though ROBERTA gets very low Accuracy on ble models on thEEATURE NORMS dataset. The x-axis

it d h ¢ shows the weight used to interpolate two models. The
MEMORY CQLORS’_“ O€s _nOt urt performance straight dashed and dotted lines are the top-1 Accuracy
when combined withCLIP in our CEM-GoLD

of CEM-GoLD (40.1) andCEM-PRrRED (39.9) respec-
model. This is because the color properties in thisively.

dataset have high concreteness scores (0.82 on aver-
age), S&CEM-GoLD relies mainly onCLIP which
works very well in this settingCEM-GOLD makes
the same top-1 predictions &4_1P for 95 nouns
(out of 109), while only 50 nouns are assigned th
same color by CEM-GLD and ROBERTA.

concreteness score in tBeysbaert et al(2014
lexicon; (b)least concrete the property with the
éowest concreteness score; @hdom: a randomly
selected propert§? Figure3 shows the top-1 Ac-
curacy of the models for the properties in each con-
creteness band. Examples of nouns with their most

4.2 Additional Analysis
. and least concrete properties are given in Tdble
Concreteness levelWe examine the performance . . L
The results of this experiment conbrm our initial

of each model for properties at _dlfferen.t Concreteéssumption that MLMs (e.gCLIP andV/ILT) are
ness levels. From the properties available for

noun in FEATURE NORMS1® we keep a single etter at capturing concrete properties, gnd L'Ms
property as our ground truth for this experimentsi'r?é’ Egilrzazrgr?gsg ;TT _g,aisatrﬁebg:;r St/:(iﬁg?_
(2) most concrete the property with the highest performs better for concrete than for abstract prop-

4.7M captions paired with 2.9M images. For more detailserties, while still falling behind botiCEM varia-
refer to (Norlund et al, 2021). i
9In this experiment, we use 411 nouns (out of 509) from

FEATURE NORMS which have at least two properties. 20\\e report the mean and standard deviation on 10 trials.



Rank Improvement. We investigate the relation- Noun Model Top-3 Properties

ship between the performance GEM and the swan R’C'B‘L'ElgTA Wmf;eé‘r’;tﬁlbsgrfﬂe
concreteness score of the propertleé:mNCEPT \ GPT-3 graceful, regal, stately
PrROPERTIEStest . We measure the rank im- [B§ CEM-GoLD white, large, graceful

! .
provement (RI) for a propertyX) that occurs when CEM-PrRED  white, endangered, graceful

usingCEM compared to wheROBERTA is used ROBERTA male, white, black
foll . CLIP endangered, wild, harvested
as follows: GPT-3 strong, muscular, brawny
CEM-GoLD large, wild, friendly
RI(P) = Rankem(P) $ RankkogertdP) (7) CEM-PRED large, wild, hairy
RBTA edible, yellow, red
A high RI score forP means that its rank is im- ) CLIP purple, edible, picked
proved withCEM compared t(ROBERTA. We /b CEM edible, purple, harvested
calculate the RI for properties at different concrete GPT-3 tart, acidic, sweet
. . orange RBERTA edible, yellow, orange
ness levels. We sort the 400 propertiesOaN- CLIP orange, citrus, juicy
CEPTPROPERTIEStest by increasing concrete- ; GPT-3 tart, acidic, sweet
ness score, and group them into ten bins of 40 prop-Js CEM-GoLD  orange, edible, healthy
erties each. We bnd a clear positive relationship CEM-PRED orange ediblecitrus
_ cape RBERTA black, white, fashionable
between the average RI and concreteness score” o CLIP cozy, dressy, cold
within each bin, as shown in Figure This con- GPT-3 tart, acidic, sweet
Prms that bottCEM-PRED andCEM-GOLD per- CEM-GoLp  fashionable, dark, grey

form better with concrete properties. CEM-PRED __fashionable,grey.dark

Table 5: Top-3 properties proposed by different models

Ensemble Weight Selection. We explore :
Pé nouns in EATURE NORMS.

whether a dynamic concreteness-based ensemt;
weight outperforms a bxed one. We experiment

with different model combinationsROBERTA 25053 nsFEATURENORMS
with BERT, GPT-2 andVILT) with an interpola- £
tion weightw that takes values in the range [0,1]. ?5
If the weight is close to OCEM relies more on  * %
RoBERTA; if it is 1, CEM relies more on the ’ ot L &P @R W ar ; w\ﬁ"‘é\a e
second model.

CONCEPT PROPERTIES-test
245 243

RankombindP) = (1 $ w) aRankkosert{ P) 2 185
+ W aRankther mode(P)

)

We also run the best performingOBERTA +

CLIP combination again using weights bxed Ir]Eigure 6: Number of nouns iIREATURE NORMS and

this way, i.e. without recourse to the_properties@O,\lCEPTIDROPERTIEstest for which a model pro-
concreteness score as@EM-PRED and INCEM-  posed the same top-3 properties in the same order.

GoLD. Note that we do not expect the combination

of two text-based LMs to improve Accuracy a lot

compared ta(ROBERTA alone. Our intuition is CEM-GoLb andCEM-PRED have highly similar

conbrmed by the results obtained BEATURE  performance and actual output. On average over

NoRrMs and shown in Figuré. all nouns, they propose 4.35 identical properties at
The dashed and dotted straight lines in the Pgurtop-5 for nouns ifFFEATURE NORMS, and 4.41 for

represent the top-1 Accuracy GEM-GoLp and  nouns in @WNCEPTPROPERTIEStest

CEM-PRED, respectively, when the weights used We observe a slight improvement in top-1 Accu-

are not the ones on the x-axis, but the gold andacy (5%) when ensembling two text-based LMs

predicted concreteness scores (cf. Equadliodo (ROBERTA + BERT or ROBERTA + GPT-2.

further highlight the importance of concreteness inText-based LMs have similar output distributions,

interpolating the models, we provide additional rehence combining them does not change the bnal

sults and comparisons in Appendix2. Note that distribution much. TheROBERTA + VILT en-

P e @ el e et



semble model achieves higher performance dub Conclusion
to the interpolation with an image-based mode
but it does not reach the Accuracy of thEM
models ROBERTA + CLIP). The VILT model
gets lower performance tha@LIP when com-
bined withROBERTA, because it was exposed to

lWe propose a new ensemble model for noun prop-
erty prediction which leverages the strengths of
language models and multimodal (vision) models.
Our model, CEM, calibrates the contribution of

much less data tha@LIP during training (400M the tWO. types of models na property ranking task

. . by relying on the propertiesO concreteness level.
vs. 30M). Finally, we notice that the best perfor-_l_he results show that the CEM model which com-
mance ofROBERTA + CLIP with bxed weight is

slightly lower than that of th€ EM models. This binesROBERTA and CLIP outperforms power-

o . . ful text-based language models (suchG3T-
indicates that using a bxed weight to ensembletwo ., . " guage ( . 3
. i\”th signibPcant margins in three evaluation datasets.
. S . dditionally, our methodolo ields better per-
their mutual contribution using the concretenes Y . gy yieic P
ormance than alternative ensembling techniques,
score. Another advantage of the concreteness score . . :
. . . . conbrming our hypothesis that concrete properties
is that it is more transferable since it does not re- . .
Lire tuning on new datasets are more accessible through images and abstract
q 9 ' properties through text. The Accuracy scores ob-
_ _ tained on the larger datasets show that there is still
Properties Quality. Table 5 shows a random  r0m for improvement for this challenging task.

sample of the top-3 predictions made by each
model for nouns irlCONCEPTPROPERTIEStest . 6 Limitations

\évaevgfélgiéga&tgfepgg?ﬁ rtfrscgr?lﬁ);saeg db;/l;[zt?a:\(l:vt%ur experiments address concreteness at the lexical
P P level, specibcally using scores assigned to adjec-

due to their access to both a language and a vi- "
) . tives in an external resourcBirfysbaert et a].201
sion model. We further observe tH@aEM retrieves W 2 4

. . . or predicted using Gharbonnier and Wartepa
rarer and more varied properties fordlfferentnounszoml Another option would be to use the con-
compared to the language models. creteness of the noun phrases formed by the ad-
Figure6 shows the number of nouns for which jectives and the nouns they modify. We would
a model made the exact same top-3 predictfdns. gypect this to be different than the concreteness of
For exampleGPT-3proposed the propertie&ft,  ,gjectives in isolation, since the concreteness of the
acidic, sweet, juicy, smodtffor 20 different  oyns would have an impact on that of the result-
noung?in the same order. Note that better Prompling phrase (e.guseful knifevs. useful idej We
engineering might decrease the number of repeat&fere not able to evaluate the impact of noun phrase
properties. However, we are already prompting:qncreteness on property prediction because the
GPT-3with one shot, whereas the other models, i”'property datasets used in our experiments mostly
cluding CEM are zero-shotROBERTA predicted  contain concrete nouns. Another limitation of our
[male, healthy, white, black, smifor both mit-  yethodology is the reliance on pairing images with
tensandpenguin and male, black, white, brown, noyns, In particular, we use a search engine to re-
healthy for owl andRamingo We observe that {rieve images corresponding to nouns in order to
CEM-PRED and CEM-GoLD are less likely 10 get grounded predictions from the vision model.
retrieve the same top-K predictions for a noun tharFinalIy, we only evaluate our methodology in En-
language modelsCEM combines the variability gjish and leave experimenting with other languages
and accuracy o€LIP with the benebts of text- 14 fyture work, since this would require the collec-
based models, which are exposed to large Volumegon of multi-lingual semantic association datasets
of texts during pre-training. and/or the translation of existing ones. We did not
pursue this extension for this paperMs/LTILIN -

?'Details on the frequency of the properties retrieved bygUAL CLIP model weights only became available
each model are reported in Appendixl. We provide more very recently
randomly sampled qualitative examples in Apperigis. '

22Refer toE.3 for the number of nouns with exact same K led
top-K predictions for different values of K. 7 Acknowledgements
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A Prompt Selection A.3 GPT-3Prompts

A.1 Language Model Prompts Since we do not have complete control@PT-

. , 3 at this moment, we tredasPT-3as a question-
In our experiments with language models, we

use the 11 prompts proposed Bpidianaki and answering model using the following promptin a
Gar’ Soler(2021) for retrieving noun properties. one-shot example setting:

As shown in Tables, these involve nouns in sin- Use ten adjectives to describe

gular and plural forms. The performance achievedhe properties of kiwi:\n

by each language model with these prompts on th&. tart\n2. acidic\n3. sweet\n
CONCEPTPROPERTIESdevelopment setis givenin 4. juicy\n5. smooth\n6. fuzzy\n

Table8. The results show that model performance’. green\n8. brown\n9. small\n

varies signibcantly with different prompts. The 10. round\n

best-performing prompt is different for each modelUse ten adjectives to describe

For BERT andGPT-2 the Omost + PLURALO ob-the properties of [NOUN]:\n
tains the_ highest Recall and MRR scores. The besfa yse theext-davinci-001
performing prompt foROBERTA-LARGE is OSIN-
GULAR + generallyO, and OPLURALOYOLT.

engine ofGPT-
3 which costs $0.06 per 1,000 tokens. On average,
it costs $0.007 to generate 10 properties for each

noun.

Prompt Type Prompt Example
SINGULAR a motorcycle i§MASK] . B Inference Times
PLURAL motorcycles aréMASK] .
SINGULAR + usually a motorcycle is usual[MASK] . ; ; ;
PLURAL + usually motorcycles are usuaIMASK. Table_lO provides details about the runtime of thg
SINGULAR + generally a motorcycle is genera]MASK] . experiments. The second column of the Table in-
PLURAL +generally ~ motorcycles are genergiASK] . dicates whether a model uses images. Training the
SINGULAR + can be a motorcycle can fdASK] . : _
PLURAL + can be motorcycles can BEASK] cqncreteness predictor f@EM .PRED takes 10 .
most + PLURAL most motorcycles afpASK] . minutes. Inference for all nouns in the datasets with
all + PLURAL all motorcycles argMASK] . CEM-PRrED only takes a couple of seconds. Note
some + PLURAL some motorcycles gMASK] .

that CEM-PRrED is faster tharCEM-GoOLD, since
Table 6: Prompts used for language models. ~ CEM-GOLD leverages the longest matching sub-
sequence heuristi¢. M or GloVe vector cosine
similarity in order to bPnd the concreteness score
A.2 CLIP Prompts of the most similar word ilBrysbaert et al(2014

For CLIP, we handcraft ten prompts and reportfor pr_operties Withoyt a gold concrgteness score.
their performance on thEONCEPTPROPERTIES The times reported in the table for image feature
development set in Tabl& Similar to what we ob- Pré-computation correspond to the time needed for
served with language modelSLIP performance comp_utlng embeddlr?gs.for 200 images for each
is also sensitive to the prompts used. We select fgroun in a dataset, which is only computed once for
our experiments the prompt OAn object with theeach dataset. We, however, only use 10 of them for
property of[MASK] .0, which obtains the highest e Pnal CEM models (cf. Append®.1).

average Accuracy and MRR score on @@NCEPT

PROPERTIESdevelopment set. C  Implementation of CLIP

Prompt Type Acc@l R@5 R@10 MRR Cl Number Of Images
MASK 26.0 13.1 219 .097 . .
This[ is[MA]SK], 280 96 136 .089 For each noun, we collected 200 images from Bing.
A [MASK] object. 220 132 189 .089 ; i ; ;
This is sIMASK] obieet, o0 1o 10a o Clven that_ it is not practical to use such a high
The item is[MASK] . 180 75 172 074 number of images for a large-scale experiment, we
The object iJMASK] . 24.0 10.5 16.2 .088 . . . .
The e ASK]. 220 103 208 oo  investigate the performance 61LIP with different
An object which iSMASK] . 280 137 199 .106 number of images. We brst blter the 200 images

An object with the property fiMASK].  32.0 123 20.0 .108

collected for each noun to remove duplicates. We
Table 7: Full results of CLIP-ViT/L14 on th€oNCEPT  then sort the remaining images based on the cosine
PROPERTIESdevelopment set. similarity of each image with the sentence OA photo
of [NOUN].O.



BERT-large RoBERTa-large GPT-2-large ViLT

Prompt Type R@5 R@10 MRR| R@5 R@10 MRR R@5 R@10 MRR R@5 R@10 MRR

SINGULAR 89 173 .067] 17.1 236 .092 140 275 007 126 182 .085

PLURAL 115 219 .070| 105 211 .085 149 237 .0 155 245 .105
SINGULAR +usually | 127 245 .083 155 265 .098 162 253 .107 11.8 187 .088

PLURAL + usually 144 276 .107| 133 23.7 A106| 178 246 118156 217  .091
SINGULAR + generally| 14.3  23.6 .08% 17.7 279 119 | 18.7 29.2 A14| 127 194 .083
PLURAL + generally 150 26.7 097 16.0 253 105 174 267 .128 9.8 186 .075
SINGULAR + can be 12.4 239 2102 147 227 .090 143 247 105 9.2 141 .056
PLURAL + can be 16.0 264 .107 | 121 177 .073| 10.2 183 .096 10.0 142 .060
most + PLURAL 16.7 273 .107 | 126 257 .098| 20.0 334 .122 | 126 208 .095
all + PLURAL 134 205 .083] 8.2 13.5 073 196 313 113 144 204 103
some + PLURAL 112 215 .082 164 235 100 154 315 .097 10.7 17.2 .091

Table 8: Full results of language models on @@eNcePTPROPERTIESdevelopment set with different prompts.
The best scores for each metric &add. The best prompt for each model highlighted, selected based on the
average performance over all metrics.

FEATURE NORMS CONCEPTPROPERTIEStest MEMORY COLORS
Acc@l R@5 R@10 MRR Acc@l R@5 R@10 MRR Acc@l Acc@3 Acc@5
CLIP-ViT/B32 24.8 248 36.1 172 27.6 13.0 19.6 .097 83.5 95.4 99.1
CLIP-ViT/B16 25.3 27.4  38.9 .184 28.3 14.3 22.0 .103 87.2 96.3 98.2
CLIP-ViT/L14 26.1 29.2 433 .192 29.2 150 24.9 .113 82.6 96.3 99.1

Table 9: Performance of CLIP models with different sizes.

FEATURE NORMS CONCEPTPROPERTIEStest MEMORY COLORS

] Image Features | _. Image Features | _. Image Features
Model Img | Time Pre-gomputation Time Pre-gomputation Time Pre-gomputation
GLOVE ! 11 sec. - 12 sec. - 10 sec.
GOOGLE NGRAM ! 15 min. - 15 min. - 15 min.
BERT-LARGE ! 3 min. 18 sec. - 7 min 33 sec. - 4 sec.
ROBERTA-LARGE ! 2 min. 31 sec. - 5 min 50 sec - 3 sec.
GPT21ARGE ! 48 min. 2 sec. - 1 hr. 39 min. - 38 sec. -
GPT3DAVINCI ! 6 min. 50 sec. - 8 min 7 sec - 1 min. 27 sec. -
VILT " 1 hr. 40 min. 2 hr. 50 min. 2 hr. 45 min. 3 hr. 20 min. 57 sec. 33 min.
CLIP-VILT/L14 " 52 seconds 5 hr. 40 min. 2 min. 10 sec. 6 hr. 41 min. 13 sec. 1 hr. 13 min
CEM-GoLD (GIoVE) " 4 min. 14 sec. 5 hr. 40 min. 10 min. 4 sec. 6 hr. 41 min. 28 sec. 1 hr. 13 min
CEM-GoLD (LMS " 3 min. 30 sec. 5 hr. 40 min. 8 min. 12 sec. 6 hr. 41 min. 20 sec. 1 hr. 13 mjin
CEM-PRED " 4 min. 29 sec. 5 hr. 40 min. 7 min. 20 sec. 6 hr. 41 min. 49 sec. 1 hr. 13 min

Table 10: Experiment inference times. Note that all models are used in zero-shot scenarios with no Pne-tuning
involved.

We pick the top-M images and gradually in-CLIP-VIT/L14. As shown in Figure’, the per-
crease the value of ¥t Figure7 shows the MRR  formance positively correlates with the model size.
obtained byCLIP on theCONCEPTPROPERTIES The largest modelCLIP-VIT/L14 has a higher
development set with a varying number of imagesMRR score than the other two models. We also re-
We observe that the modelOs MRR score increaspsrt the performance of the thr€i_IP models on
with a higher number of images. Nevertheless, th&EATURE NORMS, CONCEPTPROPERTIEStest ,
improvement is marginal when the number of im-andMEMORY COLORSIn Table9, indicating that
ages is higher than ten and starts to overbt when ththe largerCLIP model yields better performance
number is higher than 20. Therefore, we decided t@cross metrics.

use ten images for all experiments involvigg 1P. L
D CEM Variations

C.2 CLIP Size D.1 Concretess Prediction Model

We evaluate three sizes @LIP, from small |, tapje12 we report the results obtained by the

to large: CLIP-VIT/B16, CLIP-VIT/B32, and  cgM model using predicted concreteness values
25When M = 0, we use thELIP text encoder to encode (INStead of gc_)lt_j standard ones). We prgdict these

the noun as the image embedding. values by training the model @harbonnier and



Non-Prototypical Prototypical
Acc@5 Acc@10 R@5 R@10 MRR Acc@5 Acc@l0 R@5 R@10 MRR
! 4.13 7.67 2.73 496 0.030 4.66 8.03 2.15 3.84 0.025
GLOVE ! 22.59 33.20 16.99 26.76 0.124 30.05 44.56 15.68 26.71 0.124
GOOGLE-NGRAM ! 45.19 57.96 39.22 58.80 0.240 39.64 56.99 2406 36.47 0.142
BERT-LARGE [ 3576  51.28 30.22 48.12 0.197 4560 58.81 28.16 39.42 0.191
|
|
|

Model Images

RANDOM

ROBERTA-LARGE 35.76 48.92 2853 46.39 0.176 47.67 63.73 28.95 43.08 0.200

GPT21ARGE 36.35 48.92 29.92 4579 0.181 40.93 55.96 2412 37.23 0.166
GPT3DAVINCI 30.84 40.67  25.77 39.42 - 55.18 64.51 38.30 49.66 -

VILT " 34.97 46.76  28.85 4270 0.211 38.34 53.63 2352 36.57 0.159

CLIP-VIT/L14 " 32.22 43.81 25.08 3795 0.159 5259 69.95 33.67 49.82 0.226
CEM-GoLD (Ours) " 41.85 54.03 35.88 4955 0.217 64.77 7539 4311 56.06 0.289
CEM-PrRED (Ours) " 41.65 51.47 35.11 46.46 0.211 65.80 7487 4467 56.20 0.306

Table 11: Results obtained on tReATURE NORMS dataset Pltered by prototypical and non-prototypical properties.
The splits are derived fromApidianaki and Gar’ Sole2021).

FEATURE NORMS CONCEPTPROPERTIESteSt MEMORY COLORS
Acc@l R@5 R@10 MRR| Acc@l R@5 R@10 MRR Acc@l Acc@3 Acc@5
CEM-GoLD 40.1 40.5 533 252 | 48.3 26.9 39.1 71 826 96.3 99.1
CEM-PRrRED 39.9 40.4 525 .251| 49.9 28.1 40.0 175 84.4 97.2 99.1
CEM-RANDOM 35.4 38.3 51.0 232 46.3 25.3 36.5 .162 62.4 90.8 945
CEM-AVERAGE 38.7 41.0 53.0 .249 483 28.0 40.2 .173 71.6 92.7 99.1
CEM-MAX 36.9 38.4 51.3 .238| 48.6 26.7 38.1 167 67.0 90.8 96.3
CEM-MIN 25.1 34.2 50.1 .204 30.1 21.2 34.1 135 69.7 954 98.2

Table 12: Comparison of ensemble methods on the three datasets. The highest score for eactboideatdaad
the second-best is underlined

0.111 — e . . Spearman correlation between the predicted and
A ° _— a9 —o . . .
o10f L T ° gold scores is 0.76, showing that our automatically
oosl | TR . predicted scores can be safely used in our ensemble
& T e N model instead of the gold standard ones.
s 0.08 ‘
0.074 : e CLIPVIT/B32 D.2 CEM Weight Selection
CLIP-ViT/B16 . . .
0.061 l e eLIPVITILLA We also experiment with different ways for gener-
- , , : , , ating scores and combining the property ranks pro-
0 510 20 40 60 80 100
number of images per noun pOSGd by the models. (é:)‘EI\/I-pred ‘We generate a

concreteness score using the modeCbharbonnier
Figure 7: CLIP performance on CONCEPT a4 \Warteng2019 and FastText embeddingBd-
fF; TS;EnzTr:qisetreé; im;'gegsefeﬁrzgﬂa_ set with a dif- janowski et al.2017). We train the model on the
40k concreteness datasBrysbaert et a).2014),
excluding the 425 adjectives found in our evalua-

Wartena(2019 using the concreteness scores ofion datasets. The model obtains a high Spearman
40k words (all parts-of-speech) in tiBysbaert I correlation of 0.76 against the ground truth scores
et al.(2014 dataset. We exclude 425 adjectivesOf the adjectives in our test sets, showing that au-
that are found in thEEATURE NORMS, CONCEPT tomatically predicted scores are a good alternative
PROPERTIES andMEMORY CoLORsdatasetg® 0 manually debned ones. (BEM-random: We

The concreteness prediction model uses FastTei@ndomly generate a score for each property and
embeddingsNlikolov et al, 2018 enhanced with US€ it to combine the ranks from two models. (c)
POS and sufbx features. We evaluate the model orEM-average: We use the average of th_e prop-
the 425 adjectives that were left out during training®"ty ranks; (dICEM-high: We use the maximum

and for which we have ground truth scores. Thd@nk of the property; (€CEM-low: We use the
minimum rank of the property. TablE2 shows the

n total, the three datasets contain 487 distinct propertiegomparison betwee@EM-PRED, CEM-.GOLD .
(adjectives). and models that rely on these alternative weight



generation and ensembling methodsF@ATURE We use the split of thEEATURE NORMS dataset
NoRrMs. CEM achieves the highest performanceperformed byApidianaki and Gar’ Sole2021)
across all metrics, indicating that concreteness ofato prototypical and non-prototypical properties,
fers a reliable criterion for model ensembling underbased on the quantiPer annotations found in the

unsupervised scenarios. Herbelot and Vecch{2015 datase€® The Prst
o . split (Prototypical ) contains 785 prototypi-
E Qualitative Analysis cal adjective noun pairs (for 386 nouns) annotated

with at least twoaLL labels, or with a combination
of ALL andmosT (healthy banan&b [ALL-ALL -

In Table13, we report the mean Google unigramA,_,_]). The second setNon-Prototypical )
frequency Brants and Fran2009 for all prop-  contains 807 adjective-noun pairs (for 509 nouns)
erties in the top 5 predictions of each model. Weyjjth adjectives in the ground truth that are not in-
observe that o uCEM model B which achieves ¢|yded in thePrototypical set. In Tablel1,

the best performance among the tested modelge report the performance of each model in retriev-
as shown in Table& b often predicts medium- ing these properties.
frequency words. This is a desirable property of our |, the ALL, MOST column we consider prop-
model compared to models which would insteadsties that have at least/&LL annotations, with
predict highly frequent or rare words (highly spe+he combination of MOSTannotation, and in the
cibc or technical terms). This is the case ®PT3 SOMEcolumn, we consider all properties that do
andCLIP, which propose rarer attributes but obtain, ot containNOand FEWannotations, and have at
lower performance tha@EM. It is worth noting  |east oneSOMEannotation. The results conbrm
that, contrary taCLIP, GPT3retrieves properties oy intuition that non-prototypical properties are
from an open vocabulary. more frequently mentioned in text. This is reBected
Given that Google NGrams frequencies are COMp, the score of th€00GLE NGRAM baseline for
puted based on text, many common propertieghese properties. For prototypical properties, our

might not be reported. For examplBEATURE  CEM model outperforms all other models.
NORMS propose as typical attributes of an Oambu-

lanceOloud, white, fast, red, large, orangdhe E.3 Same Top-K Predictions by Different
frequency of the corresponding property-noun bi- Nouns

grams (€.g.Joud ambulancewhite ambulance  giq e 8 shows the number of nouns in tFeA-
are: 0, 687, 50, 193, 283, and 0. Meanwhile, the bL—rURE NORMS and CONCEPTPROPERTIEStest

grams formed with less typical properties (édd,  jatasets for which a model made the exact same
efpcient, moderrandindependerthave higher fre- top-K predictions. We observe that LMs con-

quency (1725, 294, 314, and 457). While languaggistently repeat the same properties for different
models rely on text and, thus, suffer from reportlngnouns, while MLMs exhibit a higher variation in
bias, vision-based models can retrieve propertieﬁ‘heir predictions.

that are more rarely stated in the text.

E.1 Unigram Prediction Frequency

] ) E.4 Multi-piece Performance
E.2 Prototypical Property Retrieval

. . ) Each model splits words into a different number
We carry out an additional experiment aimed a f word pieces. Tabld4 shows the number of

esti_mating the performaqce of the mf’de's on prOtor’nulti-piece properties for each model, and its per-
typical vs. non-prototypical properties. Proto'[yp'formance on these properties. We observe that all

icél.l are _thehpro:aertizs Whic: t?ppr:y to most of themodels perform worse than average (refer to Table
objects in the class denoted by the noun (eegl, 3 for the average performance) on the multi-piece

strawberrie3; in contrast, non-prototypical prop- properties, howevef EM has the smallest reduc-

eLt_lestd(;scnt;e datt;[n?rl:tes ofa smalll_e_r substet of thﬁon in performance compared to the average values.
objects denoted by the noun (e gelicious straw- This could be becauseEM relies on information

berry). We make the assumption that prototypicalfrom two models which have different tokenizers.
-

properties are common and, often, visual or per-

ceptual; we expect them to be more rarely stated in 26.Three native English speakers were asked to rate proper-
text d h harder t tri ina | ties inFEATURE NORMS based on how often they describe
€X{s and, hence, harder {o retrieve using anguag@noun, by choosing a label amofigO, FEW, SOME,

models than using images. MOST, ALL].



Model C.ONCEPTPROPER.TIESteSt . FEATURE NQRMS
Unigram Freq& | Bigram Freq.& | Unigram Fregq& | Bigram Freq.&
BERT 53M 11.6K 55M 7.6K
ROBERTA 50M 6.8K 53M 6K
GPT-2 96M 10.3K 78M 6.4K
GPT-3 24M 6.5K 25M 2.8K
VILT 50M 6.2K 40M 3.8K
CLIP 11M 5.3K 18M 2.2K
CEM-GoLb 32M 7.4K 33M 4.1K
CEM-PRED 34M 7.1K 31M 6.1K

Table 13: Mean Google unigram and bigram frequency for the top-5 predictions by each model. We observe

that CEM produces rarer words than most other models (exclu@Rd-3and CLIP) while maintaining high

performance.
300 Number of duplicate predictions (for different nouns) in FEATURE NORMS
@ 250 217 505 215 EEE BERT B GPT2 [ ViLT [ CEM-Gold
2 200 [ RoBERTa [ GPT3 N CLIP [ CEM-Pred
)
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Figure 8: Number of nouns in tHeEEATURE NORMS and CONCEPTPROPERTIEStest

4 5

top-K properties

datasets for which a model

proposed the same top-K properties (where K = (3,4,5)) in the same order.

Model

FEATURE NORMS

# Multi-piece Properties  Acc@5 Acc@10 R@5 R@10 MRR
BERT-LARGE 106 0.0 0.0 0.0 0.0 0.009
ROBERTA-LARGE 590 23.77 32.02 22.64 32.27 0.182
GPT241ARGE 12 0.0 0.0 0.0 0.0 0.018
GPT3-DAVINCI 0 - - - - -
VILT 106 1.57 2.55 7.51 13.0 0.060
CLIP-VIT/L14 45 4.72 5.50 55.95 66.67 0.401
CEM-GoLD (OURS) 590/45 36.541.2 43.813.14 37.6913.10 49.5935.71 0.2450.124
CEM-PRED (OURS) 590/45 32.22/1.77 41.85/3.73 33.7/20.24 46.76/42.86 0.165/0.122

CONCEPTPROPERTIEStest

Model # Multi-piece Properties  Acc@5 Acc@10 R@5 R@10 MRR
BERT-LARGE 429 0.0 0.33 0.0 0.59 0.006
ROBERTA-LARGE 1939 45.42 59.56 19.12 27.65 0.120
GPT241ARGE 60 0.0 0.0 0.0 0.0 0.010
GPT3DAVINCI 27 0.33 0.50 7.41 11.11 -
VILT 429 1.66 3.99 2.43 5.77 0.029
CLIP-VIT/L14 300 16.47 20.13 39.12 49.12 0.029
CEM-GoLD (OuRS) 1939/300 54.58/6.49 68.39/9.65 26.24/13.03 38.92/20.96 0.161/0.095
CEM-PRED (OURS) 1939/300 56.995.63 69.879.62 27.3112.12 39.3521.05 0.1650.078

Table 14: Performance on multi-piece properties by each model. The highests scores are highllybitédde.

CEM uses two different tokenizers ROBERTa/CLIP. Hence, we report results for both separated by a backslash (/).

CEPTPROPERTIEStest andFEATURE NORMS

datasets.

E.5 Qualitative Examples

Table15 contains more examples of the top-5 pre-
dictions made by the models for nouns in then-



Noun Image Model Top-5 Properties
RBTA necessary,useful,unnecessary,white,small
wand CLIP magical,magic,cunning,bzzy,extendable
GPT-3 long,thin,Rexible,smooth,light
CEM-GoLD magical,long,brown,magic,adjustable
CEM-PRED magical,brown,magic,long,golden
RBTA healthy,white,black,stable,friendly
horse CLIP stable,majestic,fair,free,wild
GPT-3 strong,fast,powerful,muscular,big
CEM-GoLD stable,friendly,free,wild,healthy
CEM-PRrRED stable,friendly,free,wild,healthy
RBTA black,white,harmless,aggressive,solitary
raven CLIP unlucky,nocturnal,dark,solitary,cunning
GPT-3 black,glossy,sleek,shiny,intelligent
P, CEM-GoLb solitary,black,dark,harmless,rare
CEM-PRED solitary,black,dark,harmless,rare
RBTA expensive,white,comfortable,small,waterproof
CLIP paddled,overbshed,aerodynamic,concave,beachwear
GPT-3 hard,smooth,slick,colorful,long
CEM-GoLD waterproof,paddled,beachwear,long,cool
CEM-PRED waterproof,long,cheap,cool,durable
RBTA expensive,black,white,empty,large
CLIP luxurious,decadent,ostentatious,expensive,showy
GPT-3 long,sleek,spacious,luxurious,comfortable
CEM-GoLD expensive,luxurious,large,long,comfortable
CEM-PRrRED expensive,luxurious,large,long,comfortable
RBTA expensive,white,small,black,electric
violin CLIP acoustic,bddly,strummed,traditional,rhythmic
GPT-3 wooden,long,thin,stringed,musical
CEM-GoLD acoustic,bddly,small,cheap,unique
CEM-PRED acoustic,small,unique,cheap,brown
RBTA large,white,small,red,common
barn CLIP old-fashioned,run-down,harvested,red,old
GPT-3 old,large,red,wooden,rusty
CEM-GoLD red,large,old,spacious,portable
CEM-PRED red,old,spacious,large,rectangular
RBTA healthy,white,green,tall,harvested
o0ak CLIP green,sticky,edible,large,harvested
GPT-3 strong,sturdy,hard,dense,heavy
CEM-GoLD green,harvested,large,edible,brown
CEM-PRrRED green,harvested,large,edible,brown
RBTA edible,poisonous,delicious,white,small
radish CLIP edible,nutritious,healthy,harvested,young
GPT-3 crunchy,peppery,spicy,earthy,pungent
CEM-GoLD edible,healthy,harvested,delicious,white
CEM-PRED edible,white,harvested,healthy,delicious
RBTA portable,dirty,open,common,small
toilet CLIP sinkgble,brown,emptied,round,short
GPT-3 dirty,smelly,clogged,rusty,blthy
CEM-GoLD large,white,small,brown,sinkable
CEM-PRrRED portable,white,uncomfortable,waterproof,dirty
RBTA male,black,small,healthy,white
bluejay CLIP blue,gentle,crunchy,wild,friendly
GPT-3 blue,small,blue,blue,blue
CEM-GoLD blue,friendly,edible,small,endangered
CEM-PRrRED blue,endangered,small,friendly,wild
RBTA black,male,white,healthy,brown
donkey CLIP humorous,annoying,short,brown,darned
GPT-3 stubborn,strong,sure-footed,intelligent,social
CEM-GoLD brown,grey,large,short,slow
CEM-PRrRED brown,large,slow,hairy,friendly

Table 15: Random sample of Top-5 properties proposed by different models for nouns-imatheRe NorRMS and

CONCEPTPROPERTIEStest dataset.



