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Abstract—Federated Learning (FL) is a distributed machine
learning framework that efficiently reduces communication and
preserves privacy. Existing FL algorithms typically rely on the
assumption of direct communication between the server and clients
for model data exchange. However, this assumption does not apply
in many real-world scenarios where appropriate communication
infrastructure is lacking, such as in remote smart sensing. To
overcome this challenge, we propose a new framework, FedEx
(Federated Learning via Model Express Delivery). FedEx employs
mobile transporters, such as Unmanned Aerial Vehicles (UAVs), to
establish indirect communication channels between the server and
clients. We have developed two algorithms under this framework:
FedEx-Sync and FedEx-Async, which differ based on whether the
transporters operate on a synchronized or asynchronized schedule.
Although indirect communication introduces variable delays in
global model dissemination and local model collection, we demon-
strate the convergence of both FedEx versions. Additionally, we
explore the energy consumption of transporters, integrating it
with the convergence bounds and proposing a bi-level optimization
algorithm for efficient client assignment and route planning. Our
experiments, conducted on two public datasets in a simulated
environment, further demonstrate the efficacy of FedEx.

Index Terms—Federated learning, indirect communication,
route planning.

I. INTRODUCTION

THE increasing use of edge devices, such as smartphones
and IoT devices, has resulted in a massive surge in

data generation. However, privacy issues pose a significant
challenge to transferring this data to the cloud for processing.
Federated Learning (FL) offers a solution as a novel distributed
learning approach. It allows clients to jointly develop a global
model without exposing their local data. FL is rapidly gaining
recognition as a pioneering approach in machine learning for
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a wide array of applications. Its decentralized structure and
ability to protect privacy make it suitable for various fields,
including healthcare, agriculture, transportation, industrial IoT,
and mobile applications.

One key aspect that sets FL apart from other distributed learn-
ing frameworks is its focus on efficient communication between
the clients and the server. Local stochastic gradient descent
(SGD) [2] and FedAvg [3] algorithms allow clients to perform
multiple local SGD iterations on their datasets before uploading
the results to the parameter server for aggregation, resulting in
more efficient communication compared to earlier distributed
learning algorithms such as distributed SGD [4], which requires
local computation results to be uploaded to the server after every
iteration. This emphasis on communication efficiency has in-
spired the development of many subsequent FL algorithms based
on different optimization methods and makes FL well-suited for
use in communication-constrained learning environments where
bandwidth is limited or communication patterns are sporadic.
Despite the differences in the adopted optimization methods
and the focused settings, most existing FL works have implicitly
assumed that clients can directly communicate with the server.
Most synchronous FL algorithms often treat the communication
frequency between the server and clients as a design param-
eter, assuming that the communication channel is universally
available when needed. Asynchronous FL algorithms [5], [6]
may allow for less regular communication between the server
and clients, but still assume direct communication. However, in
many real-world systems, clients may not be able to directly
communicate with the server at all due to the lack of a proper
communication infrastructure. For example, sensing systems
(for, e.g., natural resource management, earthquake/tsunami
monitoring and forest fire tracking) are often deployed in remote
areas with an extremely limited or even no communication
infrastructure [7]. In these systems, distributed smart sensors
collect versatile and rich data over a large area, and spatial
and temporal analysis is required to provide high-quality and
reliable analysis for actionable intelligence. It is thus imperative
to understand whether FL can still work without direct communi-
cations and how to optimize the FL algorithms in these settings.

In this paper, we present a new FL framework called FedEx
(Federated Learning via Model Express Delivery) for use in
situations where direct communication between the server and
clients is not possible. To address this challenge, FedEx em-
ploys mobile transporters, such as Unmanned Aerial Vehicles
(UAVs), to establish indirect communication channels between
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Fig. 1. An illustration of FedEx applied to smart sensing in remote areas with
no communication infrastructure.

the server and clients for the exchange of model information.
The mobile transporters act as intermediaries between the server
and clients, similar to delivery trucks in a traditional package
delivery system. An example of the use of FedEx in smart
sensing in remote areas with no communication infrastructure
is illustrated in Fig. 1.

The employment of indirect communication within FedEx
introduces notable challenges for both convergence analysis and
optimization. First, the number of local training epochs for each
client depends on the transporter route planning and client as-
signment in our indirect communication setting. In conventional
federated learning utilizing direct communication, there is a
presumption of a universally accessible communication channel.
In such scenarios, the number of local training epochs for each
client is treated as a hyperparameter, modifiable during training.
However, in the framework we investigate, where there is no
direct communication and the server-client interaction takes
place via mobile transporters, like UAVs, the communication
pattern is shaped by the transporter route planning. The exchange
of global models or local updates between the server and client
is possible only upon the transporter’s arrival. Therefore, the
duration of a client’s local training epoch corresponds to the
interval between two consecutive transporter visits, dependent
on the transporter’s route. Assuming a fixed total number of local
training epochs, frequent communication patterns between the
server and client can mitigate the adverse effect of local drift,
potentially improving FL convergence. Therefore, convergence
performance in indirect communication through transporters is
influenced by client assignments and transporter route decisions.

Second, the inherent delay caused by the time transporters
take to move between locations presents obstacles during both
global model distribution and local model collection stages. It
remains to be seen whether convergence is attainable in light of
this delay and, if so, the rate of convergence. The scheduling
policy of the transporter can lead to either synchronized or
asynchronous learning, further complicating the convergence
analysis. Delays also vary for clients based on their locations
and the transporter routes.

Last, the employment of mobile transporters for indirect com-
munication has notable energy implications. Energy consump-
tion for these transporters encompasses both the transmission
of the global model to clients and the energy necessary for

mobility. Each transporter operates under a limited energy bud-
get, primarily restricted by its battery capacity, and can only
recharge upon returning to the server. Consequently, the variabil-
ity in transporter speeds and energy constraints poses challenges
in route planning and client allocation. These variables influence
the system’s convergence performance. This paper addresses
these challenges, with the primary contributions delineated as
follows:
� We propose the first FL framework via indirect server-

client communications. Two algorithms FedEx-Sync and
FedEx-Async, are proposed depending on whether the
transporters synchronize their tours among the assigned
clients.

� Our proof demonstrates that both FedEx-Sync and FedEx-
Async can attain a convergence rate of O( 1√

NT
), where

N represents the number of clients and T represents the
number of communication slots. This rate matches the
convergence rate found in classical FL.

� The energy consumption of each transporter is formulated,
taking into account the convergence bounds and energy
constraints specific to each transporter. Subsequently, a
bi-level optimization algorithm is proposed to address the
problem of jointly assigning clients and planning routes.

� The experiment results using two public datasets validate
the efficacy of FedEx and are consistent with our theory.

The rest of the paper is organized as follows. Section II
discusses related work. Section III formulates the problem.
Section IV proposes the FedEx framework and formulates the
energy consumption. Section V provides convergence analysis.
Section VI addresses the joint client assignment and route plan-
ning problem. Section VII provides experiment results. Finally,
Section VIII concludes the paper.

II. RELATED WORK

FL via Direct Communications: Local SGD [2] and Fe-
dAvg [3] are among the first FL algorithms, which inspired many
follow-up works [8], [9], [10], [11], [12], [13] based on various
optimization techniques in this research area. The majority
of works on FL study the synchronous setting where clients
synchronously upload their local model updates to the server.
Asynchronous FL has also been studied in the literature [5],
[6], albeit much smaller. In this regard, existing works [14],
[15] usually use asynchronous model aggregation to address
the “straggler” problem encountered in the synchronous setting.
Some others [5], [16] consider asynchronous FL under arbitrary
client-server communication patterns. However, all these works
made an implicit assumption that the model data exchange
between the clients and the server is made through a direct
communication channel, which may not even exist in scenarios
without a communication infrastructure.

Mobility and Relaying in FL: Using peer clients as relays to
upload local model updates is studied in [17] to combat unstable
wireless channels. However, this work requires not only direct
(unstable) server-client channels but also D2D communication
channels among static clients. The role of mobility in (asyn-
chronous) FL is first studied in [18], which uses mobile relay
clients to enable more frequent server-client communications.
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Mobility in [18], however, is passive since how mobile clients
move is not controllable by the algorithm. In our work, FedEx
uses dedicated mobile transporters to enable indirect server-
client communications and actively designs the routes of the
transporters. Compared to the earlier conference version [1],
this work incorporates the transporters’ diverse moving speeds
and resource energy constraints into the proposed framework for
indirect communication FL. This enhancement adds a dimension
to the applicability and practicality of the proposed approach,
which can better support real-world scenarios with varying
resource availability and mobility constraints.

FL with Delayed Averaging: FL with delayed gradient averag-
ing was studied in [19]. However, the considered setting is very
different from ours. First, the work [19] considers a server-less
fully distributed setting where there is a large communication
delay among the peer clients. Second, the considered delay is
only in the (equivalently) global model dissemination phase
whereas, in our work, delay is also incurred in the local model
uploading phase. Furthermore, learning is synchronous among
all clients whereas clients in our setting perform local training
asynchronously.

Decentralized FL: There exist several decentralized FL stud-
ies [20], [21], [22], [23] that assume no communication with a
central server or the absence of a central aggregation server. In
contrast, our approach maintains a central server for aggrega-
tion, differentiating it from these studies. Although these works
presume no interaction with a server, they rely on the assumption
that direct communication is possible between clients. However,
our model is based on a setting with a lack of communication
infrastructure.

UAV Route Planning: There are some works on designing
UAV routes for efficient data collection under resource con-
straints, such as [24], [25], [26], [27]. However, our work focuses
on tailoring the design of mobile transporters with resource
constraints to the indirect communication FL problem, which
previous works have not addressed.

III. PROBLEM FORMULATION

We consider a FL system comprising one parameter server and
N clients. The clients are dispersed across a wide geographical
area and lack direct communication capabilities, which means
that there is no direct communication channel between any client
and the server. For ease of notation, we denote the server as 0
and the clients as the set N = 1, 2, . . . , N . Both the server and
clients are stationary and have fixed locations. Based on the
location coordinates of the server and clients, a symmetric dis-
tance matrixD ∈ R

(N+1)×(N+1) can be easily computed, which
represents the distance between any two devices. Specifically,
D0i = Di0 denotes the distance between the server and client i,
while Dij = Dji denotes the distance between clients i and j.

In our scenario, each client i possesses a dataset, and collec-
tively, the clients must train a machine learning model under the
coordination of the server by solving the following distributed
optimization problem:

min
x

f(x) =
1

N

N∑
i=1

fi(x) =
1

N

N∑
i=1

Eζi [Fi(x, ζi)], (1)

Here, fi : Rd → R is a non-convex loss function specific to
client i, Fi is the estimated loss function based on a mini-batch
data sample ζi drawn from client i’s dataset, and x ∈ R

d is the
model parameter to be learned.

Typically, conventional Federated Learning (FL) frameworks
require periodic or non-periodic direct communication between
the clients and the server to train such a machine learning
model. However, in our case, direct communication channels
between the clients and the server do not exist, rendering such
FL frameworks useless. In the next section, we introduce a novel
FL framework that enables FL in such extreme communication
scenarios (i.e., no direct communications).

IV. FEDEX: FL VIA MODEL EXPRESS DELIVERY

A. FedEx Framework

To overcome the communication challenges arising from the
absence of direct communication channels between the clients
and the server, we propose a novel approach that involves
leveraging mobile transporters, such as UAVs, to establish in-
direct communication channels. These transporters operate by
transporting global and local models between the server and
clients, similar to how delivery trucks transport parcels between
warehouses and customers. We refer to this new Federated
Learning (FL) framework as FedEx, which stands for FL via
Model Express Delivery.

Assuming K mobile transporters are available for use in
FedEx, we can partition the clients into K non-overlapping
subsets and assign each subset to one mobile transporter. Let
Rk ⊂ N denote the subset of clients covered by transporter
k. We have Rk ∩Rk′ = ∅, ∀k 
= k′ and ∪Kk=1Rk = N . Addi-
tionally, let Rk = |Rk| denote the number of clients in subset
Rk. For our proposed framework, we assume that the mobile
transporters fly horizontally at a constant altitude H and we
discretize time into slots, indexed by t = 0, 1, 2, . . ., where each
time slot corresponds to the duration of completing one local
training step by a client. We also assume that the moving speed
of each transporter is constant, but different among transporters.
We denote the moving speed of transporter k as Vk. Once a
transporter reaches either the server or client i, it hovers above
to establish transmission. Our focus in this paper is primarily on
building FL via indirect communication channels. Therefore,
we simplify the velocity changes of each transporter and ignore
the acceleration/deceleration stage between hovering and the
constant speedVk. In contrast to the clients and the server, which
are fixed and typically have ample energy resources, mobile
transporters are energy-restricted. As a result, in the following
sections, we concentrate on analyzing the energy consumption
of the K transporters.

B. Transporters Energy Cost

The energy consumption of the transporters can be bro-
ken down into two components. The first component is
communication-related energy, which includes the energy used
for broadcasting the global model to the clients and the energy
used for downloading the global model from the server. The
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second component is propulsion energy, which keeps the trans-
porter aloft and supports its mobility.

1) Communication Energy: We assume that all transporters
have the same transmission power p, and transmission occurs
when the transporter hovers above the destination, with the
transmission distance being constant at the flight altitude H .
Following [28], we assume that the communication link between
the transporter and the destination is dominated by the Line
of Sight (LoS) channel, which follows the free-space path loss
model. The channel power at a reference distance of d0 = 1m
is denoted by β0, and the channel can be expressed as h = β0

H2 .
Using Shannon’s channel capacity equation, the transmission
rate r can be expressed as:

r = B log2

(
1 +

hp

BN0

)
, (2)

where B is the bandwidth for each client, and N0 is the noise
power spectral density.

In FedEx, the transporter facilitates indirect model/gradient
exchange between the server and clients. Thus, the transmission
size is determined by the model size, rather than the size of
the large local dataset. As the sizes of models during each
transmission are roughly similar, we denote the transmission
size as S. Then, the transmission time can be calculated as:

Ttrans =
S

r
=

S

B log2

(
1 + hp

BN0

) . (3)

In each round trip of transporter k, it needs to broadcast the
global model to Rk clients. Therefore, the transmission energy
for transporter k is given by:

Ek
trans =

pSRk

B log2

(
1 + β0p

H2BN0

) . (4)

2) Propulsion Energy: The propulsion energy component
consists of energy consumption during steady straight-and-
level flight (SLF) between each pair of destinations and en-
ergy consumption during hovering above each destination. Let
zij , ∀i, j ∈ Rk ∪ 0 be a binary variable indicating whether a
path from device i to device j is included in the tour. The round
trip SLF time for transporter k can be calculated as follows:

T k
SLF =

1

Vk

N∑
i=0

N∑
j 
=i,j=0

Dijzij , (5)

where Dij denotes the distance between clients i and j.
To ensure the tour covers all devices exactly once, we have

2(N + 1) linear equations, which express each device has ex-
actly one incoming path and one outgoing path:

N∑
i=0,i 
=j

zij = 1,

n∑
j=0,j 
=i

zij = 1, ∀j = 0, . . . , N. (6)

Following [28], we estimate the SLF energy cost for each
transporter k as:

Ek
SLF = T k

SLF

(
c1V

3
k +

c2
Vk

)
, (7)

where c1 and c2 are constant numbers. In (7), the cubic of the
speed Vk is known as the parasitic power for overcoming the
parasitic drag due to the aircraft’s skin friction. The term that
is inversely proportional to the speed Vk is the induced power
for overcoming the lift-induced drag, which is the resulting drag
force due to wings redirecting air to generate lift for compensat-
ing the transporter’s weight [29].

In addition to the SLF energy, there is also energy consump-
tion during hovering for model transmission. We denote the
power consumed to hover as phover. The total hovering energy
consumption of transporter k during one round trip is:

Ek
hover = RkTtransphover. (8)

Therefore, the total propulsion energy consumption of trans-
porter k is denoted by Ek

prop = Ek
hover + Ek

SLF.
To be more realistic, we consider that the energy budget of

each transporter k for each collecting round is limited (e.g., the
energy budget Ek

budget is constrained by the battery of transporter
k). Without loss of generality, we assume that each transporter
changes its battery to reset the energy budget once it returns to
the server and ignore the time cost during the battery exchange.

C. Round Trip Time

The round trip time (RTT) of each transporter k includes
hovering transmission time and SLF moving time. It can be
expressed as:

RTTk = RkTtrans + T k
SLF (9)

whereRk is the number of clients assigned to transporter k,Ttrans

is the transmission time, and T k
SLF is the SLF time for transporter

k to complete its predetermined tour.
Consider the time slot twhich represents the duration required

for a client to complete one local training step. The round trip
time, is measured on a standard time scale such as seconds
or minutes. Without loss of generality, we assume all clients
possess consistent computational power. Consequently, we can
represent the round trip time in terms of the time slot scale,
denoted as Δk for each transporter k.

A shorter round-trip time signifies that a transporter can
swiftly gather clients’ local updates and subsequently upload
them to the server. This denotes a potential increased frequency
of indirect communication between the server and clients. It
is noteworthy that enhanced server-client communication fre-
quency can diminish potential local drift and boost training
performance. Therefore, it is imperative to minimize the round
trip time. Given a set of clientsRk, the first term in (9) becomes
constant. Therefore, finding the shortest tour time for the given
set Rk is equivalent to minimizing the second term, which is a
well-known problem known as the traveling salesman problem.
We will discuss how to optimize the assignment of clients to
transporters in Section VI, after understanding the convergence
behavior of FedEx. For now, we treat the set of clients assigned
to transporter k and the corresponding tour time Δk as already
decided.
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Fig. 2. Illustration of the key difference between FedEx-Sync and FedEx-
Async.

At runtime, we propose two different versions of FedEx,
depending on whether the transporters perform their tours syn-
chronously or asynchronously. We name them FedEx-Sync and
FedEx-Async, respectively. Fig. 2 illustrates the key differences
between the two versions.

D. FedEx-Sync

In the synchronized version of FedEx, namely FedEx-Sync,
the transporters depart from the server at the same time every
time they start a new tour among their assigned clients. Because
the transporters have different tour RTTs, the ones with shorter
RTTs need to wait for the others with longer RTTs to come
back to start the next tour. Therefore, FedEx-Sync is naturally
composed of synchronized learning rounds, with each round
having Δ � maxk Δk time slots. In each round (denote the first
slot of this round as t0), the following events occur.
� At the beginning of each round, each transporter down-

loads the current global model xt0 from the server. The
transporters then start a tour among their assigned clients
according to the pre-determined client visiting order.

� When a transporter (say transporter k) meets a client (say
client i) at time t > t0, client i downloads the global
model, i.e., xt0 , that transporter k currently carries. Then
the transporter leaves and client i uses xt

k = xt0 as the
initial model to train a new local model using its own local
dataset until the next time it meets the transporter. Because
the transporter takes Δ time slots to revisit client i, the
local training will last Δ time slots. The local training uses
a mini-batch SGD method:

xs+1
i = xs

i − ηgsi , ∀s = t, . . . , t+Δ− 1, (10)

where gsi = ∇Fi(x
s
i , ζ

s
i ) is the stochastic gradient on a

randomly drawn mini-batch ζsi and η is the learning rate.
Let mt

i ∈ R
d be the cumulative local updates (CLU) of

client i at time s since its last meeting with the transporter,
which is updated recursively as follows

ms
i =

s−1∑
s′=t

ηgsi , ∀s = t, . . . , t+Δ. (11)

� When a transporter (say transporter k) meets a client (say
client i) at time t > t0, client i also uploads its current CLU
to transporter k. Note, however, that this CLU is obtained
based on the global model from the previous round, i.e.,
xt0−Δ. Transporter k maintains an aggregated CLU ut

k

during the current tour to save storage space and updates it
whenever a new client CLU is received according to

ut
k = ut−1

k +mt
i. (12)

� When the transporter returns to the server, the aggregated
CLU is used to update the global model. In FedEx-Sync,
the global model is updated synchronously at the end of
each round as follows

xt0+Δ = xt0+Δ−1 − 1

N

K∑
k=1

ut0+Δ−1
k . (13)

E. FedEx-Async

The synchronization in FedEx-Sync is achieved by asking
faster transporters to wait for slower transporters. This, however,
introduces extra delays for faster transporters. In the case where
the slowest transporter takes a tour with a very large RTT, then
all the other transporters will have to wait for a long time before
starting their next tour. In FedEx-Async, we remove such waiting
time by letting the transporter start a new tour immediately after
finishing the previous tour. In this way, more clients will be able
to perform more frequent global/local model exchanges with the
server. FedEx-Async share many similarities with FedEx-Sync
and the biggest difference is that each transporter will have in-
dividualized learning rounds not necessarily synchronized with
others. For transporter k, its learning round lasts Δk time slots
and the following events occur in each round (denote the first
slot as t0).
� At the beginning of each round, transporter k downloads

the current model xt0 from the server. Then it starts its tour
among the assigned clients.

� When transporter k meets client i at time t > t0, client i
downloads xt0 from transporter k and uses xt

k = xt0 as the
initial model to train a new local model until the next time
it meets the transporter. Different from FedEx-Syncs, the
local training will last Δk time slots, which are different
across transporters.

� When transporter k meets client i at time t > t0, client i
also uploads its current CLU, which is obtained based on
the previous round global model xt0−Δk , to transporter k.
Transporter k then updates its aggregated CLU ut

k.
� When the transporter returns to the server, the global model

is updated as follows

xt0+Δk = xt0+Δk−1 − 1

N
ut0+Δk−1
k . (14)

Again, this is different from FedEx-Sync since the server
does not have to wait for all transporters to update the global
model. Note that it is possible that multiple transporters can
return to the server in the same time slot (say t). In this case,
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Fig. 3. The events occurred in each round of a transporter k.

the global model update rule is changed to

xt0+Δk = xt0+Δk−1 − 1

N

∑
k′∈St0+Δk

ut0+Δk−1
k′ , (15)

whereSt0+Δk−1 is the set of clients that return to the server
at time slot t0 +Δk − 1.

We present the overarching framework depicting transporter
k’s traversal across clients assigned to it within a round, as shown
in Fig. 3.

V. CONVERGENCE ANALYSIS

A. Aligning Client Training

Before analyzing the convergence of FedEx, we first describe
an equivalent view of FedEx that aligns the local training
of clients in the same subset. Consider a learning round of
transporter k that carries the global model xt0 . Because of the
different locations of clients in Rk, the clients receive xt0 and
start their new round of local training at different time slots.
Once they finish the current round of local training, their CLUs
based on xt0 will be uploaded via the transporter to the server
at time slot t0 + 2Δk. At that moment, the global model gets an
update using these CLUs.

The unaligned local training of clients, even if covered by the
same transporter, would create a major challenge for the conver-
gence analysis of FedEx. Fortunately, there is an equivalent (but
imaginary) client training procedure that produces exactly the
same global model sequence. Specifically, imagine that clients in
Rk receive the global model xt0 immediately at time slot t0 and
perform their local training for Δk time slots. Then their CLUs
are delayed one round to be uploaded to the server. That is, at
time slot t0 + 2Δk, the global model gets an update. It is clear
that the global model update is not affected at all by this change
but the local training among clients in the same subsetRk is now
perfectly aligned. Since we are interested in the convergence of
the global model, we will consider the equivalent aligned client
training procedure in our convergence proof.

Fig. 4 illustrates this equivalent view, where the local training
of the clients is aligned while the global model evolution is
unaffected. Essentially, the alignment moves the download delay
to the upload phase, but the total delay remains the same. With
this change, FedEx-Sync becomes a familiar synchronous FL
algorithm but with one round CLU upload delay. In addition
to the CLU upload delay, FedEx-Async still features asynchro-
nized learning across the client subsets.

Fig. 4. Illustration of the equivalent view of client training. The global model
evolution is unaffected by the equivalent view.

B. Assumptions

Our convergence analysis will utilize the following standard
assumptions.

Assumption 1 (Lipschitz Smoothness): There exists a constant
L > 0 such that ‖∇fi(x)−∇fi(y)‖ ≤ L‖x− y‖, ∀x, y ∈ R

d

and ∀i = 1, . . . , N .
Assumption 2 (Unbiased Local Gradient Estimate): The local

gradient estimate is unbiased, i.e.,EζFi(x, ζ) = ∇fi(x),∀x and
∀i = 1, . . . , N .

Assumption 3 (Bounded Gradient): There exists a constant
G > 0 such that E‖∇Fi(x, ζ)‖2 ≤ G2, ∀x ∈ R

d and ∀i =
1, . . . , N .

Assumption 4 (Bounded Variance): There exists a constant
σ > 0 such thatEζ‖∇Fi(x, ζ)−∇fi(x)‖2 ≤ σ2, ∀x ∈ R

d and
∀i = 1, . . . , N .

We do not assume convexity on the loss function f or i.i.d.
client data and hence the convergence analysis applies to non-
convex and non-i.i.d. problems as well.

C. Convergence Bound

The real sequence of the global model is the actual global
models maintained at the server over time, which can be calcu-
lated as follows according to FedEx:

xt = x0 − 1

N

N∑
i=1

φi(t)∑
s=0

ηgsi , ∀t, (16)

where we define φi(t) as the time slot up to when all corre-
sponding gradients of client i have been received at time t. In
other words, at time slot t, the server has received gradients
g0i , . . . , g

φi(t)
i from client i (via the transporter). In FedEx-Sync,

all clients have the same indirect communication patterns with
the server and henceφi(t) = φj(t), ∀i, j ∈ N . In FedEx-Async,
clients belonging to the same transporter have the same indirect
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communication patterns with the server and hence, φi(t) =
φj(t), ∀i, j ∈ Rk, ∀k.

Lemma 1: For t > Δ, the difference between any client i’s lo-
cal model and the averaged global model is bounded as follows:

E
[‖xt − xt

i‖2
] ≤ 4η2G2Δ2 (17)

Proof: The proof is shown in Supplementary Material [A],
available online. �

Theorem 1: For FedEx-Sync, with the bounded initial gra-
dient and learning rate 0 < η ≤ 1

L , after T > Δ iterations, we
have:

1

T

T−1∑
t=0

E
[‖∇f(xt)‖2] ≤ 2

ηT

(
f(x0)− f∗)+ Δ

T
‖∇f(x0)‖2

+
T −Δ

T
10η2G2L2Δ2 +

T −Δ

T

Lησ2

N
(18)

Proof: The proof is shown in Supplementary Material [B],
available online. �

Remark 1: As T is always greatly larger than Δ, we can
roughly simplify the bound as

1

T

T−1∑
t=0

E
[‖∇f(xt)‖2] ≤ 2

ηT

(
f(x0)− f∗)

+ 10η2G2L2Δ2 +
Lησ2

N
(19)

Remark 2: For T ≥ N3, by setting the learning rate as
η =

√
N

L
√
T

, the convergence bound recovers the same O( 1√
NT

)
convergence rate of the classical synchronous FL [10].

Due to the complicated server-transporter-client communi-
cation patterns, it is hard to directly analyze the convergence
of real sequence in FedEx-Async. Hence, we introduce a vir-
tual sequence technique to prove the convergence. The virtual
sequence of the global model is defined in the imaginary case
where all client gradients are uploaded to the server immediately
after they have been calculated. Similar virtual sequences have
been utilized in [5], [30], [31], [32]. However, our convergence
proof is tailored to the specific problems in our paper and
different than all prior works. Specifically, the virtual sequence
is defined as

vt = x0 − 1

N

N∑
i=1

t−1∑
s=0

ηgsi , ∀t. (20)

Clearly, there is a discrepancy between the real sequence and the
virtual sequence due to the delayed upload of the client gradients.
For FedEx-Async, the delay is bounded by

(t− 1)− φi(t) ≤ 2Δk, ∀i ∈ Rk, ∀k. (21)

This can be easily seen from Fig. 4, where the worst case occurs
at the first gradient computed by the client. With this delay
bound, we can then bound the difference among the virtual
global model, the real global model and the real local models on
the clients (in the equivalent view) at any time t.

Lemma 2: The difference between the real global model and
the virtual global model can be bounded as follows

E‖vt − xt‖2 ≤ 4η2G2

N

K∑
k=1

RkΔ
2
k. (22)

The average difference between all clients’ local models and the
virtual global model is bounded as follows

1

N

N∑
i=1

E‖vt − xt
i‖2 ≤

18η2G2

N

K∑
k=1

RkΔ
2
k. (23)

Proof: The proof is shown in Supplementary Material [C],
available online. �

Theorem 2: For FedEx-Async, by setting the learning rate
0 < η ≤ 1/L, we have

1

T

T−1∑
t=0

E‖∇f(xt)‖2 ≤ 4

ηT
(f(x0)− f ∗)

+
44η2G2L2

N

K∑
k=1

RkΔ
2
k +

2Lησ2

N
. (24)

Proof: The proof is shown in Supplementary Material [D],
available online. �

Remark 3: For T ≥ N3, by setting the learning rate as
η =

√
N

L
√
T

, the convergence bound recovers the same O( 1√
NT

)
convergence rate of the classical synchronous FL [10].

Remark 4: The convergence bound depends on the RTTs of
all transporters, i.e., Δ1, . . . ,ΔK , which further depend on how
clients are assigned to the transporters. Specifically, for FedEx-
Sync, the bound depends on maxk Δk, and for FedEx-Async,
the bound depends on

∑K
k=1 RkΔ

2
k. These bounds shed light

on how to assign clients among the transporters to accelerate
learning.

VI. CLIENT ASSIGNMENT AND ROUTE PLANNING

In the previous section, we proved that both versions of FedEx
converge for any client assignment among the transporters.
However, the convergence bound depends on how clients are
assigned to the transporters. In this section, we study the joint
client assignment and route planning problem to optimize the
convergence bound of FedEx.

A. Problem Formulation

We consider a common scenario where the number of clients
greatly exceeds the number of transporters, i.e., N � K, due to
limited transporter availability and the potential deployment of
a large number of IoT devices. Let ai ∈ {1, . . . ,K} represent
the assignment variable for client i, indicating which transporter
it is assigned to. We also gather the assignment variables for all
clients in a = (a1, . . . , aN ). Clearly,Rk = {i : ai = k}.

With the assigned clients Rk for each transporter k, we can
devise a route to minimize the RTT. LetΔk(Rk)be the minimum
RTT given a set of clientsRk. Alternatively,Δk(Rk) can also be
expressed as Δk(a) sinceRk is determined by a. Likewise, we
denote Ek

prop(Rk) as the total propulsion energy consumption

Authorized licensed use limited to: UNIV OF MIAMI LIB. Downloaded on May 08,2025 at 02:31:54 UTC from IEEE Xplore.  Restrictions apply. 



4852 IEEE TRANSACTIONS ON MOBILE COMPUTING, VOL. 24, NO. 6, JUNE 2025

and Ek
trans(Rk) as the total transmission energy consumption,

given the assigned setRk for transporter k.
Client assignment aims to solve the following optimization

problems with energy consumption constraints:

FedEx-Sync : min
a

max
k

Δk(a), (25)

s.t. Ek
prop(Rk) + Ek

trans(Rk) ≤ Ek
budget; ∀k (26)

FedEx-Async : min
a

∑
k

Rk(a)Δ
2
k(a), (27)

s.t. Ek
prop(Rk) + Ek

trans(Rk) ≤ Ek
budget; ∀k (28)

The above problem is a difficult combinatorial optimization
problem. Next, we propose a new algorithm to solve this prob-
lem.

B. Bi-Level Optimization

To solve the client assignment and route planning problem
formulated in the last subsection, we develop a bi-level opti-
mization algorithm, called CARP (short for Client Assignment
and Route Planning).

1) Inner-Level Optimization: The inner-level optimization
is to solve the minimum RTT given a set of client Rk, for
each transporter k, namely computing Δk(a) for a given a.
Remember that the Δk(a) is contracted by two main parts.
The first part is the total time for model transmission during
each transporter’s tour, which has been determined once the
assignment is formulated. Hence, the second part is the main
objective we need to minimize in the inner-level optimization.
With the pre-determined constant transporter speed Vk, the
second part is a classical traveling salesman problem (TSP) [33],
[34], [35]. One can either solve for the exact solution using
dynamic programming or obtain an approximation solution
using a heuristic algorithm. Considering the high complexity
of dynamic programming (i.e., O(2nn2) where n is the number
of nodes), we use a heuristic algorithm 2-OPT [36], which has
a time complexity of O(n2), to compute Δk(a) for a given a
in our implementation. Specifically, 2-OPT starts with an initial
random route and performs the following operations repeatedly.
In each iteration, it randomly selects two edges and checks if
switching their connections can shorten the overall route. The
process terminates if no improvement can be made. We run
2-OPT multiple times using different initial routes in order to
escape from the local optimum.

2) Outer-Level Optimization: To tackle the optimization
problem of determining the optimal client assignment, we
propose using Gibbs Sampling. We use a unified cost func-
tion C(a), which equals maxk Δk(a) for FedEx-Sync and∑

k Rk(a)Δ
2
k(a) for FedEx-Async. Our CARP algorithm visits

each client in a pre-defined sequence, generates a probability
distribution for the assignment decision of the current client
while holding other clients’ assignment decisions unchanged,
and samples a new assignment decision according to this dis-
tribution. This process is repeated for a sufficient number of
iterations to ensure that the assignment converges to the optimal
solution with high probability.

In each iteration l, we pick a client i according to the pre-
defined order. We define the available transporters set that could
be selected at iteration l by client i as Sl

i . A transporter k is in
the available set if it satisfies the constraint:

Ek
prop(Rk ∪ i) + Ek

trans(Rk ∪ i) ≤ Ek
budget. (29)

Then, we evaluate the objective function C(ai,a
l
−i) by varying

client i’s Sl
i possible choices while holding the other clients’

assignment decisions al
−i fixed. We then update the client i’s

decision according to the Gibbs Sampling distribution:

al+1
i ← k,with probability

exp(−C(k,al
−i/q))∑K

k′=1 exp(−C(k′,al
−i/q))

,

(30)

where q > 0 is a parameter of the algorithm. The action asso-
ciated with a lower cost is more likely to be chosen. According
to the theory of Gibbs Sampling, the algorithm converges to the
optimal solution, i.e., argmina C(a) with probability 1, when
ql is a decreasing sequence over the iterations such that ql → 0.
Complexity: In each iteration, CARP executes at most K TSP
calculations. Thus, for a total ofL iterations, the time complexity
is O(LK2NN2) if dynamic programming is used to solve the
TSP, or O(LKN2) if 2-OPT is used to solve the TSP. However,
we can reduce the complexity by saving and reusing old TSP
results if the same TSP problem re-appears in a future iteration.

VII. EXPERIMENTS

A. Learning Setup

DNN Model and Dataset: We conduct the FL experiments
on two public datasets, i.e., FMNIST [37] and SVHN [38].
For both datasets, we utilize LeNet [39] as the backbone DNN
model, which consists of two convolutional layers and three fully
connected layers.

Dataset Splitting: For the FMNIST experiments, each client
possesses 60 training data samples. For the SVHN experiments,
each client possesses 800 training data samples. Three data
distributions are simulated.
� IID: The clients’ data distributions are i.i.d. This is done

by uniformly randomly assigning data to the clients.
� Non-IID type 1: We use the Dirichlet method to create

non-i.i.d. datasets, which is widely applied in FL research,
e.g., [40]. We use a Dirichlet distribution with parameter
0.3in the FMNIST experiments and 0.5in the SVHN ex-
periments.

� Non-IID type 2: We also consider a non-i.i.d. distribution
that depends on the location of the clients to capture the
more realistic situation where clients close to each other
generate similar data. In our simulation, clients in the same
block receive the same data distribution. Specifically, for
each block, we choose a specific label as the main data type
(e.g., label 1 for the first block, label 2 for the second block).
Then, this type of data is assigned to clients in this block
with a probability of 0.7 for FMNIST (0.5 for SVHN), and
the rest of the data types are assigned to the clients with a
probability of 0.3 for FMNIST (0.5 for SVHN).
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Fig. 5. Network Illustration.

Baseline Methods: To the best of our knowledge, our study
is the first to consider Federated Learning (FL) in a sce-
nario where the directed communication infrastructure is ab-
sent. Traditional methods in the conventional FL setting ne-
cessitate direct communication between clients and the server.
Consequently, these methods are unsuitable for our scenario
and cannot serve as a baseline. Therefore, we assess various
transporter route designs using different objective functions
to address the client assignment problem. In our theoretical
analysis, we establish that the objective for FedEx-Sync should
be Min-Max, rendering the other two methods as baselines.
Conversely, for FedEx-Async, our analysis demonstrates that
Sum-of-Weighted-Squared should be the primary objective,
with the remaining two serving as baselines.
� Min-Max: maxk Δk(a).
� Sum-of-Weighted-Squared (SWS):

∑
k Rk(a)Δ

2
k(a).

� Shortest-Total:
∑

k Δk(a).

B. Energy Setup

Network: We simulate a network without direct communica-
tion, consisting of one parameter server and 40 clients distributed
over a 2 km × 2 km area. The entire area is initially divided
into 10 equal-sized blocks (i.e., 400 m × 1000 m), with 4
clients randomly distributed within each block. See Fig. 5 for an
illustration of the server and client deployment. In this scenario,
we consider a time slot, defined as the time required to finish
one local epoch, to be 1 minute.

Transporters: In our main experiments, we simulate K = 4
mobile transporters, all moving at the same speed of 36 km/h
(10 m/s) [41]. We assume that transmissions between trans-
porters and clients occur when the transporters hover 400 feet
above the clients. We follow the setup described in [28], where
the communication link between the transporter and the desti-
nation is primarily dominated by a LoS channel. This channel
adheres to the free-space path loss model. The transporters have
a transmission bandwidth of 50 Mbps and a transmission power
of 20 dBm [42], [43]. The power required for steady straight-
and-level flight of the transporters is approximately 30 W, while
hovering consumes 20 W [44].

Energy Consumption and Budget: We consider energy con-
sumption to include both communication and propulsion energy.
For communication energy, although we use a relatively small

Fig. 6. FedEx-Async Performance.

Fig. 7. FedEx-Sync Performance.

backbone model in the learning setup, we assume a transmission
model size of 100 MB, which is more realistic for modern model
sizes (e.g., ResNet34 [45], MobileNet [46]). Without loss of
generality, we assume that each transporter has the same energy
budget. In the main experiments, we set the energy budget as
15 KJ for each transporter. We further investigate the effect of
lower energy budgets in the following experiments.

C. Results

All results are averaged over four independent experiments.
1) Comparisons With Baselines: We first evaluate the perfor-

mance on the FMNIST dataset. For FedEx-Sync, the objective
is Min-Max, positioning the other two methods as baselines.
In contrast, the primary objective for FedEx-Async is Sum-of-
Weighted-Squared (SWS), with the other two methods acting
as baselines. Fig. 6 illustrates the convergence performance of
FedEx-Async, which corresponds with our theoretical analysis
presented in Theorem 2: SWS yields the superior convergence
performance. Fig. 7 depicts the results for FedEx-Sync. In-
terestingly, the longest individual RTT in SWS matches that
in Min-Max, suggesting SWS as a viable alternative to Min-
Max. Consequently, both Min-Max and SWS approaches exhibit
similar convergence performance, surpassing Shortest-Total.
This is in alignment with the theoretical insights provided in
Theorem 1.

2) FedEx-Sync Versus FedEx-Async. Under i.i.d. data: Ini-
tially, we evaluate the performance of FedEx-Sync and FedEx-
Async under i.i.d. data conditions. The convergence curves for
FMNIST and SVHN are depicted in Figs. 8 and 9, respectively.
FedEx-Async surpasses FedEx-Sync in performance. This out-
come is reasonable, considering FedEx-Sync’s additional time
spent waiting for the slowest mobile transporters.

Under non-i.i.d. data: Then we contrast FedEx-Sync and
FedEx-Async under two distinct non-i.i.d. data categories.
Figs. 10 and 11 indicate that FedEx-Sync’s performance is
comparable to FedEx-Async’s under type-1 non-i.i.d. data.
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Fig. 8. i.i.d data on FMNIST.

Fig. 9. i.i.d data on SVHN.

Fig. 10. type-1 non-i.i.d on FMNIST.

Fig. 11. type-1 non-i.i.d on SVHN.

Fig. 12. type-2 non-i.i.d on FMNIST.

Fig. 13. type-2 non-i.i.d on SVHN.

Fig. 14. Impact of K.

Moreover, Figs. 12 and 13 reveal that FedEx-Sync even sur-
passes FedEx-Async under type-2 non-i.i.d. data. The decline in
FedEx-Async’s learning performance is attributed to the client
data of a single transporter not representing the overall data
distribution in non-i.i.d. settings. Consequently, the transporter’s
asynchronous learning rounds cause the global model—derived
from the partial and biased local model update—to deviate
from the optimal convergence path, slowing down convergence.
Although FedEx-Async saves waiting time compared to FedEx-
Sync, additional learning rounds may be required to rectify the
deviation, leading to slower convergence for FedEx-Async.

The relative performance of FedEx-Sync and FedEx-Async
is heavily influenced by the specific non-i.i.d. data distribution,
particularly the degree of bias in a transporter’s overall client
data. This clarifies why type-2 non-i.i.d. data presents a greater
challenge for FedEx-Async than type-1 non-i.i.d. data: under
type-1 non-i.i.d. data, even if individual clients’ data is highly
non-i.i.d., the aggregate client data of a transporter may still
resemble the full data distribution when there are enough clients
on the transporter’s route. However, as clients on the same
transporter’s route are typically physically close, the overall
client data of a transporter remains highly non-i.i.d. in the type-2
case. These experimental findings provide valuable guidance for
selecting the appropriate FedEx version in various application
scenarios.

3) Impact of Number of Transporters: We also evaluate
FedEx using different numbers of transporters and present the
results in Fig. 14. The results show that both FedEx-Sync and
FedEx-Async are able to converge for K = 2 and K = 4. How-
ever, increasing the number of transporters results in a faster
convergence speed. This can be attributed to two factors. First,
with fewer transporters, each transporter has to cover more
clients, which increases the time required for disseminating
global models and collecting local models. Second, with more
clients assigned to each transporter, the transmission time is
significantly longer, leading to higher RTT for each transporter.
Furthermore, FedEx-Async has a smaller advantage over FedEx-
Sync when using fewer transporters. This is because the level of
asynchronicity is much lower with fewer transporters. In fact,
in this experiment, the two transporters have similar RTTs, and
hence, FedEx-Async performs similarly to FedEx-Sync.

4) Impact of Moving Speed: We then test FedEx with dif-
ferent transporters’ moving speeds. The result can be found in
Fig. 15. With moving speed Vk = 5 m/s, ∀k, both FedEx-Async
and FedEx-Sync can still converge. Compared with the scenario,
in which each transporter has the moving speed Vk = 10 m/s,
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Fig. 15. Impact of Moving Speed.

Fig. 16. Transporters with Different Speeds on FMNIST.

Fig. 17. Impact of Energy Budget.

convergence speeds become slower, as each transporter’s RTT
increases.

To simulate real-world scenarios more effectively, we also
consider a heterogeneous setup where the transporters operate
at different speeds (V1 = 5m/s, V2 = 7m/s, V3 = 8m/s, V4 =
10m/s). The results, shown in Fig. 16, indicate that both FedEx-
Sync and FedEx-Async remain effective, achieving conver-
gence. While the convergence speed and final performance
are slightly lower than in the uniform high-speed case (Vk =
10m/s), this minor degradation is attributed to the increased
RTT in the heterogeneous speed setup.

5) Impact of Energy Budget: We further investigate the im-
pact of varying energy budgets on the convergence of FedEx-
Sync and FedEx-Async. In the main experiments, the energy
budget for each transporter was set to 15 KJ. Here, we reduce
the energy budget to 12 KJ and analyze the resulting convergence
behavior, as shown in Fig. 17. Compared to the results with a
higher energy budget, the convergence speed of FedEx-Async
decreases, while the convergence speed of FedEx-Sync remains
largely unaffected. This is because, under the reduced energy
budget, the client assignment function of FedEx-Async fails to
reach the optimal point, whereas the client assignment function
of FedEx-Sync still achieves optimality. Despite this limitation,

Fig. 18. Energy Consumption of each transporter.

Fig. 19. Imbalanced Network Illustration.

Fig. 20. Imbalanced Client Distribution on FMNIST.

the convergence results demonstrate that even when the en-
ergy budget is insufficient for the proposed algorithm to fully
optimize client assignments and route planning, our method
maintains robust performance and achieves convergence. This
highlights the adaptability of our approach under constrained
conditions. Additionally, the energy consumption of each trans-
porter under the two different energy budgets for FedEx-Async
is illustrated in Fig. 18.

6) Impact of Client Distribution: In the original experiments,
we assumed a uniform client distribution, with 40 clients evenly
distributed across 10 blocks (4 clients per block). Here we
conducted additional experiments under a highly imbalanced
client distribution, as depicted in Fig. 19. The results, presented
in Fig. 20, demonstrate that both FedEx-Sync and FedEx-Async
exhibit robustness under these conditions and successfully
achieve convergence. These findings underscore the adaptability
of our proposed methods in accommodating non-uniform client
distributions.
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VIII. CONCLUSION

In this paper, we have presented a novel FL framework named
FedEx that utilizes mobile transporters for global model dissemi-
nation and local model collection in distributed machine learning
scenarios where a communication infrastructure is absent. We
have considered various transporters’ moving speeds and energy
constraints and proposed two new algorithms for efficient client
assignment and route planning. We have also conducted a rigor-
ous convergence analysis of these algorithms under non-convex
loss functions and non-i.i.d. data distributions. The results pro-
vide a systematic approach to solve the joint client assignment
and route planning problem. The performance and convergence
of FedEx have been evaluated in numerical experiments on pub-
licly available datasets. Overall, our proposed framework shows
promising potential for FL in resource-constrained settings.
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