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batch B. Simultaneously, in order to calculate the
reconstruction loss, these two vectors are concatenated
and then fed into the Joint Encoder, resulting in the
aggregated embeddings sequence €,,,,naskm Which is
prepared for subsequent reconstruction operations.

cB' = MeanPool(E;(eB. . 2)) (6)
cB? = MeanPool(E;(eB! . »))

Cunmask_m = Ej([eunmas*_a; emmas*_v]) (7)

The computation of the contrastive loss L. is as
follows:

Bi,Ei/T

— _1yN exp(s )
Cc - N Ei:l lOg ( b exp(sEi'Bk/T)+exp[sBi‘Bi/T)) (8)
k#Bi

where sB%BJ = ||cB||T||cB7|| and T is the tempera-
ture.

For the reconstruction loss calculation, we pad
€unmask.m at the original masked position as e, and
elementwised add the fixed sinusoidal positional and
learnable modality embedding (PE}, and w,,). And
then pass the decoder structure to get the reconstruc-
tion of the original audio and video patch ¢; and v;.

ai = Dj(el, + PE} + wa) ©
vi = Dj(e}, + PEL + wy)

We then apply a mean square error reconstruction
loss L,:

N Ad i
_ _l E((amask) — norm(amask))2
L, = [ +
N i—1 |amask|
E((ﬁi‘msk) — nor[n(”f}lask))g]
|7Jmask|
(10)

Here, N denotes the mini-batch size, and |a! ., | and
|v} .| denote the number of masked audio and visual
patches, respectively.

Finally, we sum the constractive loss £, and recon-
struction loss £, as the final loss L:

£:Ac£c+£r (ll)
Here, A, € [0,1] represents the ratio of the con-
trastive loss.

3) Model Initialization and Pretrained dataset: In this
study, we utilized the pretrained model weights from
the CAV-MAE paper, which were used to initialize our
model, specifically CAV-MAE*“*¢*_ These weights
were obtained through pretraining on the AudioSet
dataset [57].

E. FOS-II Encoding Model Supervised Learning

To facilitate the model ability to learn more prior
knowledge conveniently, during the pretraining phase,
we incorporated numerous redundant structures such
as decoders and patch masking. However, before pro-
ceeding with supervised training on the self-collected
FOS-II dataset, it is necessary to modify the model
structure. This involves removing redundant compo-
nents while retaining the neural network layers that
store the most prior knowledge. Additionally, we in-
troduce appropriate classification layers and employ
different loss functions to train the model, optimizing
it for the multi-label classification task of FOS-II Inter-
action Styles (IS). This newly constructed and trained
network is named the Audio-Visual FOS-II Encod-
ing Neural Network (AV-FOS), which is specifically
designed for recognizing FOS-II IS in the medical
domain.

The preprocessing and tokenization of input data for
AV-FOS remain consistent with previous discussions,
except for the elimination of the masking step. The
input audio patches a = [a!,a?, ...,a"'?] and video
patches v = [v!,v?,...,v1%] undergo tokenization
and element-wise addition of positional and modal-
ity embeddings, resulting in t, = [tL,¢2,...,t312]
and t, = [tL,¢2,...,t19], respectively. These tokens
are then input into their respective modality-specific
encoders, which have been pretrained, followed by
concatenation and input into a previously pretrained

Joint Encoder to obtain the feature vector e,, =

1 .2 512 1 2 196].
[eﬂ,'leﬂ,'l“'!eﬂ 'le'l.l"l vttty o ]

em = E7[E;(ta), By ()]

Here, the asterisk (*) indicates that the module has
undergone pretraining.

Instead of using the traditional class embedding
approach for classification [17], we employed a token-
level mean pooling strategy: for each embedding di-
mension (out of 768), we compute the average across
all tokens to generate an average token. This average
token—a vector of length 768—serves as a mapping of
all real-world information in the feature space, which
is highly suitable for FOS-II classification. This vector
is then input into MLP of the decision layer, denoted
ISMLP(e), to produce a feature vector vis of length
equal to the number of labels (FOS-II 1IS), which is
13:

(12)

vis = ISMLP(Mean(e,,)) (13)

Subsequently, if performing inference, this vector is
processed through a Sigmoid function, compared with
a manually defined threshold &, and if it exceeds this
threshold, the IS is determined to be present in the

input 10-second video:
ISdetectea = {i | Sigmoid(vig) > 6} (14)

During the training process, the output of the model,
vis is first processed through a Sigmoid function , and
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Fig. 6. The proposed FOS-II decision neural network: AV-FOS.

then the Binary Cross-Entropy (BCE) Loss Lgcg is
computed with respect to the ground truth one-hot
encoded vector vgr. This loss is then used to guide
the training of the model:

pis = Sigmoid(vys)
N . M . M
Lace = — Y _(vGr - logpis + (1 — vér) - log (1 — pis))

=1

“ (15)
The currently trained AV-FOS model exhibit
164.512 million parameters.

F GPT4V Prompt Engineering with FOS-II
Definitions

We have employed OpenAl state-of-the-art multi-
modal foundation model, GPT-4V, [15] combined with
prompt engineering as the baseline for our FOS-II IS
Encoding task.

1) Prompt Engineering: We designed two versions
of prompts (Prompts V1 & V2), each consisting
of two components: a textual prompt and a visual
information prompt. The first version of the visual
information prompt (Prompt V1) includes the starting,
middle, and ending frames from the original 10-second
video. The textual prompt guides the model to utilize
this three-frame information to facilitate the GPT-4V
in recognizing FOS-II IS. The design of the textual
component of the first version of the prompt is as
follows:

This work is licensed under a Creative Commons Atiribution 4.0 License.
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A video is given by providing three frames in
chronological order. Please choose one or more ap-
propriate interaction styles or behaviors in the video.
Please only reply with the numbers of the inter-
action styles or behaviors, separated by commas.
The candidates of the interaction styles or behaviors
are as follows: 1. Appropriate verbal interactions 2.
Parent affection 3. Positive contact 4. Complaint 5.
Engaged activity of play 6. Multiple instruction 7.
Non-compliance 8. Oppositional 9. Praise 10. Posi-
tive question 11. Positive social attention 12. Positive
specific instruction 13. Positive vague instruction

The second version of the prompt (Prompt V2)
incorporates a brief explanation of each interaction
style within the textual part, while the video com-
ponent utilizes a method of randomly selecting three
key frames. These key frames are extracted randomly
from the first third, middle third, and final third of the
original 10-second video. The design of the textual
prompt for the second version is as follows:

A video is given by providing three frames in
chronological order. Please choose one or more ap-
propriate interaction styles or behaviors in the video.
Please only reply with the numbers of the interac-
tion styles or behaviors, separated by commas. The
candidates of the interaction styles or behaviors are
as follows: 1. Appropriate verbal interactions: Ap-
propriate verbal interactions are scored when a child
engages in non-aversive, intelligible speech directed
at others or self. 2. Parent affection: Parent affection
is verbal or non-verbal affection, including words,

For more information, see https-//creativecommons.orgllicenses/by/4.0/
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physical contact, and leveling actions towards the
child. 3. Positive contact: Positive contact is friendly,
affectionate, or neutral physical interaction initiated or
maintained by the parent. 4. Complaint: A complaint is
any instance of whining, crying, or other vocal protests
displaying temper or discontent. 5. Engaged activity
of play: Engaged activity of play is scored when a
child quietly plays, observes, or eats without deviance
for a full interval. 6. Multiple instruction: Multiple
instruction is scored when a parent gives more than
one command or request in a single utterance. 7. Non-
compliance: Non-compliance occurs when a child fails
to follow a given instruction within five seconds or
immediately contradicts it verbally. 8. Oppositional:
Oppositional behavior is socially inappropriate or
unacceptable child behavior not following specific
family rules. 9. Praise: This category scores praise
for specific behaviors or characteristics of the child,
positively and non-aversively. 10. Positive question:
A positive question is a non-aversive, information-
seeking utterance from the parent to the child. 11.
Positive social attention: Positive social attention is
non-aversive verbal or non-verbal engagement by the
parent that doesn’t fit other categories. 12. Positive
specific instruction: A Positive specific instruction is a
direct, clear command with a defined behavioral ex-
pectation, delivered non-aversively. 13. Positive vague
instruction: A Positive vague instruction is an indirect,
non-aversive command without a clear behavioral
referent.

2) Data Privacy with GPT4V API: Initially, we con-
sulted OpenAl official website [58] concerning the
privacy of API users, which guarantees that all data ac-
cessed via the API will be deleted within 30 days and
further assures that such data will not be used to train
future Al models. Additionally, the data we uploaded
to the OpenAl API contained no personally identifiable
information such as names, ages, or nationalities, nor
did it indicate that the images originated from autistic
children. Therefore, the use of the API for FOS-II
IS recognition complies with the privacy protection
regulations concerning human subjects outlined in the
IRB protocol.

V. RESULTS AND EVALUATIONS

This section presents the experimental setup, the
processing of the FOS-II dataset, the construction
details of the AV-FOS model, and a performance com-
parison between the AV-FOS model and the GPT4V +
Prompt Engineering (baseline) method. Additionally,
we compare our model with other mainstream video
recognition models based on CNN and Transformer ar-
chitectures. Ablation experiments were also conducted
to investigate the performance of various submodules
and their impact on the overall AV-FOS model.

TABLE Il
THE KEY HYPERPARAMETERS FOR AV-FOS MODEL TRAINING
STAGE.
Training stage | Pre-training Formal Training
Epochs 25 100
Batch size 427 128
Initial Backbone LR 2e-4 le-5
Initial Classification layers LR - 2e-6
LR decay start epoch 10 5
LR decay rate 0.5 0.95
LR decay step 5 1
Adam
Optimizer weight decay=>5e-7
betas=(0.95, 0.999)

A. Experimental Setup

1) Experiment Device: All experiments in this pa-
per, including the training and inference of all deep
learning models, were conducted on a server with four
NVIDIA A5000 GPUs (Lambda-quad 2). Compared to
enterprise-grade servers, this server is not only cost-
effective but also moderately sized, akin to a typical
household computer, making it highly suitable for
deployment in hospital settings.

2) Training Details: During the pre-training and for-
mal training stages, the Encoder part of this model
consists of a total of 12 transformer blocks. The
single-modality Encoder layer contains 11 transformer
blocks, while the joint Encoder comprises only one
transformer block. The model Decoder part includes
eight transformer blocks. The Transformer blocks in
the Encoder have 12 attention heads and an embed-
ding dimension of 768. In contrast, the Transformer
blocks in the Decoder have 16 attention heads and an
embedding dimension of 512.

For calculating the contrastive Loss, the temperature
7 is set to 0.05, while for computing the CAV-MAE
Loss, A, is set to 0.01 and the IS decision threshold €
is set to 0.4. The remaining key hyperparameters for
both the pre-training and formal training stages on the
FOS-II dataset are shown in the table III.

B. Dataset Segmentation

We processed the original dataset by slicing it
into 8,108 video clips, each 10 seconds long, with
corresponding IS annotations. The frequency of each
IS annotation within the 8,108 clips is shown in Table
II. Due to the low occurrence of certain IS annotations
(fewer than 100 instances), which makes them unsuit-
able for deep learning training, we discarded these 1S
annotations. While this exclusion limits the model’s
ability to generate a complete Functional Observation
Scale (FOS), thereby impacting its immediate clinical
applicability, many of the discarded categories—such
as Int_parent (Parent Interrupt: instances where par-
ents interact with others rather than the target chil-
dren)—are of limited clinical significance. Further-
more, we consider data collection to be an ongoing
effort. As the dataset expands in the future, retraining
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TABLE IV
LABEL DISTRIBUTION IN TRAINING AND VALIDATION SETS

TABLE V
THE THREE TYPES OF OUTPUTS FOR THE GPT-4V MODEL.

Training Validation

the model using the architecture proposed in this study
can address this limitation. After dropping the data
without annotations, we obtained a dataset containing
8,040 video clips, each 10 seconds long, with 13 types
of IS annotations for training and validation.

To simulate the clinical environment as closely
as possible during dataset splitting and to evaluate
the model ability to generalize to previously unseen
subjects, we adopted a subject-based data partitioning
strategy. Data from 11 subjects were extracted as the
validation set, consisting of 1,867 10-second video
clips, while the remaining subjects data were used
as the training set, comprising 6,173 10-second video
clips. Due to differences in behavioral patterns across
subjects, the overall label (IS) distribution differs sig-
nificantly between the training and validation sets,
posing a considerable challenge to our model. The
Tabel IV summarizes the occurrence of IS labels in
the training and validation sets.

C. Metrics for Evaluating Model Performance

In this study, since it is a multi-label task, we
evaluated the model using several metrics, including
Accuracy, F1 Score, Strict Accuracy, AUC (Area Un-
der the ROC Curve), and mAP. The formulas for these
metrics are as follows:

Y; nY;|

16
|YUY| (10

Accuracy = Z

Fl Score — 2. Pr‘?({ision - Recall a7
Precision + Recall

where: N .
Precision = w
L= Nl (18)
Recall = M
AN

N
Strict Accuracy = %Z]I(}’g =Y) (19

i=1

Occurrences | Occurrences

O t Example
Label Count | Proportion | Count | Proportion [::: P (Prompt V1) | (Prompt V2)
Cr 1827 | 1091% | 3% | 8.41% Outpmt 2,3,5.11 1863 1845
Q+ 1210 7.23% 376 7.98% Problematic .
S+ 3821 | 2282% | 1265 | 26.86% Oupur | - Engaged activity of play 3 !
AV 883 5.27% 581 12.34% Unsolvable | _Lhe images are too dark to
accurately discern any specific 1 15
]S::ﬁ- 268?820 ]4?;)2]09’? F;g?i 125'?902926 Output interaction styles or behaviors.
VI+ 2387 14.25% 596 12.65%
0] 2053 12.26% 458 9.72% A Lo . )
NC 124 0.74% 76 0.55% where I is the indicator function that returns 1 if the
P 287 1.71% 45 0.96% argument is true and O otherwise.
Aff_parent 288 1.72% 41 0.87%
MI 161 0.96% 24 0.51%
cpP 153 0.01% 75 0.53% AUC = Z AUCg (20)
|y | kel

where AUC,, is the AUC for the k-th label.

mAP = Z APy 1)
|y | key
where APy is the Average Precision for the k-th label.
These evaluation metrics reflect not only the absolute
performance of the model but also its ability to handle
imbalanced datasets.

D. GPT-4V Result Post-processing

GPT-4V generates three types of outputs: ideal
outputs, problematic outputs, and unsolvable outputs.
Ideal outputs follow the structure specified in the
prompt, returning several numerical indices separated
by commas. These outputs can be processed with a
simple string-splitting algorithm. Problematic outputs
return predicted IS but not in the format specified
in the prompt, including both numerical indices and
IS names. For these cases, we use code to extract
the numerical indices. Unsolvable outputs occur when
GPT-4V returns a descriptive statement indicating its
inability to process the data. In such cases, the data
is manually classified as having no IS present. Table
V presents examples of the three different types of
outputs.

E. Model Performance

In our experiments, we used GPT-4V with prompt
engineering as the baseline, and also tested two classic
models for comparison: the advanced video under-
standing model SlowFast Networks [16] based on
the CNN structure, and the classical visual under-
standing model vision Transformer (ViT) [17] based
on the Transformer structure. Both models were pre-
trained using supervised learning on large-scale public
datasets as mentioned in their original papers. For
SlowFast Networks, we selected the R50 architecture,
pretrained on the Kinetics-400 dataset [59] and fine-
tuned on our FOS-II dataset. For ViT, we selected the
ViT-base architecture with a patch size of 16x16 for
input tokens, pretrained on the ImageNet-21k [60] and
ImageNet 2012 [61] datasets, and fine-tuned on our
FOS-II dataset.
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TABLE VI
THE GLOBAL PERFORMANCE COMPARISON OF DIFFERENT MODELS.
Accuracy Fl1 Score Strict Accuracy AUC mAP Time Cost (Per Sample)
GPT4V+Prompt V1 0.7965 0.4581 0.1355 0.6624 0.3181 4.3349 £ 2.5927
GPT4V+Prompt V2 0.7668 0.3330 0.1468 0.5896 0.2481 3.9792 £ 1.1968
SlowFast 0.8287 0.5437 0.1125 0.8445 0.6138 0.0031 + 0.0088
ViT 0.8172 0.5448 0.0889 0.8486 0.6167 0.0011 + 0.0022
AV-FOS (Our Proposed) 0.8590 0.5936 0.2003 0.8868 0.6879 0.0018 £ 0.0003
TABLE VII
DEeTAILED COMPARISON OF MODEL PERFORMANCE ACROSS CLASSES
AV_FOS (Proposed) SlowFast ViT GPT4V+Prompt V1 GPT4V-+Prompt V2
Accuracy AUC AP | Accuracy  AUC AP | Accuracy  AUC AP | Accuracy AUC AP | Accuracy AUC AP
AV 0.7156 0.8383 0.6346 0.6920 0.6323 04237 0.6883 0.6080 04072 0.7070 0.6420 04155 0.7070 0.5462  0.3533
Aff 0.9780 0.8178  0.1038 0.9780 0.6198 0.0476 0.9775 0.6859  0.0577 0.7745 0.5867 0.0285 0.5410 0.6342  0.0310
C+ 0.7750 07559 0.4368 07675 0.8003 0.5477 0.7542 0.7795 04454 0.7418 07716 04011 0.6808 07762 0.3837
CP 0.9861 07010  0.0423 0.9866 0.5627 0.0210 0.9861 0.5420  0.0171 0.9759 0.5143 0.0147 0.9636 0.5081  0.0137
EA 0.6974 07624 0.6916 0.5008 0.6010  0.4959 0.4237 0.5577  0.4582 0.4660 0.5375 04207 0.5217 0.5672  0.4376
MI 0.9877 0.8273  0.1050 0.9871 0.6422 0.0211 09871 0.7767 0.0378 0.9813 0.4970 0.0129 0.9850 0.4989  0.0129
NC 0.9861 0.8154  0.0760 0.9861 0.5969  0.0258 0.9861 0.6509  0.0499 0.9630 0.5073  0.0142 0.9748 0.4943  0.0139
o] 0.7788 0.8012 0.5164 07392 0.6214  0.3557 0.6818 0.6831 0.3520 0.7525 05001 02453 0.7542 0.4996  0.2453
P 0.9759 07910  0.0747 0.9625 0.6263 0.0674 0.9754 0.6045  0.0588 0.9716 05195  0.0304 0.9555 0.4896  0.0241
Q+ 0.7986 07484  0.3409 0.7970 0.6393  D.2888 0.7991 0.6732  0.3368 0.7981 0.5007 02017 0.7949 0.5136 0.2103
5+ 0.8366 0.9071 0.9444 0.7761 0.8363  0.9090 0.8024 0.8734  0.9376 0.6631 0.6874  0.7793 0.4879 0.6173  0.7507
SI+ 0.9079 07606  0.2015 0.9272 0.6404 0.1121 0.9320 0.6543  0.1248 0.8800 0.4940 0.0674 0.9207 0.5086  0.0702
VIi+ 0.7429 0.8205  0.6604 0.6733 0.7218 04925 0.6304 0.6882 04386 0.6792 0.4993 03190 0.6808 0.5000 03192
TABLE VI

WiLcoxoN SiGNED-RANK TEST REsuLTs BETWEEN AV-FOS AND COMPETING MODELS

Metric SlowFast ViT GPT4V+Prompt VI~ GPT4V+Prompt V2
W  pvalue W  pvaluee W p-value w p-value
Accuracy 7.0 0.0208 9.0 0.0328 0.0 0.0002 5.0 0.0024
AUC 1.0 00005 10 00005 10 0.0005 1.0 0.0005
AP 9.0 00081 30 00012 00 0.0002 0.0 0.0002
= cPTav Pomptl Sk standard, though it falls slightly short of the 90%
Performance Comparison by Metrics __Time Cost

7w

| [

Accuracy  Fl ScoreStrict Accuracy AUC mAP " Time Cost

Scores

Seconds (log scale)

o

Fig. 7. The performance and time cost comparison

1) General Performance: Table VI and Fig. 7
present a comparison of various performance metrics
across different models. The results show that our
model significantly outperformed the baseline GPT-4V
model not only in terms of accuracy and the ability
to handle imbalanced datasets but also in inference
speed. Additionally, our model performance exceeded
that of the comparison models, SlowFast Networks
and ViT. When tested on subjects that the model had
never encountered before, our model still achieved an
accuracy of over 85%, demonstrating robust perfor-
mance. This surpasses the 80% inter-rater reliability

agreement level achieved by human annotators in this
study. However, our model has the potential to be
further optimized through the continuous collection of
new data. Additionally, when faced with an extremely
imbalanced dataset, our AUC, mAP, and F1 scores
reached 0.88, 0.67, and 0.59, respectively, indicating
that the model demonstrates a significant advantage in
handling imbalanced datasets. In terms of inference
time, the baseline GPT-4V model lags significantly
behind our model. For a 10-second video, our model
requires only an average of 0.0018 seconds to com-
plete inference, achieving real-time inference speed.
These metrics indicate that our model has high clinical
value and can assist doctors and healthcare providers in
the diagnosis and risk behavior assessment for autistic
children.

2) Class-Wise Evaluation and Error Analysis: The
class-wise metrics presented in Table VII and the con-
fusion matrix in Fig. 8 highlight the ability of different
models to recognize various categories of interaction
styles (IS). Compared to the baseline method, GPT-
4V with prompt engineering, our model demonstrates
significantly stronger recognition capabilities across all
categories, consistently surpassing the baseline perfor-
mance. Furthermore, unlike traditional video recogni-
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tion models such as ViT and SlowFast Networks, our
model incorporates the ability to process audio within
videos. This capability gives our model a distinct
advantage in recognizing IS that require audio com-
prehension, such as Positive Vague Instruction (VI+)
and Positive Specific Instruction (SI+).

Interestingly, for IS typically associated with audio
comprehension, other visual-only models also show
some recognition ability. This can be attributed to the
presence of visual cues during conversations, such as
head turns and lip movements, which aid these models
in making predictions. However, even for IS primarily
reliant on visual information, such as Engaged Activity
of Play (EA), our model maintains an edge over other
models, demonstrating superior overall performance.

To further substantiate these observations, Table
VIII presents the results of the Wilcoxon signed-rank
test, which statistically validate the superiority of our
model over competing approaches. Specifically, our
model consistently achieves significantly better perfor-
mance across all metrics (Accuracy, AUC, and AP)
when compared to SlowFast, ViT, and both versions
of GPT-4V+Prompt. The p-values, all below 0.05,
underscore the robustness of these differences, par-
ticularly for metrics requiring fine-grained recognition
such as AP. These results demonstrate that our model
not only excels in general performance but also offers
a statistically significant advantage in handling diverse
interaction styles, further reinforcing its effectiveness
as highlighted in Table VII.

Nevertheless, there remains room for improvement
in recognizing certain categories, such as Complaint
(CP), Parent Affection (Aff_parent), Non-compliance
(NC), and Praise (P). While our model achieves high
accuracy for these categories, its sensitivity remains
suboptimal. The primary reason for this limitation lies
in the severe class imbalance within the dataset. Com-
pared to majority classes like EA and S+, which ac-
count for 26.86% and 15.92% of the data, respectively,
minority classes such as CP, MI, and NC comprise
only 0.51%, 0.53%, and 0.55% of the dataset. The
sample size of the majority classes exceeds that of the
minority classes by more than 25 times, causing the
model to adopt a more conservative decision-making
approach and exhibit reluctance to predict positive
outcomes for these underrepresented categories.

This limitation, however, is not unique to our model;
it is a common challenge for all models. Notably,
compared to mainstream video recognition models
such as SlowFast and ViT, our model demonstrates su-
perior performance on minority classes. For instance,
our model achieves higher AUC and AP scores for
categories representing less than 5% of the dataset,
outperforming all other models. To address this issue
further, we plan to collect additional data to improve
the performance of model on minority classes. While
data collection is a long-term process, we consider it
a critical aspect of future research.

In summary, our model exhibits strong recogni-
tion capabilities and demonstrates greater robustness
in handling imbalanced datasets compared to other
mainstream models and the baseline. We aim to further
enhance its performance by continuing to expand the
dataset, ultimately striving for even better results in
future studies.

F Ablation Study

1) Uni-modal recognition performance: To evaluate
the effectiveness of the multimodal structure of the
AV-FOS model, we decided to conduct ablation ex-
periments by retraining and inferring the model with a
single modality. This approach allowed us to observe
whether the multimodal structure demonstrates im-
proved performance across various metrics compared
to single-modality structures. For the AV-FOS single-
visual-modality perception model (V-FOS model), we
removed the audio input and the audio processing
modules such as Audio Tokenization and Audio En-
coder. However, we retained the Joint Encoder module,
with the input token sequence for the Joint Encoder
being only the visual tokens sequence processed by the
Video Encoder, [E,(ty)], instead of the concatenated
multimodal token sequence [E,(tg), Fy(ty)] used in
the AV-FOS model. Similarly, for the AV-FOS single-
audio-modality perception model (A-FOS model), we
removed the visual input and perception modules,
retaining the Joint Encoder module. The input token
sequence for the Joint Encoder was the audio tokens
sequence processed by the Audio Encoder, [E4(tg)].
For both the A-FOS and V-FOS models, the sub-
sequent Joint IS Decision Making Layers and other
modules remained identical to those in the original AV-
FOS model. To ensure a fair comparison, all pretrained
modules (Audio Encoder, Visual Encoder, and Joint
Encoder) in the A-FOS and V-FOS models underwent
the same pretraining as those in the AV-FOS model.
During the formal training on the FOS-II dataset, all
training parameters (number of epochs, batch size,
learning rate, etc.) and training and validation datasets
were kept consistent with those used for the original
AV-FOS model.

The performance comparison between the two
single-modality models, A-FOS and V-FOS, is pre-
sented in Table IX. It can be observed that the audio-
based model, A-FOS, demonstrates stronger recogni-
tion capabilities than V-FOS, which aligns with the
characteristics of our task. Most categories rely heavily
on audio input, such as VI+ (Positive Vague Instruc-
tion), SI+ (Positive Specific Instruction), and Q+ (Pos-
itive Question). Additionally, even for instances that
require visual modality for classification, such as EA
(Engaged Activity of Play), audio cues (e.g., sounds
from toy collisions) are often present. However, the
incorporation of the visual modality further enhances
the performance of multimodal perception models,
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TABLE IX
THE ABLATION STUDY RESULT.

Strategy Accuracy F1 Score Strict Accuracy AUC mAP Time Cost (Per Sample)
A-FOS (Audio) 0.8523 0.5736 0.1912 0.8722 0.6542 0.0015 &+ 0.0003
V-FOS (Visual) 0.8226 0.4917 0.1152 0.8296 0.5617 0.0009 &+ 0.0003
Without Pretrain 0.8322 0.5328 0.1382 0.8463 0.5630 0.0018 £ 0.0004
Frame Aggregation 0.8544 0.5853 0.1987 0.8881 0.6833 0.0055 & 0.0015
Cross-Frame Attention 0.8407 0.5455 0.1521 0.8561 0.6879 0.0018 &+ 0.0003
Middle Frame Saptial Attention 0.8517 0.5767 0.1918 0.8853 0.6749 0.0018 &+ 0.0003
Averaged Key Frame Attention 0.8590 0.5936 0.2003 0.8868 0.6879 0.0018 & 0.0003

resulting in the highest performance being achieved
by our proposed AV-FOS model.

2) Without CAV-MAE pretraining performance: To
investigate the impact of the CAV-MAE pretraining
strategy on our AV-FOS model, we conducted this
ablation experiment. In this experiment, the model,
training methods/hyperparameters, and dataset parti-
tioning were identical to those of the original pre-
trained AV-FOS model. The only difference was that
all parameters of the model were randomly initialized
in this experiment. The results are presented in Table
IX.

The results indicate that even without CAV-MAE
pretraining, the AV-FOS model still performs very
well, surpassing the baseline GPT4V with prompt
engineering method. The accuracy exceeded 83%,
demonstrating that the multimodal structure itself has
strong performance even without relying on pretrain-
ing data. However, the overall performance was still
inferior to the pretrained version of the AV-FOS model.
While the accuracy showed a relatively small decrease
(by 2%), the performance gap was more significant
in metrics reflecting the model ability to handle data
imbalance, such as F1 score and mAP. The AV-FOS
model without pretraining showed a decrease of 6%
in F1 score and 12% in mAP compared to the pre-
trained AV-FOS model. This suggests that pretraining
can significantly enhance the model ability to handle
data distribution imbalance and slightly improve its
accuracy, which is highly beneficial for the model
application in clinical settings.

3) Visual Temporal Information Perception Module:
To enhance the model capability of perceiving visual
temporal information, we proposed two strategies:
Cross-Frame Attention and Averaged Key Frame At-
tention. The experimental results demonstrate that the
Averaged Key Frame Attention strategy outperforms
both the Middle Frame Spatial Attention strategy
(which lacks temporal information perception) and the
Cross-Frame Attention strategy. This outcome aligns
with our expectations. During the pretraining phase,
we adopted the CAV-MAE framework, which involves
training the model by randomly extracting a single
frame from a video rather than using multiple frames.
Consequently, the Cross-Frame Attention strategy is
unable to fully leverage the prior knowledge learned

during pretraining. This limitation results in its per-
formance falling short of even the Middle Frame Spa-
tial Attention strategy. In contrast, the Averaged Key
Frame Attention strategy retains the original dimen-
sions of each frame, averaging the pixel values across
frames. This approach maximally exploits the pretrain-
ing knowledge while preserving some spatiotemporal
information, leading to the best performance among
the tested strategies. We also compared our approach to
the Frame Aggregation strategy, which was originally
proposed in the CAV-MAE framework. This method
involves performing inference three times using the
first frame, middle frame, and last frame of a 10-
second video clip, and then averaging the results.
While Frame Aggregation achieves relatively high
accuracy, it is extremely time-consuming. In contrast,
the Averaged Key Frame Attention strategy not only
outperforms Frame Aggregation in most metrics but
also requires only a single inference step, reducing
inference time to approximately one-third of that of
Frame Aggregation. The tripling of inference time
with Frame Aggregation poses a significant drawback,
particularly in real-world deployment scenarios. Not
all computers, especially those in clinical settings, can
match the computational speed of our laboratory hard-
ware. Slow inference times could hinder the algorithm
clinical applicability. Therefore, considering both ef-
ficiency and effectiveness, the Averaged Key Frame
Attention strategy emerges as the optimal choice for
our model, striking a balance between computational
feasibility and performance.

G. Inference Visualization

Figure 9 illustrates the attention distribution within
the fusion perception layer. The visualization reveals
four distinct attention regions corresponding to:

1) Visual modality attending to the visual modality.
2) Visual modality attending to the audio modality.
3) Audio modality attending to the visual modality.
4) Audio modality attending to the audio modality.
These patterns indicate that the model has effectively
learned to differentiate the focus of attention based on
the semantic relationships across different modalities.
Specifically, the model demonstrates high sensitivity
in cross-modal attention between visual and audito
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modalities, reflecting its capability to integrate in-
formation and model inter-modal relationships effec-
tively. Meanwhile, the significant intra-modal atten-
tion weights highlight the robustness of the model
in capturing modality-specific features. Collectively,
these characteristics highlight the strong capacity of
the model for multimodal perception and fusion tasks.

- 00030

0.0023

00020

Attention Weight

0.0015

0.0010

Fig. 9. The attention map for the joint perception layer

V. CONCLUSION AND FUTURE DIRECTIONS

To address the challenges in recognizing the com-
plex behaviors and interactions of autistic children,
thereby aiding in their diagnosis, symptom assess-
ment/mitigation, and treatment, this study has: 1. Pro-
posed a dataset based on the FOS behavior scale
specifically for children with autism. This dataset was
constructed from clinically collected data annotated by
professionals with medical expertise. 2. Introduced a
transformer-based deep learning model, AV-FOS, ca-
pable of automatically generating FOS-II scales from
videos, which holds significant clinical value. This
model can utilize self-supervised learning methods to
pretrain on large-scale unlabelled video datasets unre-
lated to autism and make final FOS IS judgments based
on both audio and video modalities, demonstrating
high accuracy and robustness against imbalanced data.
3. Explored the application of large AI models and
prompt engineering in the field of autism behavior
recognition.

However, it should be noted that the current FOS-
I dataset in this study has an insufficient amount of
data for certain classes, i.e. unbalanced, which is not
ideal for training deep learning models. Nonetheless,
the data collection and annotation process have been
structured in efficient manner, allowing for the collec-
tion and annotation of more data in the future, which
will enable the training of more effective models.
Additionally, the visual perception module of the pro-
posed AV-FOS model currently processes only a single
frame from the original video, lacking the capability

to recognize temporal information. This aspect can be
optimized and improved in future work.

Furthermore, the manual annotation of datasets is
time-consuming and labor-intensive, and privacy con-
siderations for patients are paramount. Consequently,
the academic community currently lacks high-quality
public datasets for autistic children. Future research
could greatly benefit from Al-generated video and
audio data, automatically created based on the FOS-
II scale or other behavioral scales. Such advancements
would significantly contribute to the behavior analysis,
diagnosis, and treatment for the autistic children.
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