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ABSTRACT: The intersection between classical data assimilation methods and novel machine
learning techniques has attracted significant interest in recent years. Here we explore another
promising solution in which diffusion models are used to formulate a robust nonlinear ensemble
filter for sequential data assimilation. Unlike standard machine learning methods, the proposed
Ensemble Score Filter (EnSF) is completely training-free and can efficiently generate a set of
analysis ensemble members. In this study, we apply the EnSF to a surface quasi-geostrophic
model and compare its performance against the popular Local Ensemble Transform Kalman Filter
(LETKF), which makes Gaussian assumptions in the analysis step. Numerical tests demonstrate
that EnSF maintains stable performance in the absence of localization and for a variety of ex-
perimental settings. We find that while LETKF maintains optimal performance in the case of
linear observations of the entire state and a perfect model, EnSF shows improvements over LETKF
when nonlinear observations are assimilated and the system is subject to unexpected model errors.
A spectral decomposition of the analysis results in this nonlinear observation regime shows that
the largest improvements over LETKF occur at large scales (small wavenumbers) where LETKF
lacks sufficient ensemble spread. Overall, this initial application of EnSF to a geophysical model
of intermediate complexity motivates further developments of the algorithm for more realistic

problems.
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SIGNIFICANCE STATEMENT: It is hard to overstate the crucial role that the field of artificial
intelligence (AI) has played on the weather and climate enterprise. Considerable progress in the last
few years has come from a particular area known as generative Al (GenAl). In this work, we borrow
ideas from a popular GenAl technique known as diffusion models to explore a new data assimilation
(DA) method which can extract useful information from complex (nonlinear) observation types
like satellite data. We implement an efficient (training-free) version of the resulting algorithm
(EnSF) in a benchmark model of geophysical turbulence. In the case of assimilating nonlinear
observations and dealing with unknown model errors, EnSF demonstrates improvements against
a popular DA method used in operations (LETKF). These improvements in EnSF occur without
any additional fine-tuning efforts or the application of standard regularization techniques such as

localization.

1. Introduction

Since its introduction by Evensen (1994), the ensemble Kalman filter (EnKF) has been utilized
extensively for the initialization of geophysical models and has inspired the rapidly developing
subfield of ensemble data assimilation (DA). In numerical weather prediction (NWP), the ensemble
approach has been highly successful either on its own or in conjunction with variational methods
such as 4D-Var (e.g., Isaksen et al. 2010). This success largely stems from the ability of a forecast
ensemble to capture the “errors of the day”, replacing the assumptions of static forecast covariances
used in earlier DA methods (e.g., optimal interpolation) and older variational approaches.

In meteorological applications, EnKF algorithms have been particularly beneficial at the convec-
tive scales due to their ability to handle complex numerical models and observing systems (e.g.,
Aksoy et al. 2009, 2010; Jones et al. 2010; Chipilski et al. 2020, 2022; Hu et al. 2023). One of
the practical advantages of ensemble DA methods is their ability to incorporate highly nonlinear
models and observations without the need to explicitly compute any tangent linear and adjoint
operators. This is an extra overhead for any variational DA method in operational contexts as
one needs to continuously recompute these operators once a new version of the model is released.
Nevertheless, standard EnKFs still approximate the Kalman filter’s analysis equations, which are
derived from restrictive Gaussian assumptions. These Gaussian assumptions manifest themselves

in the linear nature of the EnKF’s update, which limits the ability to represent more complex
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analysis (posterior) distributions (Spantini et al. 2022). Recent studies have shown that the analysis
biases introduced by methods leveraging the Kalman filter equations, such as the EnKF, can have a
detrimental impact on the ability to forecast high-impact weather events like hurricanes (Poterjoy
2022).

Particle filters (PFs; Gordon et al. 1993; van Leeuwen 2009; van Leeuwen et al. 2019) represent
a natural replacement for standard EnKFs due to their provable convergence to the correct posterior
distribution (Crisan and Doucet 2002). Although they were introduced around the same time as
EnKFs, they have taken a long time to reach operational potential. The underlying reasons have
practical dimensions — in order to avoid the curse of dimensionality, PFs require a prohibitively
large number of particles. There has been visible progress in this direction, with several examples
of successful PF implementations in large systems (Todter et al. 2016; Poterjoy et al. 2017;
Rojahn et al. 2023). PFs have also stimulated the development of many complementary non-
Gaussian DA approaches, including lognormal and bi-Gaussian extensions of standard DA methods
(Fletcher 2010; Fletcher et al. 2023; Chan et al. 2020) and the recently developed two-step quantile-
conserving ensemble filtering framework (QCEFF) of Anderson (2022, 2023).

It is clear that research into nonlinear/non-Gaussian ensemble DA methods will continue to
attract more interest in view of the increasing complexity of numerical models and observing
systems. One promising way to address these challenges is to exploit the ongoing revolution in
artificial intelligence (AI). The last few years have seen active developments at the intersection
of DA and Al. Some of the first studies in this direction were concerned with learning the model
dynamics from sparse and noisy observations (Bocquet et al. 2019, 2020; Brajard et al. 2020).
Other examples include the estimation of model errors (Bonavita and Laloyaux 2020; Farchi et al.
2021, 2023) and parameters (Legler and Janjic 2021), carrying out the DA update in a lower-
dimensional latent space (Peyron et al. 2021; Melinc and Zaplotnik 2024), detecting non-Gaussian
distributions (Goodliff et al. 2022), and using reinforcement learning techniques to represent the
analysis corrections (Hammoud et al. 2024). More recently, there has been a lot of success in
pairing DA methods with powerful Al-based surrogates of NWP models (e.g., Chattopadhyay et al.
2023; Adrian et al. 2024; Meng and Hakim 2024; Xu et al. 2024; Yin et al. 2024).

One area of Al that is particularly well suited for non-Gaussian DA algorithms is that of generative

modeling (Luo and Hu 2021; Song et al. 2021; Baranchuk et al. 2022). This follows from
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the fact that generative Al methods aim to learn and sample from the distributions of complex
datasets. Up to this point, two generative Al approaches have been adopted in the ensemble DA
context. Chipilski (2025) showed how the mathematical properties of invertible neural networks
(normalizing flows) can help generalize the Kalman Filter to arbitrarily non-Gaussian distributions.
The resulting Conjugate Transform Filter (CTF) is amenable to ensemble approximations which
can take advantage of existing EnKF solvers. The second GenAl framework is associated with
the score-based filter of Bao et al. (2024b) which harnesses the expressive power of diffusion
models to approximate complex posterior distributions. The use of a pseudo-time to gradually
transform samples to the desired distribution makes this approach somewhat similar to the Particle
Flow Filter (PFF; Pulido and van Leeuwen 2019; Hu and van Leeuwen 2021), but its ability to
incorporate non-Gaussian priors is an important distinction. Therefore, the score-based filter is
not restricted to the Gaussian case and can address general nonlinear DA problems. Following
its original formulation, a more efficient ensemble version of the score-based filter, henceforth
referred to as the Ensemble Score Filter (EnSF), has been formulated. Owing to its training-free
nature, EnSF has been shown to estimate the states of a high-dimensional Lorenz-96 system with
up to 10° variables (Bao et al. 2024a). More recently, the EnSF framework has been also extended
to conduct joint state-parameter estimation (Bao et al. 2023). It should also be emphasized that
the training-free aspect of EnSF is an important difference from other recent DA approaches using
diffusion models (Rozet and Louppe 2023; Manshausen et al. 2024), which rely on offline training
to learn the score functions needed in the analysis update.

In this study, we focus on the further development of the EnSF algorithm and aim to introduce
its capabilities to the geophysical community. Rather than showing the operational readiness of
EnSF, the purpose of this first study is to demonstrate the capabilities of the algorithm in chaotic
systems of intermediate complexity. To this end, we implement the method in a surface quasi-
geostrophic (SQG) model, providing the first assessment of EnSF’s performance in a system that
features a realistic description of geophysical turbulence (Smith et al. 2023). Our main objective is
to demonstrate that (i) EnSF maintains stable performance in high dimensions while (ii) offering
advantages compared to standard EnKF methods. This is achieved by performing a hierarchy of
SQG experiments in which we gradually increase the complexity of the DA task toward more

nonlinear settings. Another novel contribution of this paper is to show that EnSF can effectively
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assimilate nonlinear observations despite using a very simple implementation of multiplicative
inflation and no additional localization strategies.

The rest of this paper is organized as follows. In Section 2, we introduce basic theory from
diffusion models and discuss how the associated backward (reverse-time) stochastic differential
equation (SDE) can be used to sample from the Baysian posterior. After describing some of the
experimental design choices in Section 3, we present our DA results with the SQG model in Section
4. In Section 5, we conclude with a summary of all main findings and outline several interesting

directions to further develop the EnSF algorithm.

2. Methodology

We first introduce the diffusion model as a general framework to sample from a user-specified
target distribution. Then, we explain how score-based diffusion models fit the standard forecast-
analysis procedure of sequential DA methods. Finally, we discuss numerical schemes for solving
the DA problem under the score-based filtering framework, and provide details on how to build

ensemble approximations.

a. Introduction to diffusion models

In a diffusion model, there is a forward RV~-valued stochastic differential equation (SDE) defined
as

dz, = b(t)z,dt + o (t)dw, (forward SDE). (1)

Note that the dimension of the SDE state variable z is the same as that of the physical state x, and
the relationship between them will be clarified at the beginning of Section 2c. In Eq. (1), w; is a
standard R™+-valued Brownian motion (Wiener process) corresponding to an Itd type stochastic
integral / -dw;, while b(t) and o (7) are two explicitly given scalar functions referred to as the drift
and diffusion coeflicients, respectively. The initial condition z of the SDE in Eq. (1) follows some
target distribution with its probability density function (pdf) denoted by g(zp). One can show that
with properly chosen b(¢) and o (¢), the diffusion process {z; }o<;<7 can transform any target pdf
q(zp) to a standard Gaussian, i.e., zy ~ N'(0,I), where [0, T] is often referred to as the pseudo-time

interval (e.g., Song et al. 2021).
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Generating samples {zg}f\; , of the target random variable z pertains to simulating the following

reverse-time SDE:

dz, = |b(t)z, —0'2(I)S(Z,,t)] dt+0(t)dw, (reverse-time SDE), (2)

where / -d (VV, denotes the backward 1t6 stochastic integral (Kloeden and Platen 1992; Bao et al.
2016). For a ?;Y;—adapted stochastic process 1, and quasi-uniform time partitions t = 7o < t; <1y <

.o <ty_1 <ty =T, we have

T N-1

& 1
[ = pim S, v )
n=0

where At = maxXg<,<n-1(fz+1 —1,). The function s(-,¢) in Eq. (2) is the so-called score function

defined by'

S(th) = Vzlogq(zl)s (3)

where ¢(z;) denotes the pdf of z;. If ¢(z) is a Gaussian pdf, i.e., g(z) « exp{—%zTZ‘lz}, the score
function in Eq. (3) would be V,log[¢(z)] = -X 'z

The reverse-time SDE in Eq. (2) is also a diffusion process except that the propagation direction
is backwards in time from 7 to 0 with initial condition zy given at time 7. An important result
from the literature is that the solution zy of the reverse-time SDE follows the target distribution
(Anderson 1982). The practical implications of this result are that we can generate samples from
a standard Gaussian distribution (which can be done efficiently) and use the reverse-time SDE to
transform them to samples of the target distribution. The score function s(-,7) has an important
role in this mapping process as it stores information about the distribution of the samples, which in
turn helps guide their transformation over the pseudo-time interval. In particular, having the score
function associated with the target pdf ¢(zo) and the predefined forward SDE allows us to generate

an unlimited number of target samples by running the reverse-time SDE in Eq. (2).

'The mathematical symbol := will be frequently used in this manuscript as a shorthand for defining variables.
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In both the forward SDE and the reverse-time SDE, one needs to carefully choose the drift and

diffusion coeflicients b and o-. While there are multiple options for b and o, in this work we let

1
b(r) = d (Ziat
) 4)
dp dloga
2 ' )
= -2

with a; = 1 —¢ and B, = Vt for t € [0, 1], which is consistent with the choice made in Song et al.

(2021). Nevertheless, in future work we plan to explore the sensitivity of EnSF to different options
for the drift and diffusion coefficients.

The traditional use of diffusion models in the machine learning (ML) literature is to generate
highly realistic images and videos (Song et al. 2021). Later in our exposition, we will discuss how

this powerful approach can be also used in the context of data assimilation (DA).

b. The general filtering solution

The formulation of every DA method requires two main ingredients — a dynamical model and a
corresponding observation model. Let k =0, 1,2,..., K be the physical time index, which is different
from the pseudo-time of the diffusion model introduced in Section 2a. A general representation of

the discretized system evolution can be written as

X = fr1 (Xk-1,€}), &)

Nx stands for the (true) state vector we wish to estimate and f; : RV x RVx — RN«

where x; € R
represents the error-prone numerical model. The model errors € arise due to (i) discretization of
the governing equations and (ii) imperfect knowledge about the simulated process.

The task of filtering is to infer the unknown true state from the noisy observations y; € R given

by

Vi =hp(xp) + SZ with £Z ~N(0,Ry), (6)
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where hy : RV~ — RV is an observation operator and g} are the associated observation errors.
Note that while the formulation of Eq. (6) follows the standard additive-Gaussian error model, it is
possible to introduce more general statistical assumptions (Chipilski 2025).

Given the model and observation equations, a rather general formulation of the DA problem is
to seek the filtering (posterior) pdf p(xx|y1.x)?, which can be done recursively by iterating through

a prediction and an update step:

Prediction:  Given the filtering pdf p(X-1|y1:x-1) at the previous time level k — 1, we can first

compute the prior pdf p(Xk|yi.x—1) using the Chapman-Kolmogorov equation

P(Xk|Y1:k—1)=/P(Xk—l|Y1:k—1)P(Xk|Xk—1)ka—1, (7
where p(Xy|Xx—1) is the transition pdf inferred from the dynamical model in Eq. (5).

Update:  After receiving the new set of observations yi, we can adjust the forecast state towards

the observations by applying Bayes’ theorem,

P(Xkly1:k) o p(X|y1:x-1) P (Yk Xk), ®)

where the likelihood function p(y|xx) is determined from the observation model in Eq. (6). In

view of our Gaussian assumptions, the likelihood can be written as

p(yelxe) s exp (= 3 [k ~hx0)] Ry v ~h(xa)]). ©

Through the recursive application of the prediction and update steps in Egs. (7) and (8), we can

find the filtering pdf for any time index k.

c. Score-based filtering for data assimilation

The central idea in score-based filtering is to create score models which represent the filtering
pdfs at different times and then generate analysis ensemble members according to the reverse-time
SDE in Eq. (2). To this end, we introduce the score functions sy, and si; corresponding to the

prior pdf p(Xx|yi.x-1) and the posterior pdf p(xx|yi:x):

2The notation 1 : k is shorthand for the set of integers from 1 to k.
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* Prior filtering score si|x—; such that zg = X¢|y1.x-1; i.e., ¢(20) = p(Xi|y1:k-1)-
* Posterior filtering score sy such that zg = X |y1.1; i.e., ¢(2o) = p(Xk|y1:x)-

Next, we describe a recursive method to implement the score-based filter for DA. To proceed, it
is assumed that the posterior score s;_1x—1 associated with the posterior (filtering) pdf at time
level k —1 is given. This is analogous to how the initial state distribution is assumed to be known
in sequential DA. An Euler scheme can be used to discretize the reverse-time SDE in Eq. (2) as

follows (see Kloeden and Platen 1992)

2 =2 —[b(twr)Z]", — T (tns))Stck=1(Z)" s tus1) | Aty — 0 (ts1) AW,

n=01,....N-1;, m=1,2,...,M,

(10)

where {z;" }%:1 is a set of M iid samples, At,, :==1,41 —1t,, AW, =W, , —W, , and the above scheme

uses the following time discretization

{t,:0=tg<t1 <--<t,<---<ty=T}

over the diffusion model’s pseudo-time interval [0,7]. In our experiments, we set 7 = 1 and
N = 1000, which means the pseudo-time step At =7 /N =0.001. The Euler scheme is one of the
two most popular schemes for solving SDEs numerically. The second one is based on the Milstein
method (Milstein 1975), but for the standard SDE formulation used here (in which the diffusion
coeflicient o is state-independent), the two schemes give identical results.

Following the standard workflow of diffusion models, the reverse-time SDE is initialized with

samples drawn from a standard Gaussian distribution; that is, {z,, }%:1 ~ N(0,I). Leveraging the

m M

Euler scheme in Eq. (10), these initial samples are mapped to the analysis ensemble {x" | 14 m=1

which follows the filtering pdf p(xx—1|y1:x-1) by construction.

The generative nature of the diffusion process needed to obtain the analysis ensemble
{x’];”_1| k_l}ni‘;’:] is worth elaborating. With an appropriately estimated score function $;_jx—1,
we can generate unlimited samples from the posterior pdf p(Xx-1|y1:x-1), Which can be seen as a

non-Gaussian extension of the class of resampling EnKFs discussed by Anderson (2001).

Prediction step: 'The prediction step in the score filter is analogous to all ensemble DA methods.

In particular, the dynamic model in Eq. (5) is used to advance each analysis ensemble member
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x’]:’_” 1 to the next observation time level k. In doing so, we obtain the forecast ensemble
{XZ’| el }%zl which approximates the prior pdf p(xx|yi:x—1) and will be used to estimate the prior

score function 8 x_.

Update step: The posterior score function sy |; implicitly encodes the posterior pdf p(xi|y1.x),
which is why its estimation is an essential part of the update step in the score filter. Since p(Xx|y1:x)
combines information from both the prior and the likelihood, the derivation of sy, will focus on
how to effectively adjust the prior score based on the assimilated observations whose information
is stored in the likelihood score. Indeed, this is a general challenge for all DA methods. Calculating

the gradient of the logarithm of Eq. (8), we see that

Vxlog p(Xklyi:x) = Vxlog p(Xi|y1:k-1) + Vxlog p(yi[Xk), (11)

where the gradient Vy is taken with respect to the state variable x;. In linear-Gaussian problems,
the posterior score is simply a linear combination of the corresponding prior and the likelihood
scores. For instance, if the prior and the likelihood are given by p (X |yi:k-1) o exp{—%x;{r):;lxk}
and p(yx|xx) o« exp{—%xlﬁglxk}, then we have Vylog p(X¢|y1:x) = —(21‘1 +Z£1)xk. However, it
is important to emphasize that the design of the posterior score model in Eq. (11) does not depend
on linear observations. The only requirement is the differentiability of the observation operator hy.

The posterior pdf p(X¢|y1:x) is the target distribution for the analysis (update) step of the score
filter, implying that Vylog p(Xx|y1:x) in Eq. (11) is the desired posterior score function s at
pseudo-time ¢ = 0 (recall the score function definition in Eq. 3). Further notice that p(Xg|y:x-1)
is the prior pdf, hence Vxlog p(Xi|y1.x-1) is equivalent to the prior score function sy x_; at pseudo
time ¢ = 0. This suggests that Vylog p(yx|xx) is the likelihood portion of the posterior score at
pseudo time ¢ = 0, and Eq. (11) can be re-written as the following equivalent form in terms of

SCOres:

Sk|k (2,0) =S jk-1(2,0) + Vxlog p(yi|xx). (12)

In order to define the posterior filtering score sy over the rest of the pseudo-time interval (0,77,
we introduce a damping function h(t) which determines how to incorporate the observational

information through the likelihood p(y|xx). To this end, we propose the following posterior score
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model

Sk|k(Z,l’) = Sk|k_1(Z,t) +h(l)vz10gP(Yk|Z)’ re [O’T] (13)

The prior score six—; is already estimated from the forecast ensemble, and we will refer to
V.logp(yk|-) as the likelihood score associated with the observations y;. Note that we need
h(0) =1 to satisfy Eq. (12). At pseudo time 7', we let A(T) = 0 so that sy (z,T) = sgjk-1(2,T).
Since we want to gradually incorporate the observational information into the posterior score, we

let the damping function 4 satisfy the following property:
h(t) is monotonically decreasing in [0,7'] with 2(0) =1 and A(T) = 0.

We set h(t) =T —t for the SQG experiments reported in this paper. However, it should be
emphasized there are multiple ways to define /(7), and the question of which one is mathematically
optimal remains open.

Having the posterior score §;[x, we can now use the discretized scheme in Eq. (10) to transport

a set of samples from N (0,I) to the desired analysis ensemble {XZ’| k}nAf= , from p (X |y1:x)-

d. The Ensemble Score Filter (EnSF)

The estimation of score functions is a central topic in the score-based filtering approach discussed
so far. The standard technique to estimate scores is via deep learning (Song et al. 2021; Bao et al.
2024b). Here, we introduce an ensemble approximation referred to as the Ensemble Score Filter
(EnSF) which does not require the training of neural networks.

Since the likelihood score appearing in Eq. (13) can be computed explicitly in the Gaussian case
considered here?, the major computational effort in EnSF lies in evaluating the prior score Sklk—1-
The latter can be achieved by setting zg to the forecast ensemble {x’k"I 41 }%:1. Observing that the
forward SDE (1) is a linear equation, we know that the transition density g(z;|zo) is a Gaussian

function given by

1
a(l0) < exp (= =) (o — 7)), (14)

t

where the parameters @; and (3; are connected to the original SDE drift and diffusion coefficients
b(t) and o (¢) via Eq. (4) (also see Song et al. 2021), with @, = 1 — ¢ and 8; = V. By marginalizing

over zy, we have that

3Note that analytical expressions can be obtained for any other non-Gaussian likelihood provided that the corresponding score function
Vylog p(yi |xx) is well defined.
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s(z;,1) = V,logq(z;) = V,log (/ CI(Zr|ZO)Q(ZO)dZO)

1 / Z; — QL
- ’ ’ ’ - Q(Z[|Z0)(I(Zo)dZ0 15
_/ Q(lezo)CI(zo)dzo ﬂtz ( )
Z; — Q4 Z
=- ’ﬁ—;“wxzt,zo)q(zo)dzo,
t

where the weight function w,(z;,2z¢) is defined as

q(z|20)
[ a(zlz))q(zy)dz

w;(2:,20) == (16)
and satisfies the condition /w,(z,,zo)q(zo)dzo =1.

Then, we apply a fraining-free Monte Carlo approximation for sy, based on Eq. (15) ata given

zandt € [0,1]:

m
L=Xp m;
Sk|k—1(2,1) ~ Skk-1(2,1) = Z—ﬁ—l : (Z,X,z"k_l), (17)
t
where {Xk| i 1} is a mini-batch of samples from the forecast ensemble {xk| . 1} _>-and W, is a
Monte Carlo approximation of Eq. (16) such that
. q (Z|X11:1|2—1)
W (2x ) = A (18)

ZJ Zlej
J=1 D\ Xy -1

The numerical scheme in Eq. (17) for calculating the prior score represents a Gaussian mixture
involving the transition probabilities in the diffusion model and the corresponding weights w;. In
general, however, the posterior will not be given by a Gaussian mixture for arbitrary likelihood
functions.

Having the estimated prior score 84—, we can use Eq. (13) to write the approximate posterior

SCore as

Skik(z,1) :=Sgjk—1(2,1) + h()V log p(yi|z). (19)
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Recall that since the likelihood p(yi|z) is known analytically from Eq. (9), the second term in the
above equation does not need to be additionally estimated from the forecast ensemble {x”’ K- 1}

In other words, once the prior score 8 x—1(z,¢) is calculated, the posterior score S (z,?) becomes
readily available by adding the corresponding likelihood contribution. With these clarifications in

mind, we are finally in a position to summarize the EnSF algorithm as follows:

Algorithm: Ensemble Score Filter (EnSF)

1: Input: The forecast model f and initial state pdf p(xp);

2: Generate M samples {X0|0} _, from the initial pdf p(xo);

3: fork=1,2,...,K: % physical time loop

4. Run the forecast model f to get the forecast ensemble {x’’ AT l}m B

5 forn=N-1,...,0: % pseudo-time loop for the backward SDE
6 Compute the weight w;, ., (2 X k|k_1) using Eq. (18);

7 Compute {8 x-1 (ZZ+1,tn+1)}m=1 using Eq. (17);

8: Compute and store {§k|k(zﬁ+l,tn+1)}%=1 using Eq. (19);

9: end

10: Compute {z; 1 using Eq. (10) and set {Xklk} —A{z},- 1,

11: end

The workflow above reveals a few important computational aspects related to the EnSF algorithm.
First, the lack of expensive matrix products and inverses is a distinct advantage compared to standard
EnKF implementations. Another benefit, at least within this study, is the absence of offline tuning
experiments. Evidently, the EnSF analysis (lines 5 to 10 in the algorithm block) are dominated
by the number of time steps N used by the reverse SDE sampler (which are set to 1000 in our
experiments).

One computational drawback relative to EnKFs is the need to evaluate HZ the adjoint of the
observation operator h; required by the likelihood score V,logp(yx|z). Its repeated use in the

reverse-time SDE sampler is somewhat reminiscent of incremental formulations of variational DA
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methods (Courtier and Hollingsworth 1994), where the model and observation operators need to

be re-linearized several times.

3. Experimental design

Before presenting our results, we outline some details on the numerical model and reference

EnKF method used in this study.

a. Surface quasi-geostrophic (SQG) model

The SQG model belongs to a class of quasi-geostrophic models in which a fluid of constant
potential vorticity (PV) is bounded between two flat, rigid surfaces (Tulloch and Smith 2009b).
Despite its idealized nature, the system is capable of simulating turbulent motions similar to those
occurring in real geophysical flows (Smith et al. 2023). It is also suitable for DA studies because
the SQG flow is inherently chaotic and sensitive to initial condition errors (Rotunno and Snyder
2008; Durran and Gingrich 2014).

In this study, we adopt the SQG formulation proposed by Tulloch and Smith (2009a) in which the
dynamics reduce to the nonlinear Eady model with an f-plane approximation as well as uniform
stratification and shear. For this case, the governing equations simplify to the advection of potential
temperature on the bounding surfaces. Those equations are solved numerically by first applying a
fast Fourier transform (FFT) to map model variables to spectral space. They are integrated forward
with a 4™-order Runge Kutta scheme that uses a 2/3 dealiasing rule and implicit treatment of
hyperdiffusion. Further numerical details and open-source code can be found on the GitHub page

shared at the end of the paper.

b. Observing system simulation experiments

The EnSF performance is assessed using a standard observing system simulation experiment
(OSSE) framework, in which synthetic observations are generated by adding random noise to the
true dynamical trajectory (nature run). The construction of the nature run mostly follows Section
4 of Wang et al. (2021). Two notable exceptions are that we perform additional experiments with

a higher resolution version of the model (96 X 96 points) and further carry out imperfect model
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experiments where the nature run is contaminated with unpredictable model errors. To allow for a
sufficient spin-up, the first 100 days out of the 400 total days of model integration are discarded.

More significant differences appear in the generation of synthetic observations from the 300 days
of nature run data. First, we assimilate them every 12 hours. Compared to the 3-hour frequency
of Wang et al. (2021), this constitutes a more challenging scenario as it creates larger differences
with the true state and likely causes more pronounced departures from Gaussianity in the forecast
ensemble. Moreover, we test a wider range of observing networks, starting with the simpler case
of a fully observed state with linear observations and finishing with a partially and nonlinearly
observed state (50% coverage) that is additionally subject to unexpected model errors. Additional
details about the different observing networks are deferred to Section 4.

All DA experiments use 20 ensemble members. The procedure to initialize them is as follows.
First, we pick 20 randomly selected potential temperature states from the spun-up 300-day nature
run simulation, and calculate the standard deviation at each model grid point (e.g., 2 X 64 X 64
values for the coarser-resolution experiments). This process is then repeated 100 times, and we
average out the resulting standard deviations. Finally, the initial ensemble is created during the
first day of the spun-up nature run simulation (i.e., day 101) by adding 20 Gaussian perturbations

with a zero mean and the previously mentioned average standard deviations.

c. Reference LETKF method

While there is a vast array of available EnKF methods we could compare EnSF’s performance
against, here we opt for the Local Ensemble Transform Kalman Filter (LETKF; Hunt et al. 2007).
LETKF s a popular EnKF variant that is currently implemented in several major operational centers
(e.g., Schraff et al. 2016; Buehner 2020; Frolov et al. 2024). One of the most appealing features
of this method is its efficiency — the model state is decomposed into subdomains with overlapping
observations; the analysis in each subdomain is updated separately (and in parallel) using the
analysis equations of the Ensemble Transform Kalman Filter (ETKF; Bishop et al. 2001). Our
numerical implementation considers local regions surrounding single grid points defined by a cutoff
radius. The cut-off radius is determined by standard Gaspari-Cohn (GC) taper functions (Gaspari
and Cohn 1999), and we also apply the original R-localization strategy of Hunt et al. (2007)* to

smoothly decrease the impact of observation away from each model grid point. Analogous to

4With R-localization, the local observation error variances are multiplied by the inverse GC function.
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Wang et al. (2021), the vertical and horizontal localization scales are coupled dynamically through
the Rossby radius of deformation. We also apply the relaxation to prior spread (RTPS) inflation
discussed in Whitaker and Hamill (2012) in order to prevent underdispersive analysis ensembles
as a result of the finite ensemble size and impact of model errors. In most experiments, the
inflation factor is optimally tuned for LETKF while EnSF sets RTPS to a conservative value of
1, in which case the analysis and forecast variances become equal to each other. However, the
additional numerical tests in Section 4c reveal that RTPS tuning in EnSF can yield further analysis
improvements.

While the simultaneous use of localization and inflation can greatly improve LETKF’s perfor-
mance, achieving optimal analysis results necessitates careful parameter tuning, which is compu-
tationally demanding in operational contexts. Moreover, sensitivity tests are required each time
changes to the NWP system are made (model resolution, type of assimilated observations, etc). Our
initial results in Section 4 emphasize how LETKF’s skill is highly sensitive to suboptimal choices
of localization and inflation, even in the simpler case of a fully and linearly observed system. These
findings will be contrasted with EnSF which leads to stable filtering results across all experiments
and without any sophisticated ensemble regularization strategies. Moreover, our additional EnSF
experiments presented in Section 4c show that optimal tuning of RTPS can additionally improve

EnSF’s performance.

4. Results

The analysis skill of EnSF and LETKF is examined in the context of 4 different experimental
settings with increasing complexity. Table 1 separates them according to the type of observations

(linear vs. nonlinear) since this accounts for the largest filtering differences.

a. Linear observations

In EXP_L1, we compare the performance of EnSF and LETKF in the case where the state of
the SQG model is fully and linearly observed. Measurements are corrupted by additive Gaussian

errors such that

Yi =X¢+€;  with €] ~ N(0,Ry), (20)
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Linear observations Nonlinear observations

EXP_L1: fully observed state EXP_NLI: fully observed state

EXP_L2: fully observed state subject to unknown model errors | EXP_NL2: partially observed state subject to unknown model errors

TaBLE 1. A summary of the 4 main experimental settings used to compare EnSF and LETKF in Section 4. The
first column lists experiments in which state variables are directly observed, whereas experiments in the second
column use the nonlinear arctangent operator. Further note that EXP_L1 contains more than one numerical test

(e.g., using the SQG model at different resolutions).

with Ry =1 (i.e., the observation error variance is 1K). While this represents a fairly straightforward
test for most conventional DA methods, the combination of a small ensemble size (20) and large
number of independent observations will likely cause weight collapse in the traditional (bootstrap)
particle filter. This compels us to first explore the stability properties of the new EnSF method.

It was already discussed in Section 3c that careful parameter tuning is needed for the adequate
implementation of EnKFs at operational centers. The impact of suboptimal choices for these
parameters is illustrated in Figure 1 where LETKF uses the same localization and inflation param-
eters as Figure 11a of Wang et al. (2021) [horizontal localization scale of L; = 2500 km and RTPS
=0.6]. Comparing the dashed and solid red curves in Figure 1, we see that the LETKF diverges
quickly when we change the model resolution (96 X 96 vs. 64 x 64 grid points in the horizontal)
and assimilation frequency (12h vs. 3h). By contrast, EnSF demonstrates stable performance in
both experimental settings (see dashed and solid blue curves) without requiring any additional
parameter tuning. It should be mentioned that the experiment in Figure 1 is shown purely as
an academic example to gain some perspective into how these methods respond to changes in
the forecast-analysis system. Operationally-relevant demonstrations would require a much more
careful tuning of both filters, and will be the subject of our future investigations.

To achieve a fair comparison between the two DA methods in this linear observation regime,
our next step is to optimize LETKF’s localization and inflation parameters. We revert back to the
coarser model resolution of 64 X 64 horizontal grid points and see from Figure 2a that the best
LETKEF performance is achieved with L; =2000 km and RTPS = 0.3. Results from the two methods
can be compared in Figure 2b with the LETKF producing smaller analysis RMSEs throughout the

entire assimilation period. This is due to the approximately linear-Gaussian structure of the DA
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Fic. 1. Comparison of the analysis root mean squared errors (RMSEs) between EnSF and LETKF in 2 different
configurations of the forecast-analysis system, in which the number of horizontal grid points changes from 64 x
64 to 96 x 96, whereas the observation frequency — from 3h to 12h. In both experiments, the SQG state is fully
observed through linear observations with Gaussian errors (EXP_L1). The LETKF experiment uses the same
localization and inflation parameters as Figure 11a of Wang et al. (2021) [Lj = 2500 km and RTPS = 0.6], while

EnSF does not apply any localization and sets the RTPS value to 1.

problem, for which EnKF methods provide optimal performance. However, it is worth noting that
EnSF continues to maintain stable performance despite the change in model resolution and lack
of additional tuning. EnSF’s sensitivity to different configuration settings will be the subject of
future work.

For the next configuration setting EXP_L.2, we address the more challenging but realistic scenario
of working with an imperfect model. While still assuming direct measurements of all state variables,
we add an a-priori unknown stochastic noise € to the SQG state evolution. Assuming the noise is

Gaussian, the dynamical model can be written as
Xk =fk_1(Xk_1,£Z1)+£Z with 811: ~N(0,X;). 21)

The covariance matrix X is taken to be diagonal as we choose to impose spatially uncorrelated
model noise. We also assume that the unknown model errors are white in time (i.e., no temporal

correlations). More specifically, €, in EXP_L2 is defined as the composition of four distinct state-
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Fic. 2. Same experimental setting as in Figure 1 (EXP_L1), but with the difference that the SQG model has
a coarser grid made of 64 X 64 grid points in the horizontal. Panel (a) shows the time-averaged analysis RMSE
errors of LETKEF as a function of localization scale (Lj) and inflation (RTPS). The optimally tuned experiment
is marked with a black cross. In addition to the analysis RMSE time series of EnSF and LETKEF, the black curve

in panel (b) shows the RMSE values of a reference experiment (SQG) in which no observations are assimilated.

dependent error processes: (1) 20% chance of occurrence (in time) with 20% model noise, (2) 15%
chance of occurrence with 30% model noise, (3) 10% chance of occurrence with 40% model noise,
and (4) 5% chance of occurrence with 50% model noise. The purpose of introducing this variety
of model errors is to simulate the effects of flow-dependent model uncertainties. For example,
the rare occurrence of high-amplitude model errors in process (4) might be associated with the
rapid development of dynamical instabilities in the 6 field. The study of Held et al. (1995) shows
examples of such instabilities and discusses how they tend to form along temperature filaments (see
their Fig. 2). Note that in reality, the unexpected model errors &; would occur throughout the entire
12-hour forecast integration period. In our experiments, however, the random perturbations are
added only at the discrete assimilation times k. In other words, the model errors are not simulated
during the prediction step of the filtering algorithms. In Figure 3, we illustrate the impact of adding
model errors of various amplitude to the true state at the final time.

It is crucial to highlight that although we specified a particular structure for the time-dependent

error process €, obtaining an explicit expression for €; is not possible in practice. However,
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(c) 30% noise (d) 40% noise (e) 50% noise

Fic. 3. Visualizing the impacts from corrupting the true SQG state with model errors of different amplitude
(relevant to EXP_L2 and EXP_NL?2). Please refer to the main text for more details on how these model errors

are incorporated in our DA experiments.

high-frequency/low-amplitude model errors may influence the training datasets used to fine-tune
the LETKF’s performance. Therefore, Figure 4 presents 2 LETKF experiments. The first one
(in red) uses the optimal LETKF configuration from EXP_L1, in which no model errors are
considered. It is evident that the accumulation of these model errors in time eventually causes
LETKEF to diverge from the true state. The second LETKF experiment (in green) further tunes the
localization and RTPS parameters (L;=2000 km and RTPS=0.4) by utilizing the (hidden) high-
frequency/low-amplitude model error process (1). While this extra information about model errors
helps avoid filter divergence, the addition of unexpected errors still causes spikes in LETKF’s
performance during which the analysis errors can be up to 4 times larger that the average EnSF
errors during the DA period. This finding offers additional evidence for the sensitivity of LETKF to
model imperfections — without the implementation of more sophisticated regularization techniques
(e.g., adaptive inflation), LETKF will be susceptible to model errors even when nearly optimal

parameters have been used, and the system is fully and linearly observed.
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FiG. 4. Same as Figure 2 but with the exception that the presented comparison refers to the imperfect model
setting EXP_L2. Two separate LETKF experiments are presented — one which uses the optimal localization
and inflation settings from Figure 2a (red curve) and a second one which further tunes the LETKF performance

assuming that model error source (1) is present in the training dataset (green curve; see text for more details).

The aforementioned findings are to be contrasted with the EnSF results (blue color in Figure 4)
which demonstrate stable performance throughout all analysis cycles despite the lack of tuning.
A snapshot of the analysis differences between EnSF and the first LETKF experiment at the last
analysis time are shown in Figure 5. The top 3 figures offer a visual confirmation that EnSF’s
analysis mean (panel b) is much closer to the truth (panel a). While LETKF (panel c) does well
at representing large-scale patterns, it struggles to capture some of the small-scale features and
extreme values in the potential temperature field. The larger error magnitude in LETKF is also

confirmed by the two error plots in the second row.

b. Nonlinear observations

In the second round of experiments, the synthetically generated observations are nonlinear
functions of the SQG state. Specifically, we consider an arctangent nonlinearity and additive
Gaussian observation errors. The observation model relevant to EXP_NLI1 from Table 1 can be

written as

yi = arctan(xy) +&] with & ~ N (0,Ry).

22
Accepted for publication in Monthly°Weather ReéView: DO10A175/MWRID2420069:400/02/25 05:27 PM UTC



) K]

o A

(i b % 10
§ ?fl' I; \

. o 4 0
o . j ]
L by r & i -20
e Y _ v i I‘-_.": -30
(b) EnSF analysis (c) LETKF analysis
(S : K

(d) EnSF error (e) LETKF error

FiG. 5. The top row shows the analysis ensemble means from EnSF and LETKF under scenario EXP_L2 and
with respect to the true potential temperature field at the final observation time. The analysis mean errors of the

two experiments are displayed on the bottom row.

Notice that the observation error variance is scaled relative to the linear observation experiments
in order to reflect the narrower range of the arctangent function. In this case, we choose Ry =
0.01 xRg =0.01 xI. Moreover, EXP_NLI tests are carried out in the absence of unpredictable
model shocks.

Analogous to the linear observation setting, stabilizing LETKF’s performance requires parameter
tuning. Figure 6a indicates the existence of a limited range of optimal localization and inflation
parameters for which LETKF does not diverge — a manifestation of the strong deviations from non-
Gaussianity in the posterior distribution. The red curve in Figure 6b confirms that this best-tuned
LETKF maintains stability during the entire experiment. On the other hand, a naive substitution
of the optimal LETKF parameters from the linear observation setting results in a rapidly diverging
filter (purple curve in Figure 6b). By contrast, EnSF systematically outperforms the best LETKF

configuration without application of additional ensemble regularization strategies.
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Fic. 6. Filtering performance in the case of a fully observed state with an arctangent nonlinearity (EXP_NLI).
The format of this Figure is close to Figure 2 but with the difference that the reference experiment in magenta

line is LETKF with localization and inflation parameters optimally tuned for a linear observing system.

Our last experimental setting EXP_NL?2 considers the most complex DA scenario — only half of

the SQG state is observed nonlinearly such that

i = Hyarctan(x,) +&]  with ) ~ N(0,Ry),

where Hy is a selection matrix determining which state variables are observed at a given time level
k. Similar to Wang et al. (2021), we implement a procedure which randomly selects the observed
model grid points for each k. An example realization of the nonlinear observations is presented in
Figure 7b. Comparison with the true field in Figure 7a serves as a good illustration for the squashing
effect of the arctangent nonlinearity, and the general difficulty of extracting useful information from
observations with a severely limited numerical range. We also work under the imperfect model
assumption described by Eq. (21), but choose a simpler definition for the unknown model errors
g;. In particular, a single stochastic noise is added 10% of the time with a magnitude that equals
30% of the nature run’s values. Figure 8 confirms that under this challenging DA setting, EnSF
maintains its advantage over LETKF despite the lack of additional fine-tuning efforts.

Given the multiscale characteristics of the SQG model, we conclude this section by presenting

a spectral comparison of the EnSF and LETKEF results in Figure 9. The plotted diagnostics still
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(b) K]

FiG. 7. (a) The original SQG state prior to the addition of model errors. (b) A snapshot from a partial observing

network with a 50% coverage showing the loss of information (cf. limited range of values) due to the application

of an arctangent nonlinearity.

(a) K]

0.405060.70.8091.0
RTPS

Localization Scale, [km]

6.0
5.5
5.0
4.5
4.0
3.5
3.0
2.5
2.0
1.5
1.0
0.5
0.0

RMSE [K]
N W A U oo N

(b)

b

—— LETKF —— ENSF

1200 1800 2400 3000 3600
Time [hours]

600

FiG. 8. Same as Figure 6 but the analysis RMSEs refer to EXP_NL2, which contains a partially observed state

that is additionally subject to imperfect model assumptions.

refer to the EXP_NL?2 setting (partially and nonlinearly observed state corrupted by unpredictable

model errors) but are now averaged in time. Examination of the solid red and blue curves in

panel (a) indicates that EnSF has lower analysis errors for all wavenumbers, but more visible

improvements occur at large scales (also refer to panel b). Focusing our attention on the LETKF
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results (red curves with optimal localization and inflation values according to Figure 8a), we
notice a systematic underdispersion of the analysis ensemble, which is most pronounced at large
scales (panel c). This is perhaps one of the important reasons why a large number of LETKF
experiments diverge in EXP_NL2. A different situation emerges for EnSF (blue curves) which
tends to be overdispersive on average (panel ¢). This behavior is connected to the specific inflation
settings used in EnSF (RTPS = 1), but is likely also influenced by the design of our reverse-time
SDE sampler. We hypothesize that more optimal formulations of the damping function %(¢) used
in the posterior score (Eq. 13) will lead to further EnSF improvements and better spread-error
consistency. Nevertheless, it is clear that even this ‘vanilla’ implementation of EnSF offers benefits

over LETKF.
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Fic. 9. Spectral diagnostics associated with EXP_NL2. (a) Time-averaged kinetic energy (KE) density of
the analysis mean errors (solid curves) and analysis perturbations (dashed curves) for EnSF (blue) and LETKF
(red). (b) Percentage improvement of EnSF’s analysis mean errors as a function of wavenumber. (c) Analysis
consistency ratios for the 2 ensemble filters. Note that the values are obtained by dividing the dashed curves by

the solid curves in panel (a).

c. EnSF sensitivities

All previous experiments with EnSF used a baseline configuration without any localization and
a fixed amount of inflation. Although we demonstrated that the lack of tuning is not an obstacle for

outperforming the reference LETKF method in nonlinear regimes, setting the RTPS value to 1 is
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suboptimal from a Bayesian perspective. This is because such a configuration forces the posterior
and prior spreads to be equal to each other, preventing observations from reducing the forecast
uncertainty. Therefore, we conducted additional sensitivity experiments in the EXP_NL?2 setting
to understand how EnSF responds to different levels of inflation. Figure 10a shows that the optimal
RTPS value for EnSF is ~0.4-0.5, which leads to an additional ~15% reduction in the analysis
RMSE relative to the baseline EnSF experiment. By contrast, Figure 8a indicated that LETKF
requires a much stronger inflation (RTPS= 0.9) in order to remain stable in this highly nonlinear

regime.
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Fic. 10. Additional sensitivity experiments with EnSF in the EXP_NL2 configuration to demonstrate its

dependence on the (a) RTPS values and (b) ensemble size M.

Another aspect not revealed in our baseline filtering comparisons is the impact of the ensemble
size M. Figure 10b displays the analysis RMSEs of EnSF when M is increased from 20 to 160
in the EXP_NL?2 configuration, keeping the RTPS value at 1. As expected, we observe a general
improvement in the EnSF accuracy with larger values of M, although the error reductions are less
pronounced relative to the RTPS results (~5-6% from baseline to best configuration). Besides
the challenges associated with the assimilation of highly nonlinear observations, we believe that
these modest changes are partly caused by the suboptimal design of the reverse SDE sampler (e.g.,
the linear form of the damping function ~# which controls how observations are incorporated).
Additional factors might be related to the propagation of errors associated with the Monte Carlo

approximation of the prior score in Eq. (17). As discussed in the next section, a more detailed and

27
Accepted for publication in Monthly°Weather ReéView: DO10A175/MWRID2420069:400/02/25 05:27 PM UTC



theoretically rigorous exploration of these topics will be dedicated to future studies with the EnSF

method.

5. Conclusions

In this study, we introduced a stable and efficient (training-free) implementation of the Ensemble
Score Filter (EnSF) for sequential data assimilation with geophysical systems. The theoretical
basis for EnSF comes from diffusion models — an extremely popular class of generative Al (GenAl)
methods, which have the ability to produce highly realistic images and videos. Like other diffusion-
based techniques, EnSF uses score functions (the gradient of the log probability) to store complex
information about the underlying filtering (posterior) distributions. However, sampling from the
posterior utilizes a training-free Monte Carlo procedure which only requires access to the forecast
ensemble members.

The resulting algorithm is applied to the surface quasi-geostrophic (SQG) model and compared
against a benchmark Local Ensemble Transform Kalman Filter (LETKF). The analysis performance
of both methods is explored in a hierarchy of experiments with increasing complexity. While
LETKF demonstrates better performance in the case of fully and linearly observed states, EnSF
shows improvements when observations are partial and nonlinear, as well as when the model
is subject to unexpected errors. We report stable EnSF performance in all experiments despite
the lack of localization and additional inflation tuning. Even though we only use 20 ensemble
members in our experiments, the results suggest that EnSF can reliably capture the non-Gaussian
characteristics of a high-dimensional state with 8,192 components. LETKF is more skillful in
the linear observation case, but the results are sensitive to the choice of inflation and localization
parameters; this effect is even more pronounced with nonlinear observations when slight changes
in the LETKEF settings often lead to rapid filter divergence.

The EnSF findings outlined in this study present a few possible avenues for further development.
An immediate extension of this work will be to explore the sensitivity of EnSF to different
types of observing networks and their error characteristics. Such an investigation could have
important practical implications for operational NWP systems. For example, testing EnSF against
a hybrid network combining linear and nonlinear measurements will be more representative of real

observing systems featuring conventional (in-situ) and remote sensing observations. While we
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already demonstrated clear benefits in the fully nonlinear regime, an important objective of future
studies will be further optimize EnSF’s performance in these more realistic scenarios.

Moreover, we believe the algorithm will benefit from additional theoretical refinements. One
ongoing line of research from the authors is to derive an optimal damping function 4(¢). Given its
important role in determining how observations are incorporated in the diffusion-based filtering
procedure (cf. Eq. 13), we expect to see further improvements in EnSF’s performance (e.g., a
sharper error decrease as a function of the ensemble size M; see Fig. 10b). Although localization
was not required to prevent filter divergence in the SQG context, more work is still needed to
understand how sampling errors due to small values of M affect EnSF in higher dimensions.
This will be an important step toward making the EnSF algorithm suitable for operational NWP
models. Similar to previous nonlinear DA studies (e.g., Poterjoy 2022), we expect that the largest
EnSF benefits will show up in high-resolution regional systems where the nonlinear/non-Gaussian
effects are more pronounced. However, judiciously designed localization schemes and theoretical
refinements with respect to EnSF’s SDE-based sampling procedure should lead to improvements

for a broad range of geophysical applications.
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