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Abstract

This research investigates optimal pricing strategies in a service-providing queueing system where customers may renege before
service completion. Prices are quoted upon customer arrivals and the incoming customers join the system if their willingness to pay
exceeds the quoted price. While waiting in line or during service, customers may get impatient and leave without service, incurring
an abandonment cost. There is also a per-unit time per-customer holding cost. Our objective is to maximize the long-run average
profit through optimal pricing policies. We model the problem as a Markov decision process and identify the optimal pricing using
policy iteration. We also study the structure of the optimal pricing policy. Furthermore, we show that under mild assumptions, the
optimal price increases as the number of customers in the system increases. When those assumptions do not hold, optimal price
decreases and then increases as the number of customers in the system grows.
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1. Introduction
Revenue management and pricing in stochastic systems has captured academic interest for a long time. [1] is one
of the first papers studying pricing and revenue management for queueing systems. [1] presented a dynamic pricing
model in which the quoted prices change when the number of customers in the system changes. Using Low’s pricing
model in [1], researchers studied dynamic pricing policies in different queueing systems. [2–4] studied pricing policies
by constructing a Markov decision process while [5–7] analyzed pricing problems asymptotically under heavy-traffic
assumptions using fluid approximations or diffusion models. However, the literature on pricing in queueing systems
with customers who may leave the system before service completion is scarce.

In queueing theory, systems where the customers may leave before or during service are called queueing systems with
abandonment (reneging). These models have a wide application, ranging from call centers to healthcare management.
For instance, [8] applied this queueing system to model call centers in which customers on hold can become impatient
and leave (i.e., abandon the system). In healthcare, customer abandonment can be interpreted as a failure to receive
timely treatment, as described in [9] for emergency room patients who leave without being seen. Given the wide range
of applications of queueing models with abandonments, this topic has received considerable academic attention (see
[10, 11] for exact analysis and [12, 13] for asymptotic anlysis). Notice that all the papers listed above involve queues
with abandonments but none has discussed the pricing problem on these systems.

To the best of our knowledge, [14] is the only paper that addressed pricing problems in queues with abandonments.
[14] studied pricing asymptotically under heavy-traffic assumptions in a queueing system in which the abandonment
time follows a general distribution. In comparison to their work, we introduce a Markov decision process to solve
for the optimal dynamic pricing exactly without the heavy-traffic assumption. Benefiting from the Markov decision
process setup, we solve the optimal pricing policy using policy iteration. We also investigate the structure of optimal
policy and propose a sufficient condition for the optimal policy to be monotone.

The rest of this paper is organized as follows. Section 2 introduces the formulation of the underlying queueing system
and the setup of the pricing problem. Section 3 provides an algorithm that efficiently finds the optimal policy and
investigates the structure of the optimal policy using numerical experiments. Conclusions are provided in Section 4.
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2. Dynamic Pricing Model Formulation
We consider a Markovian queueing system in which the customer arrival follows a Poisson process of rate Λ > 0.
Customers joining the system get served by a single server whose service time follows an exponential distribution
with rate µ > 0. The queueing system has a capacity limit of B, meaning that the system can hold at most 1≤ B < ∞

customers. If the arriving customers find B customers in the system, he or she has to leave. Any waiting customers can
renege after an exponential amount of time with rate θq > 0. The customers who are being served can also abandon
after an exponential amount of time with rate θs ≥ 0.

Upon customer arrival, the system quotes a price based on the current number of customers in the system. Each arriving
customer has an independent evaluation drawn from a continuous and strictly increasing cumulative function F , where
F(p) represents the probability of rejecting the quoted price p. Correspondingly, F̄(p) represents the probability that
a customer will accept price p. When the system contains n customers and quotes price pn, the effective arrival rate
becomes λn = Λ× F̄(pn) (thinning of a Poisson process). The system earns revenue equal to the quoted price upon
customer entry and incurs costs of three types: a holding cost ch ≥ 0 per customer per unit time, an abandonment cost
cq ≥ 0 for customers leaving the queue before service, and a cost cs ≥ 0 for customers abandoning during service.
Our objective is to determine the optimal dynamic pricing policy that maximizes the long-run average profit. Figure 1
demonstrates the pricing model considered in our paper.

Arrival Λ Departure 𝜇
ServerQuote Price 𝑝

Effective Arrival

𝜆 = Λ × ത𝐹−1(𝑝)

Capacity 𝐵 − 1 spots

……

Reject the Quote Renege 𝜃𝑞 Renege 𝜃𝑠

Figure 1: Procedure Diagram of the Stochastic System

The strictly decreasing nature of F̄(p) establishes a bijective mapping between quoted prices and arrival rates, ensuring
the existence of the inverse function F̄−1(·). Thus, we have pn = F̄−1(λn/Λ) that links the quoted prices and arrival
rates. This relationship enables us to reformulate our optimization problem: rather than directly determining optimal
prices, we can solve for optimal arrival rates and then derive the corresponding pricing policy through the inverse
function F̄−1(·). This motivates our choice to use arrival rates, rather than prices, as the primary decision variables.

The action space An represents the feasible arrival rates in each state: An = [0,Λ] for states n = 0,1, . . . ,B−1. Since
no new arrivals are permitted when the system reaches capacity, then λB = 0 and AB = {0}. An arrival rate policy λ⃗ =
(λ0, . . . ,λB) ∈ [0,Λ]B×{0} specifies the arrival rates for all states, with Π denoting the set of all such policies. Under
any policy λ⃗ ∈Π, the system is a continuous-time Markov chain {X λ⃗(t) : t ≥ 0} over the state space S = 0,1, . . . ,B.

The finite buffer size imposes an upper bound of (µ+ θs)+ (B− 1)θq on the system’s death rate, ensuring that the

continuous-time Markov chain X λ⃗(t) is uniformizable. We discretize the continuous time system by setting the uni-
formization constant equal to 1 = Λ+(µ+θs)+(B−1)θq and transform the continuous time problem into a discrete-
time problem. We denote the transition probabilities as P( j|n,λn), representing the one-step probability of moving
from state n to state j under action λn, which collectively form the transition probability matrix Pλ⃗ = [P( j|n,λn)]n, j.
We also define a short-hand notation for the death rate in state n as γn = min{n,1}(µ+ θs) +max{n− 1,0}θq for
n = 0, . . . ,B. We have the transition probabilities:

P( j|n,λn) =


λn for n = 0, . . . ,B−1 and j = n+1,
γn for n = 1, . . . ,B and j = n−1,
1−λn− γn for n = 0, . . . ,B and j = n,
0 otherwise.

The reward for each state n with arrival rate λn is rn(λn) = λn pn− nch−min{n,1}csθs−max{n− 1,0}cqθq, where

pn = F̄−1(λn/Λ) for n= 0, . . . ,B−1, and rB(λB)= rB(0)=−Bch−csθs−(B−1)cqθq. Define rλ⃗ =(r0(λ0), . . . ,rB(λB))
as the reward vector.

For any given policy λ⃗ ∈ Π, the queueing system is stable due to its ergodicity. Let Pn(⃗λ) = P0(⃗λ)× an(⃗λ) be the
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steady-state probabilities in state n = 0, . . . ,B, where an(⃗λ) and P0(⃗λ) are defined as a0(⃗λ) = 1 for any λ⃗ ∈Π, and

an(⃗λ) =
λn−1

γn
×an−1(⃗λ) for 1≤ n≤ B, and P0(⃗λ) =

1

∑
B
n=0 an(⃗λ)

.

Therefore, the long-run average gain gλ⃗ under a given policy λ⃗ is gλ⃗ = ∑
B
n=0 rn(λn)×Pn(⃗λ).

Note that due to non-idling servers and abandonment, the Markov decision process is unichain. Hence, from Sections
8.2.1 and 8.4.1 in [15], we have the Bellman equations for all n = 0, . . . ,B as

g∗+h(n) = max
λ∈An

{
rn(λ)+

B

∑
j=0

P( j|n,λ)h( j)

}
, (1)

where g∗ ∈ R is the optimal long-run average gain and h(n) ∈ R is the bias for state n. Furthermore, from Theorem
8.4.7 in [15], we know that there exists an optimal Markovian stationary deterministic policy for the arrival rate at
each state n, which we define as

λ
∗
n = inf

(
argmax

λ∈An

{
rn(λ)+

B

∑
j=0

P( j|n,λ)h( j)
})

. (2)

In the later sections, we refer to this optimal dynamic policy λ⃗∗ as the optimal arrival rate policy.

3. Policy Iteration and Structure of Optimal Pricing Policy
In this section, we first develop the policy iteration algorithm that identifies the optimal arrival rate policy efficiently.
Then, we introduce the monotone decreasing structure for an arrival rate policy. From numerical experiments, we
suggest a sufficient condition for the optimal policy to be monotone. We also introduce uni-modal structure and
observe that the optimal arrival rate policy has this structure when the sufficient condition is violated.

3.1 Policy Iteration to Solve the Optimal Policy
We use the policy iteration algorithm proposed in [16] to find the optimal arrival rate policy. Let k be the number of
iterations and λ⃗(k) = (λ0(k), . . . ,λB(k)) be the decision rule in iteration k where λn(k) is the arrival rate for state n in
iteration k. Define gk as the long-run average gain and hλ⃗(k) = (hk(0), . . . ,hk(B)) as the bias function under policy λ⃗(k)
in iteration k. Here, we present the pseudo code.

Algorithm 1 Policy Iteration Algorithm

1: Input B,Λ, µ, θs, θq, F(·), ch, cs, cq.
2: Output: Optimal Policy λ⃗∗.
3: Choose policy λ⃗(0) where λ⃗n(0) = 0 for all n ∈ {0, . . . ,B} and set k← 0.
4: repeat
5: Find scalar gk ∈R and vector hλ⃗(k) by solving gke+(I−Pλ⃗(k))hλ⃗(k) = rλ⃗(k) subject to hλ⃗(k)(0) = 0, where Pλ⃗(k)

along with rλ⃗(k) are defined in Section 2. Here, e is a vector of all ones and I is the identity matrix.
6: Set A(0)← [0,Λ] and λ⃗B(k+1) = λ⃗B(k)=0.
7: for each state n ∈ {0, . . . ,B−1} do
8: (a) Choose action λ ∈ A(n) that maximizes the expected reward plus the bias, i.e.,

λ⃗n(k+1)← inf

(
argmax
λ∈A(n)

{
rn(λ)+

B

∑
j=0

P( j|n,λ)hk( j)
})

.

9: (b) If n < B−1, set A(n+1)← [0,Λ].
10: end for
11: Set k← k+1.
12: until policy λ⃗(k) = λ⃗(k−1) and set λ⃗∗ = λ⃗(k).
13: return λ⃗∗ = λ⃗(k) as the optimal policy.

The time complexity of this algorithm is O(B2), which is polynomial in terms of the system capacity.
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3.2 Monotone Structure of Optimal Policy
We now analyze the structural properties of optimal dynamic policies. Understanding these properties is valuable as
they help us develop efficient algorithms and provide beneficial managerial insights. One of the desired structural
properties for the optimal arrival rate policy is monotonicity, where optimal prices increase with system congestion.
Since we use arrival rates as our decision variables, monotonicity equivalently means that optimal arrival rates decrease
as the number of customers in the system increases. We formalize this concept in the following definition.

Definition 3.1. An arrival rate policy λ⃗ ∈Π has a monotone decreasing structure if λn ≥ λn+1 for all n = 0, . . . ,B−1.

From a computational perspective, the monotonicity helps enhance the algorithmic efficiency of policy iteration. In
Algorithm 1, each iteration from Lines 7-10 requires solving an optimization problem over the entire action space
[0,Λ]. With a monotone decreasing structure, we can replace line 9 by setting A(n+ 1)← [0,λn(k)] and still ensure
the convergence of the algorithm to the optimal policy, which also reduces the computation complexity to O(B logB).

From a managerial perspective, the decreasing structure of the optimal arrival rate policy aligns with business intuition.
As the holding and abandonment costs accumulate, a congested system becomes expensive to operate. More customers
in the system mean higher holding costs and more risk of abandonments. Thus, it is logical to decrease arrival rates by
increasing the quoted prices when the system is congested. Our monotonicity definition confirms this intuition through
the decreasing structure of the optimal arrival rate policy.

3.3 Conditions for Monotonicity
Having established the advantages of monotone structures, we examine whether the optimal arrival rate policy de-
scribed in Section 2 always has this property. Our numerical analysis across different parameter sets reveals that the
optimal arrival rate policy can be non-monotone. Thus, understanding which system parameters lead to monotone de-
creasing policies would provide valuable insights into the pricing problem. To this end, we want to identify conditions
that guarantee monotonicity in the optimal arrival rate policy.

Given the important feature of our problem is abandonments, we believe the relationship between in-service abandon-
ment and waiting abandonment somehow captures the condition of monotonicity, in particular the costs associated with
these two types of abandonments. Based on this intuition, we propose two conditions that might ensure monotonicity:

• Abandonment cost condition: the expected service abandonment cost is less than or equals to the expected
waiting abandonment cost (csθs ≤ cqθq).

• Expected total cost condition: the expected total cost per customer in service is less than or equals to the expected
total cost per waiting customer who eventually abandons while waiting ( ch+csθs

µ+θs
≤ ch

θq
+ cq).

To see which condition best categorizes whether the optimal arrival rate policy follows a monotone decreasing struc-
ture, we conduct numerical experiments on different system parameters and different evaluation distributions. We
randomly generated 10,000 sets of system parameters with the following random sampling:

• Rate parameters: Λ, µ, θs, θq are drawn from a uniform distribution with range [0,50].

• Cost parameters: cs, cq, ch are drawn from a uniform distribution with range [0,50].

• System capacity: B are drawn from a discrete uniform distribution with range [2,20].

• Evaluation distribution: F is either uniform or exponential random variables.

Table 1 presents the number of sets of system parameters that satisfy the descriptions in the corresponding row and
column. For instance, the number in the first row first column means that 5260 sets of system parameters satisfy
csθs ≤ cqθq and the optimal arrival rate policies under those system parameters have a monotone decreasing structure.

Table 1: Conditions of Monotonocity
csθs ≤ cqθq csθs > cqθq

ch+csθs
µ+θs

≤ ch
θq
+ cq

ch+csθs
µ+θs

> ch
θq
+ cq

F ∼U(20,50) Monotone 5260 2839 8095 4
Non-monotone 139 1762 0 1901

F ∼ Exp(1/35) Monotone 4926 2795 7713 8
Non-monotone 149 2130 0 2279
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From Table 1, we observe that the expected total cost condition better categorizes the structure of the optimal arrival
rate policy than the abandonment cost condition. In particular, when ch+csθs

µ+θs
≤ ch

θq
+ cq, our numerical experiments

suggest that the optimal arrival rate policy is always monotone. This indicates that the expected total cost condition
could be a sufficient condition for the optimal arrival rate policy to be monotone decreasing. We next explain why
ch+csθs

µ+θs
≤ ch

θq
+ cq is sufficient from a managerial perspective. The expected total cost condition suggests that serving

a customer immediately incurs lower expected costs than having them wait and potentially abandon before service.
When customers must wait in the queue, their likelihood of abandonment increases, leading to higher expected costs
compared to customers who receive immediate service. Such cost structure naturally suggests that limiting new arrivals
as congestion increases would be profitable.

3.4 Other Possible Structures of Optimal Policy
Here, we discuss what other structures the optimal arrival rate policy may have. Focusing on the non-monotone cases
from our numerical experiments in Section 3.2, we discover that the optimal arrival rate at each state first increases
and then decreases as the number of customers in the system grows. Figure 2 provides such an example where the
chosen system parameters are Λ = 5,µ = 2,B = 10,θs = 1,θq = 2,cs = 40,cq = 10,ch = 10, and F(·)∼U(20,50). In
Figure 2(a), the optimal arrival rate policy first increases and then decreases as the number of customers in the system
increases. To demonstrate this more clearly, Figure 2(b) omits the last state where the optimal arrival rate is always 0.

Figure 2: The plot of the optimal arrival rate policy for each state
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We refer to the structure shown in Figure 2 as a uni-modal structure, which is defined as follows.

Definition 3.2. An arrival rate policy λ⃗ ∈ [0,Λ]B × {0} has a uni-modal structure when there exists an integer
n ∈ {0, . . . ,B−1} where λi ≤ λi+1 for 0≤ i < n and λi ≥ λi+1 for n≤ i < B.
Notice that under our definition, monotone decreasing is a special case of uni-modal structure with n = 0. From our
numerical experiments, when the optimal arrival rate policy is not monotone decreasing (namely ch+csθs

µ+θs
> ch

θq
+ cq in

Table 1), it always has a uni-modal structure. Indeed, we confirm our numerical experiments about the structure of the
optimal arrival rate policy by proving the following theorem in [17].

Theorem 3.1. The optimal arrival rate policy has a uni-modal structure. When the expected total cost condition holds
(namely ch+csθs

µ+θs
≤ ch

θq
+ cq), the optimal arrival rate policy has a monotone decreasing structure.

Here, we provide an intuition why the optimal arrival rate structure is uni-modal when ch+csθs
µ+θs

> ch
θq
+cq. Violating the

total expected cost condition indicates that customers abandoning during the wait are less costly than those entering
service. Consequently, the system might benefit from customer abandonments before entering service. This explains
why increasing arrival rates with congestion could be profitable (uni-modal structure): it generates more waiting
abandonments, potentially improving the long-run average gain.

4. Conclusion
This paper investigates the optimal pricing policy in a single server queueing system where customers can abandon
during service or while waiting. We formulate the optimal pricing problem as a Markov decision process. We show
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that finding the optimal pricing policy is equivalent to finding the optimal arrival rate policy in all states. Using the
policy iteration algorithm, we efficiently find the optimal arrival rate policy and conduct numerical experiments to
investigate its structure. The results suggest a sufficient condition for the optimal arrival rate policy to be monotone
decreasing and infer that the optimal arrival rate policy has a uni-modal structure if this condition is violated.
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