
https://creativecommons.org/licenses/by/4.0
https://creativecommons.org/licenses/by/4.0
https://creativecommons.org/licenses/by/4.0
https://doi.org/10.1145/3721145.3730431
https://doi.org/10.1145/3721145.3730431
























https://github.com/harp-lab/MNMGDatalog/


https://www.amd.com/content/dam/amd/en/documents/epyc-business-docs/white-papers/5th-gen-amd-epyc-processor-architecture-white-paper.pdf
https://www.amd.com/content/dam/amd/en/documents/epyc-business-docs/white-papers/5th-gen-amd-epyc-processor-architecture-white-paper.pdf
https://www.amd.com/content/dam/amd/en/documents/epyc-business-docs/white-papers/5th-gen-amd-epyc-processor-architecture-white-paper.pdf
https://www.alcf.anl.gov/polaris
https://www.alcf.anl.gov/polaris
https://doi.org/10.14778/2732219.2732227
https://doi.org/10.1145/502807.502810
https://doi.org/10.1145/2049662.2049663
https://doi.org/10.14778/3311880.3311886
https://doi.org/10.14778/3712221.3712232
https://doi.org/10.14778/3712221.3712232
https://doi.org/10.1145/2588555.2594530
https://doi.org/10.1145/3570638
https://doi.org/10.1145/3570638
https://www.intel.com/content/www/us/en/docs/oneapi/optimization-guide-gpu/2023-2/intel-mpi-for-gpu-clusters.html
https://www.intel.com/content/www/us/en/docs/oneapi/optimization-guide-gpu/2023-2/intel-mpi-for-gpu-clusters.html
https://www.intel.com/content/www/us/en/docs/oneapi/optimization-guide-gpu/2023-2/intel-mpi-for-gpu-clusters.html
https://developer.nvidia.com/blog/introduction-cuda-aware-mpi/
https://developer.nvidia.com/blog/introduction-cuda-aware-mpi/
http://snap.stanford.edu/data


https://www.nvidia.com/en-us/data-center/h100/
https://www.nvidia.com/en-us/data-center/h100/
https://docs.nvidia.com/cuda/cuda-c-programming-guide/#simt-architecture
https://docs.nvidia.com/cuda/cuda-c-programming-guide/#simt-architecture
https://nvidia.github.io/cccl/thrust/api/function_group__stream__compaction_1gaccf33f1e24f8526b003f8a679591ad65.html
https://nvidia.github.io/cccl/thrust/api/function_group__stream__compaction_1gaccf33f1e24f8526b003f8a679591ad65.html
https://doi.org/10.1145/2882903.2915229
https://doi.org/10.1145/3669940.3707274
https://doi.org/10.23919/ISC.2024.10528923
https://doi.org/10.23919/ISC.2024.10528923
https://doi.org/10.1145/3584372.3588675
https://doi.org/10.1145/3651591

	Abstract
	1 Introduction
	2 Declarative analytics using Datalog
	3 Challenges and requirements
	3.1 Workload partitioning
	3.2 Data representation
	3.3 Efficient communication

	4 mnmgDatalog: multi-node multi-GPU Datalog
	4.1 Hash-based data distribution
	4.2 Data communication
	4.3 GPU-optimized data representation
	4.4 Recursive aggregation in mnmgDatalog

	5 Evaluation
	5.1 Environment
	5.2 Test programs and datasets
	5.3 Single GPU benchmark
	5.4 Single iteration of the fixed-point benchmark
	5.5 Multi-node multi-GPU benchmark

	6 Related work
	7 Conclusion and future work
	Acknowledgments
	References

