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A Uni ed Hybrid RL Algorithm Design and Analysis
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Abstract

This paper investigates a hybrid learning frame-
work for reinforcement learning (RL) in which
the agent can leverage both an ofine dataset
and online interactions to learn the optimal
policy. We present a unied algorithm and
analysis and show that augmenting con dence-
based online RL algorithms with the ofine
dataset outperforms any pure online or of-
ine algorithm alone and achieves state-of-the-
art results under two learning metrics, i.e., sub-
optimality gap and online learning regret. Specif-
ically, we show that,our algorithm achieves a
sub-optimality gapO( 1=(No=Q j )+ N3)),
where @ | ) is a new concentrability coef-
cient, No and N; are the numbers of of-
ine and online samples, respectively. For re-
gret minimiz@tion, we show that it achieves
a constanO(" Ni1=(No=Q | )+ Nj)) speed-
up compared to pure online learning, where
Q j ) is the concentrability coef cient over all
sub-optimal policies. Our results also reveal an in-
teresting separation on the desired coverage prop-
erties of the of ine dataset for sub-optimality gap
minimization and regret minimization. We further
validate our theoretical ndings in several exper-
iments in special RL models such as linear con-
textual bandits and Markov decision processes
(MDPs).

INTRODUCTION

updates its policy based on the actions and feedback. The
fundamental challenge lies in the exploration-exploitation
tradeoff, requiring the agent to balance exploiting known
high-reward actions with exploring potentially bene cial
but uncertain alternatives. Although exploration is a must-
have for sequential decision making, there are unavoidable
costs, e.g., performance degradation, incurred by explo-
ration during the online learning process, which are often
undesirable in practical applications.

To overcome the drawbacks, ofine policy learning has
been studied in both bandits [Li et al., 2022, Wang et al.,
2023, Oetomo et al., 2023, Zhang et al., 2019, Brandfon-
brener et al., 2021, Nguyen-Tang et al., 2021] and rein-
forcement learning [Hester et al., 2018, Nair et al., 2018,
2020, Rajeswaran et al., 2017, Lee et al., 2022, Xie et al.,
2021b, Song et al., 2022, Wagenmaker and Pacchiano,
2023, Agrawal et al., 2023, Li et al., 2023]. In this setting,
the agent attempts to learn an optimal policy based solely
on an of ine dataset that was collected a priori by a behav-
ior policy, without any online interaction with the environ-
ment. This setting has attracted growing interest mainly be-
cause in many practical applications such as recommenda-
tion systems [Thomas et al., 2017], healthcare [Gottesman
et al., 2019], and wireless networking [Yang et al., 2023],
logged data is often available from prior tasks while acquir-
ing new data is costly. A critical challenge in of ine policy
learning, however, is that its performance depends critically
on the quality of the dataset.

A natural solution that achieves the bene ts of both online
and of ine settings ishybrid learning where the agent has
access to an of ine dataset while also having the ability
to interact with the environment in an online fashion. A
number of works [Hester et al., 2018, Nair et al., 2018,
2020, Rajeswaran et al., 2017, Lee et al., 2022, Song et al.,

Sequential decision making [Lattimore and Szepesvarbp22] have empirically demonstrated that of ine datasets
2020, Sutton and Barto, 1998, Bubeck and Cesa-Bianchian help online learning. However, there are only limited

2012] is often cast as an online learning problem, wheregies that theoretically investigate the ef ciency of hy-

*Equal contribution.

an agent interacts with its environment and dynamicallyyig |earning [Xie et al., 2021b, Song et al., 2022, Wagen-

maker and Pacchiano, 2023, Agrawal et al., 2023, Li et al.,



2023]. It has been shown that in tabular MDPs, hybrid
learning can outperform pure of ine RL and pure online
RL algorithms in terms of the sample complexity required
to identify an -optimal policy [Li et al., 2023]. Similar re-

show that any hybrid RL alggyithm must incur a sub-
optimality gap thatscalesifii = N=G + N3) andre-
gret that scales if N3= Ny=G + Nj). These results
show that initializing with an of ine dataset as in the pro-

sults have been obtained in linear MDPs [Wagenmaker and posed hybrid RL framework is order-wisely optimal in

Jamieson, 2022] and stochadficarmed bandits [Agrawal
et al., 2023]. The bene t of utilizing of ine datasets to re-

terms of the number of samples and concentrability coef-
cient.

duce the online learning regret has been characterized fer Our upper bound reveals the fundamental impact of the

RL with general function approximation in Tan and Xu
[2024]. A complete literature review can be found in Ap-

behavior policy used to collect the of ine dataset on the
performance of hybrid learning. In particular, feub-

pendix A. optimality gap minimizationour results show that if the

behavior policy has good coverage on tptimal policy

the sub-optimality gap of hybrid learning can be very low.
On the other hand, foregret minimization as long as
the behavior policy provides good coverageany sub-
optimal policies hybrid learning can help reduce the re-
gret. Such separation highlights the fundamental distinc-
tion between those two performance metrics, and invites
further investigation in the hybrid learning setting.

* Finally, we validate our ndings in classic MDP exam-
ples such as linear contextual bandits and tabular MDPs.
The empirical results verify the theoretical bene t of hy-
brid learning and the impact of different of ine behavior
policies, particular the aforementioned separation perfor-
mance of of ine data under sub-optimality gap and regret
minimization problems.

Despite the theoretical successes of hybrid learning in RL,
to the best of our knowledge, there is a lack of a uni ed
understanding regarding its bene ts. The main question we
aim to answer is:

Can we develop a uni ed algorithm for hybrid RL and
characterize the fundamental impact of of ine datasets?

In this work, we provide an af rmative answer to the above
guestion through a generic hybrid RL framework and two
lower bounds. In addition, by analyzing the bene ts of hy-
brid RL through a uni ed analysis for sub-optimality gap
and regret, which are two key metrics measuring RL algo-
rithms, our ndings also answer the following question af-
rmatively:

Do we need different of ine datasets when we minimize 2 PROBLEM FORMULATION
sub-optimality gap and regret in hybrid RL?
blotations. Throughout this paper, we ugek, to denote
xI'V x. The set of all probability distributions over a set
X is represented by X). 1f g stands for the indicator
* We rst establish a framework based on a commonlyfunction, andH] = f1;2;:::;HgforH 2 N.
adopted notion in decision-making problems, namely
the uncertainty level. This framework is used to derive
a novel concentrability coefcien j ) and to ana-
lyze the sub-optimality gap or regret of hybrid RL al- _ _ . o
gorithms. We show that if a con dence-based online RLRemforcement Learning. We consider episodic Markov

algorithm is augmented with the of in,g dataset, the sub-decision processes in the form"?’f = (X ;.A; PiHiR; q.),
optimality gap scales in the ord@(1=. No=C, + Ny) whereX is the state space ardis the action space] is

) : ; 0o
and the regret scales in the or@@(N,= No=Cy + N1), the numper of time ;t_eps in each episddes _fPh.gh:1 is
- . ) . a collection of transition kernels, af} (Xn+1 jXn;an) de-
where Ng is the size of the of ine dataset\; is the . - . .
. . . . notes the transition probability from the state-action pair
number of episodes during online learning, &dand . . -~
o . (Xh;an) at steph to statesp+1 in the next stepy =
G are concentrability F9oef cients. Comp?)red to the HE ) . .
- i s P frngy=; is a collection of reward functions of state-action
sub-optimality gapO(1= N;) and regretO(" N;) of . } ) . L
: ) airs, whergp : X Al [0;1], g2 ( X) is theinitial
pure online learning, our results demonstrate a constarﬁ,[alte distribution
N1=(No=C+ N;) speed-up compared to pure online '
learning, whereCis the concentrability coef cient that A Markov policy is a set of mapping$ , : X !
depends on the problem. We also specialize our generg] A)gl_; . In particular, ,(ajs) denotes the probability of
framework and results to linear contextual bandits andselecting actiom in states at time stefh. We denote the set
Markov decision processes (MDPs) for a better underef all Markov policies by . For an agent adopting policy
standing. A full comparison of our results with existing in an MDPM , at each step 2 [H], the agent observes
results in the literature is provided in Table 1. statex, 2 X , and takes an actios, 2 A according to ,
* Then, we derive lower bounds for both sub-optimality after which the agent receives a random reward [0; 1]
gap and regret minimization problems. Speci cally, we whose expectation igx;; a;) and the environment transits

We summarize our contributions as follows.

2.1 PRELIMINARIES




Table 1:Comparison of results on sub-optimality gap (SOG) and regret. All results omit the big-O notation and logarithr@eisms.

an all-policy concentrability coef cient (CEX, andG, are inversely related coef cient§ is a single-policy CECis a CE de ned in
multi-armed banditsy j ) is de ned in De nition 3.2. In the 4-th row, of ine indicates pure of ine learning algorithms [Rashidinejad

etal., 2021, Xie et al., 2021b] and online indicates pure online algorithms [Lattimore and Szepesvari, 2020, Sutton and Barto, 1998]. In

the 5-th row, the orders apply to both lower and upper bounds.

between SOG and regret minimization.

Our results match or outperform the SOTA and show clear differences

Algorithm Sub-optimality Gap | Algorithm Regret

FTPEDAL 1 DISC-GOLF p_H G N P —
, P Np ==+ GnN;

Wagenmaker and Pacchiano [2023] ~ No=CGu(J )* Na Tan and Xu [2024] No

RAFT b — . 9 | MIN-UCB Ny

Li et al. [2023] No*Ni Ny Cheung and Lyu [2024] No=Cr N

Of ine & Online T & ol Online PN

Uehara et al. [2021] No & PR Jin et al. [2020] 1

Ours 1 Ours Ny

Theorems 3.1 and 5.1 No=Q j )* N: Theorems 3.2 and 5.1 No=Q "j )* N1

to the next statexp.; with probability Py, (Xh+1 jXh; an).
The episode ends aftef steps.

Let V., be the value function of policy un-
dg{_the transition modeR. Mathematically,V, :=
E E=1 Rn(xh;an) P; ;q , where the expectation is

taken over all random variables including rew&tdstate
Xn and actioray, .

2.2 HYBRID LEARNING

Regret Minimization. For this learning objective, the
agent aims to minimize the regret during the online inter-
actions with horizorlN 1, as de ned below:

W1
Regref(N,) =
t=1

mzax Vv V' (2)

Regret minimization has also been studied inten-
sively [Abbasi-Yadkori et al., 2011, Lattimore and
Szepesvéri, 2020, Sharma et al., 2020, Silva et al., 2023,
Shivaswamy and Joachims, 2012].

Hybrid learning seeks to combine the advantages of both

online and of ine learning. Speci cally, the learning agent

has access to a nite of ine datasB, (X)" (A
[0;1]" with size Ng. Each data point 2 D¢ has the
form

3 AUNIFIED HYBRID RL
FRAMEWORK

jectory, and is randomly sampled under a behavior polin this section, we rst present a uni ed framework for hy-

icy from the ground-truth MDP environmeM =
(X;A;P ;H;R ;q). Then, the agent performs online
learning with the knowledge of of ine data. Let be the
policy chosen by the agent at episdde 1. Denote

¢ as the trajectory sampled from. Let D; = f g\,

brid RL, and then analyze its performance under certain
general assumptions. We would like to emphasize that both
the learning framework and the analysis are quite universal
and can be applied to various MDP settings.

be the data collected in the online learning procedure after
episodd. In this paper, we consider two classical Iearning3-1 A UNIFIED HYBRID RL FRAMEWORK

objectives, as elaborated below.

Sub-optimality Gap Minimization. For this learning ob-
jective, the goal of the agent is to learn a polityfrom
both the of ine dataseDy and the online datasBly, such
that the sub-optimality gap df, de ned in Equation (1), is
minimized.

Sub-op(") = max Vy Vi

(1)

We remark that this objective is widely studied in both on-

line and of ine RL literature [Lietal., 2022, Uehara et al.,
2021, Jin et al., 2021b].

with probability at least

Oracle Algorithm. The core of the hybrid RL framework
relies on an oracle algorithm, denotedAdg . Alg takes a
dataseD sampled from an unknown environmévit as

its input, and is able to output: (i) an estimator that esti-
mates the value functiol,, for any policy , denoted

as Vyq; and (i) an uncertainty functiorﬁJAlg that upper
bounds the estimation error }9% with high probability,
ie.,

VA A A

2 (0;1).

g lg

for



In the following, we use(ONg(D); (‘JA,g (D)) to denote the 3.2 THEORETICAL ANALYSIS
output ofAlg for a given inputD. We sometimes omiD
from the notation when it is clear from the context. In this section, we analyze the theoretical performance

The Unied Hybrid RL Framework. With the pre- of the unied hybrid RL framework presented in Algo-

. rithm 1. Intuitively, the quality of the of ine datasddg
selected oracle algorithilg, we are ready to present the is of paramount importance for the hybrid learning perfor-
uni ed hybrid RL framework. P P y gp

mance. To assess the quality of the behavior polignd
Speci cally, at each online episode2 [N,], we maintain  the of ine datasetDy, we rst introduce several key con-
an online dataseD; ;, which stores all trajectories col- cepts and properties, including concentrability coef cient,
lected during the online learning so far. Instead of usingand Eluder-type condition.

D: 1to nd the next online policy, we augmei; ; with

the of ine dataseDg and feed[D ; ; tothe oracle algo-
rithm Alg . With the outpul(<7Alg ; (‘JA,g), we then construct
the online policy  following the optimism in face of un-
certainty principle. l.e., we set to be the policy that max-
imize the upper con dence bound (UCB) of the expected
return de ned as’)A,g + (‘JAlg . We then collect the new trajec-

De nition 3.1 (Uncertainty level) Let Alg, be the best or-
acle algorithm that achieves the minimum estimation error
in the worst case, i.e.,
h [
Algo = argmin maxBo, ) Vu  Vag

The uncertainty level of a policy , denoted as

. | i =
D: = D¢ 1[f tg. Note that theegret during online learn- W () h ' R, is dened by U ()
ing is exactly the summation of the sub-optimality gaps ofEbo (M ;) Vm <>A|g0 :
f tO2N,- . o
For the learning objective c§ub-optimality gap mini- The reason that we choose a minimax type de nition is

mization, the agent will need to output a near-optimal pol-tha“vI is unknown, and any learning algorithm should

icy at the end of online learning phase. The policy is thengrleg)v?;? tf)c;rutnhde c\)/vfé)rst case. E\éljorigvt):? 'I'(hlissarﬂve? ‘;‘S
obtained by utilizing the well-known pessimism principle. . Do (M ;)[“aig\Fo)l- ,

Speci cally, the agent feed®o [D v, to Alg and obtains is algorithm-independent and represents the essential hard-
) 1 . .
(\’7A|g;CJA,g). Then, the lower con dence bound (LCB) of ness of estimating the valg,

the expected return can be expressew@gs CIA,g, and De _nition _3.2 (Concentrability _c_oef cient) Given a be-
the near-optimal policy is the one that maximizes the LCBha\{IOY P_OlICy E the concentrabllltyzcoef cient of a target
The pseudo-code is presented in Algorithm 1. policy isQq j)=(% ()= () 2[L1]

Intuitively, the de nition describes how much more effort
is needed to estimaté,, compared to estimatiny,,

Algorithm 1 Hybrid RL Framework from an of ine dataset of siz&lg sampled under.
1: Input: Of ine datasetDy, total online step®l;. To enable ef cient learning, it is necessary to impose cer-
2: fort=1;:::;Nydo tain conditions on the oracle algorithAlg. We adopt an
3: (\7A|g ; CIA,g) Alg(Do[D ¢ 1) Eluder-type condition, de ned as follows. As we will show
4:  Execute policy ; = arg max \’7A|g + Uyyg - later, this condition plays a crucial role in controlling explo-
5.  Collect trajectory ;. ration and exploitation.
& ;Jrf)dateDt =Dt 1[f g De nition 3.3 (Eluder-type condition) Let N, be the to-
7: endior . tal number of episodes during online learning. Fix an error
8: if s%b-ol%lmallty g?p minimizatiorthen probability . Let ; andD; ; be the policies and dataset
90 (Vag:Uug)  Alg(Do[D n,). generated by an oracle algorithilg at episodd. We say
10:  Output: * = arg max Vag  Uag- Alg satisfy Fluder-type condition if, with probability at
11: end if leastl , Oug(Dr 1)2  Cay:

At a high level, eluder-type condition is akin to the pigeon-

hole principle and the elliptical potential lemma widely
We remark that Algorithm 1 enjoys a clean structure wheraused in tabular MDPs [Azar et al., 2017, Ménard et al.,
we can utilize the online con dence-based algorithms by2021] and linear bandits/MDPs [Abbasi-Yadkori et al.,
simply augmenting with of ine data. Such an approach is2011, Jin et al., 2020], respectively. Intuitivel§aq thus
more practically amenable compared with the much moralepends on the complexity of estimativg for all en-
complicated hybrid RL algorithm design in Li et al. [2023], countered policies and can be explicitly computed or upper-
Wagenmaker and Pacchiano [2023], Tan et al. [2024].  bounded in certain classes of RL problems, such as tabular



MDPs or linear bandits. The constant exists for most theathe concentrability coef cient ovesub-optimal policies
retical online reinforcement learning algorithms. As provedwhich isin contrast to the case in sub-optimality gap mini-
in Appendix C, this constant depends on the design of thenization problemThus, a behavior policy that achieves the
algorithm and the complexity of the environment. We will best sub-optimality gap may lead to poor performance for
show that the eluder-type condition holds for the speci cregret minimization. This phenomenon is con rmed by our
RL algorithms considered in this work (See Appendix C). experimental results (See Section 6).

We further assume that with probability at ledst ,  Speci cally, when the behavior policy is anoptimal pol-
(‘JNQ(DO) CaigUu () holds for anyM andDg. This icy, and the support of optimal policy does not overlap with
is a reasonable assumption, sirlig, (Do) = O(1) and ~ sub-optimal policies, i.ed j ) =1, butCy _j)=o,
maxy Uy () has a lower bound. In Appendix C, we also Theorem 3.2 suggests that the regre0ié N3), which
show how to ndCayg. recovers the pure online learning resulWhile the result
seems surprising, it re ects the essential challenge of re-
gret minimization: exploration-exploitation tradeoff. Be-
cause the of ine policy = encodes little exploration
information, the agent still needs to explore sub-optimal
| policies to ensure there is no better policy. This procedure

Caig ' incurs the same regret as pure online learning. One may
Sub-opt?) = O p———— ; ask why we cannot use imitation learning in such case. It

No=d j )+ Ni is because, wdo not know if the of ine policy is the best
whereNy andN; are the number of of ine and online tra- or not. Our goal is to develop a universal algorithm that is
jectories, respectivelf) j ) is the concentrability coef - guaranteed to have sub-linear regreity case and thus
cient, andCayg is de ned in De nition 3.3. imitation learning would fail.

Remark3.1 We elaborate on the performance of the hy-On the other hand, when the behavior policyis ex-

brid RL framework with respect to different qualities of the ploratory such thagi"l[j ) = O(1), Theorem 3.2 states

behavior policy and of ine data as follows. that the regret i9(" N3y N31=(Ng + Nj)), which signif-

« When the behavior policy is an optimal policy, we i;antly improves the pure online learning by a factor of
hayeQ j) = 1. The sub-optimality gap of* is N1=(No + Ny).
O( 1=(No+ Na)). This strictly improves both pure ging|ly in all cases, gheorem 3.2 proves that Algorithm 1
onl!ne and of ine Iegrm g algorlthmswmere the sub- achieves aconstarft N1=(No=Q_ '] ) + N1)) speed-
optimal gap scales i©(" 1=N;) andO(" 1=No), re- 5 compared with pure online learning.
spectively.

* When the behavior policy is extremely bad such that
QA j) = ( Ng), Thegrem 3.1 states that the sub—4 EXAMPLES
optimality gap of* is O( 1=N;), which recovers the
optimal pure online learning result

* When the behavior policy has partial coverage on the
optimal policy, we hav&€l | ) 2 (1;Ng). Theorem 3.1
suggests that Algorithm 1 isquivalent to an online al-
gorithm withNo=Q( j ) + Nj episodeswhile it only
runsN; episodes. Essentiallo=C ( | ) serves asthe
number of effective episodes from the of ine data. 4.1 TABULAR MDPS

Theorem 3.1. LetAlg satisfy the condition De nition 3.3,
~ be the output policy of Algorithm 1. Suppose is an
optimal policy. Then, with probability at leadt O( ),
the sub-optimality gap is

In this section, we specialize Algorithm 1 to two classic
examples, namely, tabular MDPs and linear contextual ban-
dits, by specifying the corresponding oracle algoritAlg

to obtain the estimator of the value function and the uncer-
tainty function.

Theorem 3.2. Let Alg satisfy the conditions in De ni-

tion 3.1 and De nition 3.3. Then, the regret of Algorithm 1 Tabular MDPs assume that the state and action spaces

scales as are nite. Provided a daFasdD = f tg, where ; =
s I (Xt1;@c1;: 5 Xen @y ) IS @ trajectory sampled from
_ pP— N1 _ M , aclassic method to estimate the reward and transition
RegrefN1) = O Cag N3 No=Ol 'j )+ Ni ' kernel is as foIIOV\llas:
8
ey . o . 1f (Xgh s @gh ) = ( Xn; .

whered ' ) is the maximum concentrability coef cient Ef‘n(xh;ah) = ( t’hN th ) - (Xn; @n)Qren ;

of the sub-optimal pglicies whose sub-optimality gap is at \ h()_(h ’ E.ih) A3)
least”, and” = O(1=" No + Ny). 2 Ph(Xh+1 jXn; an) = it '.Xh,ah)'

Nh(Xn;an)

Remarl3.2 The key observation from Theorem 3.2 is that p
the regret doesiot depend on the concentrability coef- where Ny (xn;an) = tfsf (Xehiach) = (Xnjan)g
cient overthe optimal policy . Rather, it depends on and Np(Xp+1;Xh;an) = ¢ 1f (Xeh+1 3 Xgh s @en ) =



(Xh+1 ;Xn;an)g. Azar et al. [2017] has shown that the es-4.2 LINEAR CONTEXTUAL BANDITS
timated modeM = fX ;A;P;H; f g satis es

X" # Linear contextual bandits is a special case of MDPs when
Vi, Vi, E = NnGma M (8 H l and the re_vyard admits a I|_near _structure. While it
het simpli es the transition kernel, the linearity captures a core

structure in many complex MDPs such as linear MDPs [Jin
forsome = O(H). Thus, we can use the RHS of Equa-et al., 2020] and low-rank MDPs [Uehara et al., 2021].
tion (4) as the uncertainty functid}%g andV , asthe es- Specically, each state-arm or context-arm péx;a) 2
timated value function. More importantly, thﬂe uncertainty X A is associated with a feature vectofx;a) 2 RY.
function satis es the eluder-type condition. Then, we haveAt episodet, the learning agent observes a contexsam-
the following result. pled fromq and then pulls an arm;. By doing so, the

i = . |
Corollary 4.1. For tabular MDPs, under the hybrid RL agent receives a rewarg = (x;a)  + 1, where

. . d . _
framework in Algorithm 1, usinf},,, de ned in the RHS of Is a random noise and 2 R% is an unknown parame
) ZAlg ter. Throughout the paper, we assume thakk, 1 and
Equation(4), the regret scales in

s | k (x;a)kz 1,8(x;a) 2 X A . We also assume that
N, ¢ IS an independent zero-mean sub-Gaussian noise with
; arameter 1, i.eE[ex exp( 2=2).

P
O HAXJA] Ny

o _ Many classic algorithms of linear contextual bandits usu-
and the sub-optimality gap is ally involve estimating the unknown parameter based

S FRVEPY ! on available dat® := f(x;;a:;r¢)g through the linear
O H JX.”AJ : regression de ned as follows [Abbasi-Yadkori et al., 2011,
No=Q( j )+ Ni Lattimore and Szepesvari, 2020]:
X
N .

Next, we analyze our concentrability coef cient in tabular = &rgmin ( xca)l  r)?+ kK (5)
MDPs. It is shown [Azar et al., 2017] that using the RHS (acre)2b
of Equation (4)Uyg achieves the optimal order pX jjA] where > 0 is a given parameter. Lef' :=
in learning regret, in the following, we udiq as a proxy | 4 + P a2 (Xt @) (x¢;a)!. Then, the solu-

fth tainty | de ned in De nition 3.1. :
of the uncertainty levelly ( ) de ned in De nition tion fo Equation (5) can be expressed &s =

Then, by de ning the occupancy measure at ste@s " 1 (x:acrzn 't (X3 &) Furthermore, by choosing

d,(x;a) = E[1fx, = x;ap = agjM ; ], we have = d, with high probability, the following inequalities
P P 1 hold for anyx; a (SeeAbbasi-Yadkori et al. [2011]):
p : h  Xnan dh(xh;ah)piir\nh(xh;ah) ) /A |
aj) PP _ - i (xa) x;a)' j k (xa)ks ., (6)
h oy On(Xhian) Pes P

_ nEThEn where = O( d). Therefore, we can use

M; Ex g2 (il (xa)!”] as an estimated value func-
hxnian Oy (Xn;an) tion, and the RHS of Equation (6) as the uncertainty

where the RHS is widely adopted concentrability coef - functionGyg.
Cle_nt_ln tabu_lar_ MI_DPs [Xie et al., 2021b, L|__et al., 20_24]. Linear contextual bandits. If we use ¥ -
This inequality indicates that the concentrability coef cient Ex g (ol (x;a) A] as the estimator, and the

de ned in de nition 3.2 is lower than the existing de nition RHS of Equation (6) as the uncertainty functiﬂng, the

for tapulgr MDPs. Thgs, our upper bounds are tighter tharlzorresponding algorithm is known as Lin-UCB [Abbasi-
the existing results [Xie et al., 2021b, Tan et al., 2024]. vadkori et al., 2011], which satis es the Eluder-type

We remark that existing works [Li et al., 2023, Tan and condition. Then, we have the following result.

Xu, 2024, T‘?ﬁ etal., 2024] typlcaﬂy show a sub-optimality Corollary 4.2. For linear contextual bandits, under the hy-
gap scalgs in G =(No+ Ny) B Gn=Ny and aregret iy Ry framework in Algorithm 1, usin®hyg as de ned in
scalesin N; G N3=Ng+ G,N; whereG, and Equation(6), the regret is

Gon are concentrability coef cients for separate state-action D S N !

spaces (e.0Con = MaXp MaXs, a,)2G gh Ez: ::; for some o d N; N = N

setG). Besides itis hard to nd the exact value@f ; Gon, o= 1)+ Na
these results can only match with ours (otherwise are highesnd the sub-optimality gap is

than ours) under a strict conditi@, = O(N1=(No+ N1)) S !
andG = O(No=(Ng + Nj)), which is a rare occurrence. o d 1

Hence, our results are tighter and easier to interpret. No=Q( "j )+ Ni




Since Lin-UCB is shown to be nearly minimax opti- et al., 2024]. All of the experiments are conducted on a

mal [Chu et al., 2011, He et al., 2022], we can lﬁ\.ﬁ% server equipped with an AMD EPYC 7543 32-core proces-

as an approximate of the uncertainty level; () sor and 256GB memory. No GPUs are used. We believe the
KEx q Ea (0l (X a)]kAD 1. Therefore, we have experiments are also easy to replicate on common PCs.

KE E PNI%: Environment. We consider two types of environments as
x a Ba ol (2] 'S described in Section 4: linear contextual bandits and tabular
KEx q Ea ([ (x;@)lk3 . MDPs.

0

aij)

W Ex q Ea ] (x;) (x;a)! w For the linear contextual bandits, we §¢§ = 20, jA] =
100andd = 10. At each episodE (X;a)gaza israndomly
drawn from the unit spher@® 1. We set as a unit vector
where the RHS is widely adopted as a concentrability cowith the rst element being 1. In addition, the reward is
ef cient in linear MDPs or low-rank MDPs [Uehara et al., given byr; = (xi;a)!  + ¢, where ¢ 2 [ 1;1]is
2021, Tan and Xu, 2024]. This inequality indicates that ourindependently sampled from the uniform distribution.
result i_s tigh_ter than existing results, especially for probyg tahular MDPs, we séf = 3,jXj = 5 andjAj = 10.
lems with a linear structure. The initial states are uniformly and randomly chosen at
We note that in multi-ariged bandits, our regret can beeach episode. The transition probabilRy( js; a) at each
further simpliedtoO(N1= Nomina (a)+ N31), which step and state-action pair is uniformly sampled from the
matches the result in Cheung and Lyu [2024] order-wiselyprobability simplex. The rewarth (s; @) is uniformly gen-
erated from{0; 1] and is assumed to be known to the agent
for simplicity.

max ;
wikwk=l W> Eyx g Ea ([ (x;a) (x;a)l]w

5 LOWER BOUNDS

Of ine Dataset Collection. We adopt the Boltzmann pol-
In this section, we provide a lower bound for hybrid RL.ICY [Szepesvari, 2022] as the behavior policy. Under the
The lower bound shows the tightness of Theorem 3.1 anf0ltzmann policy, aftklons are taken randomly according
Theorem 3.2. to n(ajx) = P2RLIRGRII -, wherek 2 R, and
, ) Qn(x;a) is the optimal Q-value function starting from
Theorem 5.1. There eX|sts_ an MDP mstance such (x:a) at time steph. Note that a largek makes closer
that any hybrid RL algorithm must incur a sub- 4 the optimal policy, and therefore makas j ) smaller.

optimality gap in p——L ____ ; and regret in In particular,Qi(x;a) = r(x;a) in linear contextual ban-
No=d ] )+ N dits.
N . . . ..
m : We consider three behavior policies, denotedsas », and

3, by setting differenk of the Boltzmann policy. In Fig-

Proof sketchOur proof is built upon a 2-arm linear contex- ure 1(a) and (f), W,e list the values kfuseq 'to genergte
the Boltzmann policy and the concentrability coef cient

tual bandit instance speci ed in He et al. [2022]. It has been ; X - X
shown that the regret per episode or the sub-optimality ga[[% i) for the two environments. Wheka = 1, 1 is

is determined by the estimation error of parameteffhen, 1€ optimal policy, so it has the best coverage of the op-
we show that the estimation errif k2= U (D) timal policy, andQ j ) = 1. As k decreases, the pol-

scales in the order ofL =Ep[( (x;a)! -)?]), whereD is icy becomes further away from the optimal policy, thus

the available dataset, and is orthogonal to . By choos- (& ) increases. In addition, in both environments, we
ingD = Do, we haveU (Do) = 1=Ep,[( (x;a)l ,)?]. €nsure that , and 3 are sub-optimal polices and thus,

ThereforeQ | ) = No=Ep, [( (x;a)l ,)?]. By choos- < 0> a P> A ).
ingD = Do[D « 1 ateach epigpde we conclude thatthe  Finally, in Figure 1b and Figure 1g, we x the ofine

regret per episode scales (@ = NoQ j )+ t): dataset sizdlq as2000and100Q respectively. In Figure 1c
and Figure 1h, we x the behavior policy as.
6 EXPERIMENTAL RESULTS Results.We present the experiment results in Figure 1. For

both environments, we evaluate the sub-optimality gap and
In this section, we evaluate the performances of the prahe regret with different of ine behavior policies and vary-
posed algorithms in synthetic environments. Additional exing numbers of of ine trajectories. For each environment,
perimental results are provided in Appendix E, includingwe conduct100 trials and plot the sample average sub-
evaluations in a contextual linear bandit constructed fronpoptimality gap or regret as a function of online time steps
the MovieLens dataset [Harper and Konstan, 2015] and & ;. The baseline is the pure UCB algorithm without any
tabular MDP discretized from the Mountain Car environ-of ine dataset.
ment [Moore, 1990], implemented in Gymnasium [Towers
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Figure 1: Experimental results on sub-optimality gap (SOG) and regret for different behavior policibk aRjures
(a) and (f) show the concentrability coef cients (CE) of three different behavior policies in linear contextual bandits and
MDPs, respectively. Figures (b)-(e) are the results on linear contextual bandits. Figures (g)-(j) are results on tabular MDPs.

Sub-optimality gapOur experimental results con rm our tive to collect of ine data using various sub-optimal poli-
theoretical ndings in Theorem 3.1. Speci cally, augmen- cies rather than the optimal policy.

tation using of ine data exhibits superior performance than

pure online results in both environments. More importantly,

the smaller the concentrability coefcier® | ) (Fig- 7 CONCLUSION

ures 1b and 1g), or the larger the of ine dataset size (Fig-

ures 1c and 1h), the smaller the sub-optimality gap undef, our paper, we developed a general hybrid RL framework
the same amount online episodes. to minimize the sub-optimality gap and the online learn-
RegretWe then compare the results of regret minimizationing rggret. The framework achieves performance bounds of
in both the contextual linear bandit and the tabular MDPO(L= No=Q j )+ Na) for the sub-optimality gap and
Recall that whileQ{ | 1) < O j2) < Q j3),we OC Ni Ni=(No=Q "j )+ Na)) forthe regret, where
haveQ "j 1) > Q "j2) > Q "js).Asaresult, A j)andQ | ) aretwo concentrability coef cients
Figures 1d and 1i shows that the regret decreases as tffier optimal policy and sub-optimal policies, respectively.
Q "j ) decreases and Figures 1e and 1j shows that largépur results demonstrate the bene ts of integrating of ine
ofine dataset size leads to smaller regret. These exper@data with online interactions. More importantly, the same
mental results align with our theoretical ndings in Theo- behavior policy leads to different performances in sub-
rem 3.2. Finally, we remark that in Figure 1i, the pure on-optimality gap and regret minimization. Our experimental
line algorithm is slightly better than the hybrid algorithm results corroborated our theoretical ndings. In addition,
with of ine policy being the optimal policy. This outcome We particularized our framework to two speci ¢ settings:
arises because the hybrid algorithm will prioritize explor-the contextual linear bandit setting and the tabular MDP set-
ing actions that are less explored in the ofine datasetting. We also derived lower bounds for the hybrid RL prob-
When the of ine dataset primarily consists of optimal ac-lem, showing that our approach is nearly optimal. Our re-
tions, the hybrid algorithm takes sub-optimal actions moresults highlight the advantages of leveraging of ine datasets
frequently than pure online algorithms, leading to slightly for more ef cient online learning and provide insights into
higher regret. Nevertheless, the performance is still compdhe selection of of ine datasets and policies for different
rable with the baseline and aligns with Theorem 3.2. online tasks.

Key insight.The contrasting performances of the same be-
havior policy under sub-optimality gap minimization and
regret minimization problems highlight the need for differ-
ent of ine datasets for these two tasks. Speci cally, if the
objective is to nd a near-optimal policy and the cost of
online exploration is negligible, then an of ine dataset that
focuses on covering the optimal policy is suf cient. How-
ever, if the goal is to minimize the regret, it is more effec-
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A RELATED WORKS

Of ine Reinforcement Learning (RL). It has been known that the performance of of ine RL depends critically on the
concept of “coverage”. Early works [Munos and Szepesvari, 2008, Ross and Bagnell, 2012, Chen and Jiang, 2019, Duan
et al., 2020] largely assume full coverage, which suggests that the data generated by of ine policy can cover the data
distribution generated by any policy. This restriction has been alleviated by recent results [Kumar et al., 2020, Jin et al.,
2021h, Rashidinejad et al., 2021, Xie et al., 2021a, Zanette et al., 2021, Uehara and Sun, 2022]. These results provide a
better understanding of the pessimism principle under partial coverage assumption, which only requires the of ine data to
cover the data distribution of the optimal policy or a comparator policy.

Hybrid RL. Several recent works have studied the hybrid policy learning problem for reinforcement learning. Xie et al.
[2021b] focus on the sample complexity improvement in episodic tabular MDPs when both of ine and online datasets
are used. They show the single-policy concentrability coef ciéntbetween of ine behavior policy and optimal policy

is crucial, and the sample complexity required to achieve-aptimal policy iSO(H3S min (A; C )= 2), whereH; S; A

are the episodic length, number of states, and number of actions of the MDPs, respectively. While it achieves the best
sample complexity in both of ine and online RL, it requires the knowledge of the concentrability and the access of the
behavior policy. Li et al. [2023] also consider tabular MDPs with a xed of ine dataset and do not assume the knowledge
of C . They introduce a new single-policy partial concentrability coef ciént ) which generalizes the origin@l by
allowing the behavior policy only cover a proportionof the state-action pairs. With the new concentrability coef cient

and an imitation approach, the show that asptimal policy can be obtainedMg + N;  O(H3SC ( )=?2) andN;
O(H3Smin(H ; 1)=2)fora 2 [0;1], whereNy andN; are the numbers of of ine and online samples, respectively. By
choosing proper 2 [0; 1], such sample complexity outperforms pure online and of ine RL algorithms.

Beyond the tabular setting, Wagenmaker and Pacchiano [2023] consider linear MDPs and also design a new online-to-
of ine concentrability coef cientC,,,. Compared with the single-policy concentrability coef cie@t, the coef cient

Co20 CoOnsiders not only the coverage from the of ine dataset but also the coverage of the potential online dataset. Under
the assumptions that the of ine dataset has good coverage and the number of online samples is not large, they show the
leading term of the sample complexity can be reduced f@{f= 2) to O(1= 8°).

There are also works on hybrid RL with g%neral function approximation. Song et al. [2022] propose hybrid Q-learning,
which achieves regret in regr€(maxfC;1g dN;) and shows empirical advantages in Atari environments. However,
when the of ine dataset does not have good coverage, the coverage coe€Ccieifitbe much greater thah and the regret

could be worse than pure online learning, which is also mentioned in Wagenmaker and Pacchiano [2023]. Tan and Xu
[2024] study a Global Optimism based on Local Fitting (GOLF) Jin et ab [2021a]-ba38ﬂgorithm for hybrid RL with
general Q-function approximation, and show that it can achieve a reg@®¢ odN2=N, + = dN;) in stochastic linear
bandits. We also note a concurrent work Tan et al. [2024] studied the sub-optimality gap and regret simultaneously in linear

*Equal contribution.
*Equal contribution.



MDPs. However, their results relies on all-policy concentrability coef cient and is less general than our results.

Online Bandits. The study of multi-armed bandit problems traces back to the original work by Thompson [1933] for
adaptive clinical trials. Many classical algorithms have been proposed, including Thompson Sampling [Chapelle and Li,
2011, Agrawal and Goyal, 2012], and the family of Upper Con dence Bound (UCB) algorithms [Lai and Robbins, 1985,
Auer et al., 2002, Audibert et al., 2009, Abbasi-Yadkori et al., 2011, Garivier and Cappé, 2011, Cappé et al., 2013]. These
algorithms balance the intrinsic exploration-exploitation tradeoff and achieve the optimal learning regret. The linear bandit
model, as a generalization of nite armed bandits with linear reward structure, haﬁalso been well studied. Auer et al. [2002]
extend the UCB algorithm to stochastic linear bandits problem and achieve @grét) over time horizorN;. Dani

et al. [2008], Abbasi-Yadkori et al. [2011] further match the lower bognd N1) of Dani et al. [2008] up to logarithmic
factors, wheral is the feature dimension. The celebrated IpinUCB has been proposed and analyzed in Li et al. [2010],
which consider linear contextual bandits and achieve ragfetkKdN ;) for K -armed disjoint linear model. Other than
UCBﬂype algorithms, Agrawal and Goyal [2013] use Thompson Sampling in linear contextual bandit and achieves regret
O(d?" N). Additionally, Soare et al. [2014], Jedra and Proutiere [2020] use optimal design for best-arm identi cation
with O(d=2) samples. Yang and Tan [2022] and Wagenmaker et al. [2021] utilize optimal design in linear bandits to
achieve minimax optimal results for xed-budget best-arm identi cation and regret minimization, respectively.

Of ine Bandits. Research on of ine bandits has been limited. Rashidinejad et al. [2021] develop a pessimism-based
algorithm and match their information-theoretic lower bound on the sub-optimality gap SC =Ny for nite-arm
nite-context bandits, wher€ is the concentrability coef cien€ representing the coverage of the of ine dataset on

the optimal policy,S is the number of the contexts alNy is the size of the of ine dataset. Li et al. [2022] propose a
farBin of pessimistic learning rules for of ine linear contextual bandits and pprove that the suboptimality gap scales in
O( dC?=Ng) for xed contexts.

Hybrid Bandits. Hybrid policy learning in bandits is related to tik@rm-startbandits problem. Several works [Li et al.,

2010, Sharma et al., 2020, Silva et al., 2023, Zhang et al., 2019] investigate utilizing the of ine data to improve the
online performance under different settings. Shivaswamy and Joachims [2012] study stochastic bandit with nite arms,
where the of ine dataset is utilized to approximate the con dence bound in UCB algorithms. It shows that the number
of pulling a sub-optimal arna with reward gap , scales a©(max(0;8= 2  Ng.a)), whereNg., is the number of

times pulling arma in the of ine dataset. Oetomo et al. [2023] augment the existing Thompson Sampling algorithms

by initial'tg]g the covariance matrix and reward vector in linear contextual bandits using the of ine data. They achieve
regretO( N3 log((det(Vn,+n,))=det(Wn,))), whereVy, + n, andVy, are the covariance matrices constructed with both
online and of ine datasets and of ine dataset only, respectively. Since the improvement is logarithmic, the regret advantage
is marginal.Agrawal et al. [2023] study the lower bound of thecorrect best-arm identi cation in stochastic-armed

bandits given the of ine dataset generated by an unknown policy, and further design an algorithm whose instant-dependent
sample complexity matches the lower bound. Beyond these, Cheung and Lyu [2024] consider generalized hybrid learning
in tabular stochastic bandits where the of ine dataset can have different reward distributions than the online environment.
When both distributions match, their result reduces to that of Shivaswamy and Joachims [2012], but the work demonstrates
the transferability of hybrid learning. Our paper focuses on the hybrid stochastic linear bandit problem, and we develop
algorithms that can simultaneously have better sub-optimality and regret than online or of ine learning, which has not been
studied before.

B MISSING PROOFS OF MAIN RESULTS

In this work, our analysis is built upon high-probability bound. That is, all inequalities and equations hold with probability
atleastlt ,where > 0can be arbitrarily small with ®(log(1=))-factor blow-up in inequalities.

P P
In particular, by taking? = ﬁ 2D, ?:1 rn( ), we obtain a near-optimal upper boundrjD ) through Azuma-

Hoeffding inequality. Mathematically, the following inequality holds with probability at ldast .

s
= P —
U Do) 2'%(01):0(1: No):

Theorem B.1 (Restatement of Theorem 3.1)et Alg be a con dence based algorithm and satisfy the conditions in



De nition 3.3, be the output policy of Algorithm 1. Supposeis an optimal policy. Then, the sub-optimality gajs
!

Sub-opt®)= O p Caig
No=Q( j )+ Ni

whereNg is the number of of ine sampleBbl; is the number of online sampleg, | ) is the concentrability coef cient,
andCpyg is de ned in De nition 3.3.

Proof. We have

Sub-opt*) =V,  Vy

@90 0"+ Gug( DoID n,)* Chig(MiDo[D )

(b) .
20ug( JDo[D n,)
where(a) follows from the de nition of con dence based algorithm, afig) is due to the optimality of.
By De nition 3.2, we have

Cug( iDo[D ny)  Cwg( Do)
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Cag’ & TIU D) ~@cuy XA

0

where the rstinequality is due to the fact tiag( jD) Ua o jDYif D° D .

On the other hand, we have

1 X
Oug( jDo[D ny)= 5 Owg( jDo[D )

N1,
@ 1 Xt .
Ni CJalg( JDt l)
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m 1 Xe .
No Owig ( «iDt 1)
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T
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where(a) is due to the fact that the uncertainty level decreases as the available dataset in¢opdskays from the
optimality of ¢, and(c) is due to the combination of the Cauchy's inequality and eluder-type condition (De nition 3.3).

Therefore,
0 8g 91
< . r T:
Sub-opf") O @Cpq min Qi ); — A
: No Nq;
S !
_ o j). 1
=0 Cpg min No ' N,
S |
(a) 2
o CAIg

No=Q j )+ N1

where(a) is the harmonic mean. O



Theorem B.2(Restatement of Theorem 3.2)et Alg be a con dence-based algorithm satisfying and De nition 3.3. Then,
the regret of Algorithm 1 is S |
N1
No=Q( "j )+ N1
whereQ  'j) ﬁ the maximum concentrability coef cient of the sub-optimal policies whose sub-optimality gap is at least

" and" = O(1=" No+ Ny).

p__
Regre(N:;) = O Cag N3

Proof. De ne Reg = V), V' » where is an optimal policy. We mainly consideisuch thaReg >" , where" is
decided later. By the de nition oAlg, we have

Reg = Vy V'
\% + Oug( jDo[D ¢ 1) \7‘+UA|g( tjDo[D ¢ 1)
200g( (iDo[D ¢ 1)

By De nition 3.2, we have
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whereQ  "j ) = max v, v, d j ). Therefore, by choosiny= 0(1:p No + N1), we have
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where(a) and(b) follow from the Cauchy's inequality, an) is due to the eluder-type condition (De nition 3.3).



C MISSING PROOFS OF EXAMPLES
C.1 TABULAR MDPS

We rst show that the algorithm proposed in Azar et al. [2017] satis es the eluder-type condition.

Lemma C.1. The algorithm proposed in Azar et al. [2017] satis es the eluder-type condition.

Proof. First, we introduce several additional notations. Given a dafsetet M ; be the estimated model from Equa-
tion (3) and the corresponding counters Bk (Xn; an). We de ne another uncertainty functidyf jD) as
" #
_ X
o jD)=E pP—=M;
h=y  Nn(Xn;an)

where = O(H). According to Section B in Azar et al. [2017], the difference of value functions under the true Model
and the estimated mod® is also upper bounded Hy Therefore,

#
X1 ) 2%1 e 1
O iD E H S S VI
. g ( tiDt) . Ny (Xn:an) t
) #
= 2H XX E R 1fXen = Xn;agh = ang
h=1 Xn;an t=1 Neh (Xhsan)
X W1 #
= 2y X E Nis1:h(Xn;@n)  Nen (Xn;an)
h=1 Xpan t=1 Nh (Xn; an)
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T HAXjiA) ):

O

While Lemma C.1 shows that the eluder-type condition is satis ed, the result upper bound is loose. To obtain a tighter
bound, we directly apply the inequalities in Azar et al. [2017] and prove Corollary 4.1.

Corollary C.1 (Restatement of Corollary 4.1}or tabular MDPs, under the hybrid RL framework in Algorithm 1, using
0A|g( jD) de ned in the RHS of Equatiof#), the regret scales in
s |

N

No=Q "j )+ Ni °

o " HAXA N

and the sub-optimality gap is s I
H 4jXjiAj
No=QU j )+ Ni

O

Proof. Due to Lemma C.1, we have that

X1 P
Ong( iDy)  O( H4XjA] N1):
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In addition, we show thahs( P XAT

By Theorem 3 in Xiong et al. [2022], there exists an MBIP such that
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Thus, we have

0 P, 1
O E =1 "N (snian) H p
h,ah T 1 ANy ** p*
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Therefore, the regret of Algorithm 1 is
0 8 s 91
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Regret(N:) = O @min N, %;p HAXGA N1, A
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Forpthe sub-optimality g3p, a straightforward modi cation of the proof in Azar et al. [2017] shows that
ﬁ thll CJNg( tJjDt) O( H4XjjAj =N1). Following the same proof in Theorem B.1 except without using the
Cauchy's inequality, we complete the proof.

O

C.2 LINEAR CONTEXTUAL BANDITS

First, we show that Lin-UCB satis es the eluder-type condition.

Lemma C.2. Lin-UCB satis es the eluder-type condition.

Proof. Note thatlg( jD)  Ex q KEa ([ (x;a@)]k~ . according to Equation (6), where= O(p d)
Therefore, by the elliptical potential lemma [Carpentier et al., 2020], we have
..%1 #

u“'g( tth)z ’E K (Xt;at)k%‘ L
t=1

2dlogN,
= T d:

Combining Lemma C.2 and Theorems 3.1 and 3.2, we obtain the following corollary.

Corollary C.2 (Restatement of Corollary 4.2¥or linear contextual bandits, under the hybrid RL framework in Algo-
rithm 1, usingChy as de ned in Equatior(6), the regret is

S |
p N1

o d N; ;
! No=Q' j )+ Ni

and the sub-optimality gap is

No=Q "j )+ Ni

D MISSING PROOFS IN SECTION 5

In this section, we provide the full analysis for lower bounds.



D.1 HARD INSTANCE

First, we introduce the notation of truncated Gaussian distributions. If a Gaussian random Vériabl® (0; 14) is
truncated td x : kxk,  rg, then we denote the truncated Gaussian distributiot @SN (0; | 4jr).

In the lower bound analysis, we follow the setting in He et al. [2022], as speci ed below.
Arms and dimension: There are 2 armg:1; 2g, and the feature dimension is 2.

Feature vectors and the context distribution: The feature vector of the second arm is alw@y&or the feature vector
of the rst arm, let the distribution of the context satisfy that each (x; 1) 2 R? is sampled from a truncated normal
N (0; 1 2j1).

Model pagameter: The model parameter 2 R? is sampled uniformly from a sphe® = fx 2 R? : kxk = rg, where
r 2 [0;1= d]. The constraint on is due to the boundedness assumptionkhak 1.

Additional notations: Recall thatD; = fx ;a ;r g« is the online dataset. Herg is sampled from a sub-Gaussian
distribution with mean (x;a;)!  and variance. We further denote that(x;; a) = X, . We re-parameterize by its
angle,i.e. = r(cos ;sin )l,and is sampled uniformly from the interviD; 2 ). We further denote;, = (1;0)
ande, = (0; 1), which form the canonical basis B?.

With the aforementioned setting, we present the generic regret lower bound modi ed from Proposition 3.5 in He et al.
[2022].

Theorem D.1. For the hard instance described in Appendix D.1, if available datadet ihe sub-optimality gap is lower
bounded by

1 h i
inf  ~E, k K
2F (D) I
if Do [ D ¢ is the available dataset at episotleaegret can be lower bounded by
0 o 1
X i
@ inf  TE, k kA

t2[T] t2F (Do[D ) I

D.2 PROOF OF LOWER BOUND

Equipped with Theorem D.1, we are able to lower bound the regret by the estimation error.

Proof Outline: Step 1is to decompose the estimation error to the expectations a random véfiatdhéch capture the
covariance of the estimatdtep 2upper bound&[Z]. Step 3combines the previous steps to prove the results.

Step 1: Decompose the Estimation Error.

Lemma D.1(Fingerprinting Lemma) De ne random variableZ as follows.

Z=(" )( esin +ecos ) esin +ecos )V( );
P P
whereV = o+ _ (x;1) (x;1l,and = VY (xar)2p, @)+ o (x;Lr 1fa =1g, and
recall thatr is sampled frolN ( (x ;a )l ;1).

Then, we have

2
E =2r? 2r2E[Z]:



h i
Proof. Duetok k= k"k = r, it suf ces to analyze the terg " :Notethat = r(cos ;sin )!.Then, we have
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E
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T, e —E[ ]sin + e'z@—E['\J ]cos d
=rE ( esin +ecos ) @E[’\j ] :
@
N h h,\ i
For the derivative, it is worth notingth&'j ]= E E "~ Dgo[D . We have
0 1
z h i X
' 1 1
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2 _ 3
h I X
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h i(><;a;r )2D o[D
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Combining with the fact thaE[V ( )i :V]=0,wehave
h i h R i
EN =r% ( esin +ecos ) ( ersin +ecos ) V( )
= r2g[z]:
Therefore,
2 h i
E "o=2rr 227 =217 2%E[Z);
which completes the proof.
O
Step 2: Upper Bound EachE[Z].
Lemma D.2. Under the same setting as in Lemma D.1, we have
r h— i
E[Z] (t 1+NoEx qa (ol (xa)l ,)2)E k k2 (7)
Proof. Recall that
N . . X
Zi = ( )Y( ersin +ecos ) esin +ecos ) (x;a)(r (x;a)l ):

(x;a;r )2D oDy



By the Cauchy's inequality, we have

A ' 20 1 23
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Step 3: Lower Bound the Total Regret.

Theorem D.2 (Restatement of Theorem 5.1)nder the instance described in Appendix D.1, any hybrid RL algorithm

must incur a sub-optimality gapin p——21— : and regretin _ N.
P ygap No=Q j )+ Ni 9 No=Q "j )+ Ni

Proof. Combine Step 1 (Lemma D.1) and Step 2 (Lemma D.2), we have
h N i
22=E k k? +2r2E[Z]
h i r b i
E k™ K +2r> (No +t 1E K" Kk2;

where =Ex g (jxl (x;a)l ?)2]'
Therefore,
e oEK K ” '
4r2(Ng +t 1)+4°

Substituting the above result into the generic lower bound in Theorem D.1, and setestihﬂgp No + Nj,we conclude
that

0 1
Regre(T) X ' A
4r2(Ng +t 1)+4
t2[T]
1 erl
= o9 TN
_ rN 4
N 1+ 2N
_ o N1
- No + Nj

To establish the relationship betweenand the concentrability coef cient, we repeatedly apply Lemma D.1 and
Lemma D.2 on datas&y. Then, we obtain
r2

2 A 2 .
E[k —_—
' [ K] 4r2Ng +4



By choosing = 1:p No ,we have%E[kA k1= (1 P No ). Thus,

|
LERS K
1= Ng
U jDo) *
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a j

The proof is completed by noting thef  jDo) = ( U "jDg)) for any” = O(1=p No + N3) in the setting described
in Appendix D.1. O

E ADDITIONAL EXPERIMENTS

In this section, we provide additional experimental results evaluating the performance of algorithms instantiated within our
proposed framework in more realistic environments. Speci cally, we consider a contextual linear bandit constructed from
the MovieLens dataset [Harper and Konstan, 2015] and a tabular MDP discretized from the Mountain Car environment
[Moore, 1990] implemented in Gymnasium [Towers et al., 2024].

E.1 EXPERIMENTAL RESULTS WITH MOVIELENS DATASET

Environment. We construct our linear contextual bandit environment using the MovieLens-100K dataset [Harper and
Konstan, 2015], which provides sparse ratings from 943 users on 1682 movies. Following Bogunovic et al. [2021], we
rst apply collaborative ltering [Morabia, 2019] to complete the partially observed rating matrix. We then factorize the
resulting rating matrixR = [ri5] 2 R%3 168 ysing non-negative matrix factorization wighlatent factors, yielding

R = XH . Here,X 2 R%3 3 represents user feature vectors, &hd R3 1682 represents movie feature vectors. In

the linear contextual bandit framework, we treat each roX i(i.e., each users feature vector) as the context, denoted by

x; 2 R® for thei-th user. The contexts are known in the contextual bandits. Meanwhile, we randomly select 20 columns of
H to serve as the arms (i.e., 20 movies for chosen), where each arms unknown parameter vector corresponds to a movies
feature vector that must be estimated from data, denoteg asR®. At each decision point, the linear contextual bandit
model randomly provides a user context and the agent predicts the expected reward for choosifigggnacommending

a movie) based on observed context

Of ine Dataset Collection. Similar to the of ine data collection method in the main text, we adopt the Boltzmann pol-
icy [Szepesvéri, 2022] as our behavior policy. Speci cally, the policy chooses an aciocording to
expf kr(x;a)g

(@) = P ma EXpfkr(x;b)g’

wherek 2 R, A is the set of all arms (movies), anix; a) denotes the true reward function. Under the Boltzman policy, a
largerk makes closer to the greedy policy (i.e., always selecting the highest reward arm), whereas a kmelleys the
policy more exploratory.

The three different behavior policies;, », and 3, are constructed in the same way introduced in the main text, each
de ned by a distinct value ok in the Boltzmann distribution. Ak decreases, the policys action deviates from the optimal

choice, increasing the concentrability coef cie@t j ) and thus degrading coverage of the optimal policy. Figure 2(a)

provide the exadk values and the approximat€Xl | ) in the environment.

In Figure 2b and Figure 2d, we x the of ine dataset sidg to be4000and varyk to illustrate the impact of different levels

of coverage. In constrast, in Figure 2c and Figure 2e, we X the behavior policy te tile varying the of ine dataset

size. This setup allows us to systematically examine how both the behavior policys level of optimality and the sample size
affect the performance of various learning algorithms.

Results.Figure 2 compares sub-optimality gaps and regrets under various of ine behavior policies and dataset sizes, using
the pure UCB algorithm without of ine data as the baseline. Overall, the results mirror the main texts theoretical and
empirical ndings.
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Figure 2: Experimental results on sub-optimality gap (SOG) and regret for different behavior policidg.drigure (a)
shows the concentrability coef cients (CE) of three different behavior policies in MovieLens linear contextual bandits.

For gap minimization, policies with smaller concentrability coef cie@s j ) or larger of ine samples lead to tighter
gaps, reaf rming that of ine data focused on covering optimal actions can greatly enhance ef ciency.

In regret minimization, the algorithm bene ts from the of ine dataset. It bene t from the of ine data more, if the of ine
data has diverse of ine coverage generated by laderj ) and larger of ine data size, as shown in Figure 2d and
Figure 2e. A slight exception occurs when the of ine dataset is collected by optimal actions. In this case, the of ine data
has very bigQ.  j ) and may encourage the algorithm to explore the sub-optimal arms rst. Nonetheless, the outcomes
are still consistent with theoretical predictions, highlighting the distinct of ine data requirements for gap minimization
versus regret minimization.

E.2 EXPERIMENTAL RESULTS WITH MOUNTAIN CAR ENVIRONMENT

Environment. The Mountain Car environment[Moore, 1990] is a classic benchmark task in which an underpowered car
must drive up a steep slope, featuring a continuous state space over ppsitiar0:6] and velocity] 0:07;0:07]and a

discrete action set for accelerating forward, backward and no acceleration. To model the Mountain Car environment and
implement a UCB-type algorithm, we rst discretize the state space and apply the UCB algorithm on the tabular MDP.
Speci cally, we designate any state with position exceeding 0.5 as the goal state, while all other states are formed by
uniformly discretizing the position rande 1:2; 0:5] and velocity rang¢ 0:07; 0:07]into 30 equal intervals each, yielding

901 discrete states in total. The agent receives a reward of 1 only upon taking an action from the goal state; otherwise, the
reward is 0. After an action is taken in the goal state, the environment is reset to its start con guration, then follows the
original Mountain Car transition dynamics.

Of ine Data Collection. Different from Boltzmann policy-based of ine data collection, we use Algorithm 2, which itera-
tively interleaves exploration and exploitation to generate an of ine dataset for the Mountain Car environment. Speci cally,
at each iteration, a modBlis used to estimate two Q functior,(s; a) and®, (s; a). Here h(s; a) is an exploration bonus
function akin to a UCB term [Auer et al., 2002], encouraging broader exploration, wheigas is the known reward
function driving exploitation. These estimates yield two policies, exploration-foctisadd exploitation-focusety, . Tra-
jectories collected under these policies populate two data3easdD, respectively. After each round of data collection,
both the modeP and the bonus functiob(s; a) are updated, re ecting the optimism-in-the-face-of-uncertainty principle
characteristic of UCB-based methods. After 10,000 iterations, trajectoriesCiramdD © are combined using the of ine

coef cient , thus balancing exploration and exploitation in the nal of ine dataset.

The motivation for this approach is that, in the Mountain Car environment, a purely uniform policy tends to remain con-
ned to the valley, failing to explore higher positions effectively. This leads to inadequate coverage of the state-action
space. By contrast, the pure online exploration pofigynaturally seeks out all state-action pairs and thereby achieves
broader coverage, populatimywith a wide range of trajectories. Meanwhile, the pure exploitation pdijcfocuses on
maximizing rewards and populatB® with near-optimal behavior. Finally, the of ine coef cient determines how these

two datasets are combined into the nal of ine dataBgf, so Algorithm 2 can simulate the of ine dataset with different
coverage for our hybrid learning. Highergenerates better coverage on the optimal policy and lonwgenerates better
coverage on all policies. Remarkably, this of ine dataset collection method does not contradict our setting that the of ine
data should be collected by one xed policy. The of ine dataset can be viewed as being collected by a mixture policy that
randomly sample”g; andf Al g for No times. However, it is dif cult to provide the estimaté®] j ) for each policy

or data distribution. Intuitively, a greater of ine coef cient results in smalled j ) and greate€} | ); a smaller

ofine coefcient resultsin greate@ | ) and smalle | ).



Algorithm 2 Mountain Car Of ine Data Collection

1: Input: Coefcient 2 [0; 1], number of ff ine trajectoriedN,  1000Q discount factor = 0:99.
2: Initialization: D ; ,D° ; , P as a uniform transition moddi(s;a) 1

3: for i =1 to 10000do

4:  Estimate

X
Qu(so; a0) = Ep '(st; a) j So; a0 ;
t

X
Qr (so;a0) = Ep tr(st;a) j So; @0
t

5. Derive policies] from @y, and”! from Q,

6: Collect trajectories; under?) and 2under/!
7: UpdateD D [f ;gandD® DO[f %
8: UpdateP andb(s;a) usingD

9: end for

10: Sample N g trajectories fronD®and(1 ) N trajectories fronD to form Dg
11: Output: Of ine datasetDg

(a) SOG v.s. (b) SOG v.sNg (c) Regret v.s. (d) Regret v.sNg

Figure 3: Experimental results on sub-optimality gap (SOG) and regret for different of ine coef ciemd number of
of ine trajectoriesNg.

Results.We summarize our ndings in Figure 3, where we experiment with various values of the of ine coef ciantd
different sizes of the of ine dataset in the Mountain Car environment. For each con guration, we conduct 10 independent
runs and track the mean sub-optimality gap or regret as a function of the online time hétiz@he pure UCB method
without any of ine data serves as our baseline. In Figure 3a and Figure 3c, the number of of ine trajectories are 2000. In
Figure 3b and Figure 3d, is 0:5.

For sub-optimality gap minimization, our results in Figure 3a and Figure 3b indicate that incorporating of ine data sig-
ni cantly improves performance compared to the pure online approach, validating the theoretical insights. In Figure 3a,
when s larger, the of ine dataset emphasizes more trajectories generated by the near-optimal policy, reducing the sub-
optimality gap more quickly. Also, in Figure 3b, increasing the size of the of ine dataset further accelerates this reduction
in sub-optimality.

For regret minimization, the results also show the bene t of incorporating the of ine dataset. As in other settings, an of ine
dataset that prioritizes a near-optimal policy (i.e., highecan sometimes lead to slightly higher regret in the experiments,
since the hybrid algorithm devotes exploration efforts to less-visited actions, which may be sub-optimal. Conversely, when

is smaller, the of ine dataset covers a broader range of behaviors, leading to more informed exploration for regret
minimization as Figure 3c. Also, in Figure 3d, enlarging the of ine dataset size lowers the regret curve in each case,
aligning with our theoretical predictions.



