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Abstract—The growing resolution and volume of climate data computational expenses become a signi cant constraint, par-
from remote sensing and simulations pose signi cant storage, ticularly in cloud environments. We analyze trade-offs between
processing, and computational challenges. Traditional compres- data volume, processing cost, and accuracy to demonstrate

sion or subsampling methods often compromise data delity, h lution' ive dat ducti bstantially d
limiting scienti ¢ insights. We introduce a scalable ecosystem Ow our solution's progressive data reduction substantially de-

that integrates hierarchical multiresolution data management, Creases data management expenses while preserving scienti
intelligent transmission, and ML-assisted reconstruction to bal- integrity and accuracy.

ance accuracy and ef C|enc0y. Our approach reduces storage and  Using our ecosystem, we achieved a 99% reduction in data
computational costs by 99%, lowering expenses from $100,000,q506 for 2.8PB of LLC4320 Ocean data, reducing storage,
to $24 while maintaining a Root Mean Square (RMS) error of f d . | f $100 000
1.46 degrees Celsius. Our experimental results con rm that even trans er, an computapona _COS_tS. rom more ’ to
with signi cant data reduction, essential features required for approximately $24, while maintaining a Root Mean Square
accurate climate analysis are preserved. Validated on petascale (RMS) error of only 1.46°C.

NASA climate datasets, this solution enables cost-effective, high-

delity climate analysis for research and decision-making. Il. SCALABLE DATA ECOSYSTEM

|. PROBLEM OVERVIEW Our scalable solution uses an integrated data ecosystem
essential for ef cient large-scale data processing. It supports
High-resolution climate data from remote sensing and simgxtensive climate datasets through a progressive resolution
lations pose signi cant storage, processing, and computatior@lategy, machine learning-assisted reconstruction, and adap-
ef ciency challenges. The increasing volume and detail of datge delity, which, by acting in concert, enhances storage,
incur substantial costs for cloud-based resources and battglnsfer, and analytical performance.
width. Traditional methods like compression or subsampling At its core, the ecosystem uskirarchical multiresolution
reduce costs but often compromise data delity, potentiallyata structure$3] [4], enabling ef cient storage, retrieval, and
undermining scienti ¢ analyses. As datasets grow and analy§@gcessing of climate data at various levels of detail. Instead
become more complex, scalable data management approagfiefandling a single high-resolution dataset, the ecosystem or-
are needed to balance delity with computational cost.  ganizes data into progressively downsampled layers, allowing
We present a scalable ecosystem that democratizes aceggfputations at different resolutions. The ecosystem's data
to petabytes of scienti ¢ data while enabling decision-makingnanagement component dynamically revises the progressive
It integrates (i) hierarchical multiresolution data managememgsolution by adjusting data delity based on task-specic
(if) intelligent transmission with ML-assisted reconstructiorequirements. For routine analyses, lower-resolution data are
and (i) adaptive delity mechanisms. Our approach reprocessed rst, minimizing computational load and I/O over-
duces storage footprint and network transfer times, enhancigad. When higher accuracy is needed, the management com-
scalability for high-performance data analytics. By allowingonent selectively re nes resolution using precomputed multi-
controlled approximations, our solution maintains analyticaésolution representations and ML models to reconstruct ne
delity while signi cantly reducing resource consumption anddetails from downsampled inputs. Streaming multi-resolution
costs for the scienti c community. data signi cantly reduces unnecessary data movement and en-
We demonstrate the scalability of our ecosystem on the Z8res that high-resolution data is accessed only when required.
PB open-access LLC4320 Ocean climate dataset (ECCO) [1]The ecosystem integratéselligent data transmission tech-
and 37 TB NEX-GDDP-CMIP6 dataset [2]. We provide twaniquesthat prioritize bandwidth-aware data movement to en-
measures to validate our approach: hance ef ciency further. In cloud-based environments, users
1. Accuracy scaleuanti es the trade-off between resolutiontypically deal with substantial data egress costs. Instead of
and data delity in climate modeling. While high-resolutiontransferring complete datasets, our ecosystem selectively trans-
data improves accuracy, it also increases computational @eits only the required levels of detail, reconstructing full-
mands. Our solutions demonstrate effective resolution redwesolution outputs when necessary using machine learning
tion that preserves meaningful insights, balancing accuragwdels. Our strategy signi cantly reduces network congestion,
with resource utilization. accelerates computations, and minimizes overall cloud storage
2. Ef ciency scaleevaluates the balance between data maand transfer costs. Another key innovation is the integra-
agement costs and scienti ¢ reliability. As datasets expaniipn of ML-assisted reconstructiomto climate work ows.



Instead of requiring high-resolution data transfers, the ecosy

tem employs ML models trained to reconstruct ne details Yearly Minimum Temperature (Quality vs. RMSE)
from lower-resolution inputs. By learning patterns in climate B e e Doy

data, these models enable high-accuracy reconstructions w Roductons 16,255, Tinels)=24 09, RsE 00002

minimal data movement, achieving a it Structural Similarity Reductions=0.39%, Time(s)=29.05, RMSE=0.1233

Index (SSIM) of 0.95 when using half-resolution inputs and

maintaining acceptable quality even at extreme downsamplin

levels such asjz or i of the original data.

Our ecosystem employs a modular, scalable deatppt-
able to diverse cloud and HPC environmen@ur ecosystem
features a data ingestion and preprocessing pipeline that orc
nizes datasets into a multi-resolution hierarchy, allowing user
to access only the required detail level and reducing the 1/( -a
burden on large-scale storage systems. Unlike traditional a| 1060 1980 2000 2020 2040 2060 2080 2100
proaches, our framework enables climate scientists to proce Year
data at variable resolutions, accessing high- delity informatiofig. 1. Effect of data reduction on climate analysis. Even with signi cant data

0n|y when necessary. The ecosystem's elastic scaling enstﬂg@sampling (as low a@&001% of the original data), the overall trend of the
) owest yearly temperature remains well-preserved. The RMSE remains low at

ef cient operation across various computational environmenigederate downsampling levels, demonstrating that accurate climate insights
dynamically adapting to available resources to optimize pewn be obtained with a fraction of the original data, signi cantly reducing

formance and cost. Our practical, deployable solution enabf@§Putational costs and storage requirements.
researchers to analyze massive datasets without the prohibitive ~ Total Time Required vs Total Data Transferred (1000 Timesteps)
costs of traditional high-resolution data processing work ows, S Total Time .
addressing real-world scienti ¢ climate challenges.
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Reductions=0.10%, Time(s)=28.29, RMSE=0.2058
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IIl. SCALABILITY STUDIES
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We demonstrate the scalability of our solution in terms of
accuracy and computational ef ciency for the ECCO consor-
tium dataset, which collects simulated data from advanced & 20
ocean circulation models combined with recorded data from
sensors. The 2.8 PB dataset enables scientists to study thi ‘
impact of ocean circulation on climate. However, the dataset O el e 1%
imposes signi cant usage costs, which our solution mitigates.

Fig. 2. Impact of Data Reduction on Transfer Time and Storage Requirements.
A. Accuracy Scale The total time required (blue, left axis) and total data transferred (red, right

. . . xis) are shown for different quality levels. As the quality level decreases
As the amount of data used in the climate science Comm( igher downsampling), both transfer time and data size are signi cantly

nity grows, ef cient data reduction strategies become essentieduced, demonstrating the ef ciency of progressive data reduction in climate
to balance computational cost and data accuracy. Figureg§at retrieval.

and 3 demonstrate how our ecosystem enables accurate clint@t®.098% (bottom-right) of the original resolution. While
analysis even with signi cant data reduction, preserving kegoarse resolutions maintain broad temperature gradients, they
trends while optimizing computational ef ciency. Speci cally,lose ne spatial details like coastlines and small islands.
Figure 1 illustrates the impact of data downsampling oRur results underscore a clear accuracy-ef ciency trade-off
the accuracy of yearly minimum temperature signals froin data resolution. Moderate reduction85¢6 or 6:25%)
1950 to 2100. Each colored line corresponds to a differeyield substantial performance gains with minimal accuracy
fraction of the original dataset. The legend indicates hol@ss, while aggressive downsampling (under 1%) achieves
much wall-clock time it took to retrieve the data (in secondd)igher speedups at the cost of higher reconstruction errors.
and the resulting root mean square error (RMSE). The fifllur approach scales effectively to multi-terabyte or petabyte
resolution (100%) data have zero RMSE but takes motatasets, allowing proportional management of retrieval times,
than 150 seconds to retrieve. A data set at 25% reduces fieéwork bandwidth, and storage overhead through consistent
retrieval time to less than 60 seconds with only 0.01°C RMSHEownsampling principles.

Furthermore, a reduction below 1% of the data increases thd-igure 2 illustrates the relationship between data retrieval
RMSE to 0.15-0.21°C but reduces the retrieval time to aroutiche and total data transferred across different quality levels
29 seconds, demonstrating the balance between accuracy @aret 1,000 timesteps. The blue bars represent the total time
computational ef ciency. Figure 3 demonstrates the trade-a#quired for retrieval, while the red bars indicate the total
between data reduction and visual delity in large geospatigblume of data transferred in megabytes (right y-axis). As
elds. The gure shows a daily near-surface air temperaexpected, reducing the quality level signi cantly decreases
ture dataset progressively downsampled from 100% (top-left}e amount of data that needs to be transferred, leading to
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faster retrieval times. At full resolution (quality = 0, 100%ef ciency. Speci cally, Figure 4 illustrates how allowing a
of data), the dataset requires the highest storage and retriematest increase in reconstruction error (on the horizontal axis,
time, with 3.2 GB of data transferred over 755 seconds. Aseasured by the RMS error in °C) can drastically reduce
data resolution is reduced, both storage and retrieval tirheth data utilization (right vertical axis) and associated com-
improve, with 1.56% of the data showing an optimal balancputational costs (left vertical axis, log scale). Near-zero error
only 51 MB of data transferred while requiring 70 second®quires almost full-resolution data, leading to an annual cloud
for retrieval. Beyond this point, additional reductions providegress cost exceedirj0Q 000 on data transfer alone, based
diminishing returns in terms of accuracy. on AWS egress pricing for US East (Ohio), and outbound data
transfer for 105 TB per month [5]. Allowing a slight increase
in error drastically reduces costs. For example, tolerating an
RMSE of 0.15°C reduces data usage by over 98%, bringing
the cost down to approximatel$l; 500 per year. At 0.2°C
RMSE, data usage drops to just 0.10% of the original volume,
lowering costs t&b100per year. Pushing the reduction further,
using just 0.024% of the original data, makes large-scale
climate analysis possible at orfB24 per year, but with RMSE
of 1.46°C. This tradeoff demonstrates that balancing error
tolerance with computational efciency enables substantial
savings while preserving critical climate trends.

Our results highlight ef ciency gains in work ows where
perfect accuracy is not critical. This cost-bene t analysis re-
veals that our approach enables cost-effective scalability while
maintaining a high degree of accuracy. By adjusting acceptable
error thresholds, researchers can scale data handling to the
required delity, achieving order-of-magnitude reductions in

computational effort, network usage, and storage costs.
Fig. 3. Progressive downsampling of daily near-surface air temperature from
a fully resolved dataset (tof,00% of the original resolution, with selected IV. IMPACT AND EXTENSIBILITY

region box) with increasingly coarser representations (bottom, 26r6% .
to 0:01% of the data). Each map is colored on the same temperature scaldQUr approach signi cantly reduces costs and overhead

(between 230K and 310K), highlighting how reducing the sampling densifpr massive dataset handling, enabling more frequent high-
preserves broad spatial features but gradually removes ner details, especi?&dution analyses The savings can be reallocated to critical
in coastal and high-contrast regions. . o . .

needs like computing time or advanced instrumentation. Faster
B. Efciency Scale retrieval and processing lead to speedier iteration cycles, al-

As dataset sizes increase, computational costs become a l9\ying researchers to re ne models, incorporate new datasets,

ni cant constraint, particularly in cloud-based environmentsand rapidly respond to emergent issues. This ef ciency has
policy implications, enabling timely, data-driven insights for
decision-makers in climate adaptation, public health, and in-
frastructure planning. The increased scalability democratizes
data-intensive research, expanding participation from small
laboratories to international collaborations. Ultimately, these
advancements bridge the gap between large-scale data gen-
eration and practical usage, advancing scienti ¢ inquiry, sup-
porting robust policy decisions, and fostering global research
collaboration.
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