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Abstract—The accelerating deployment of artificial intelligence
(AI) workloads, driven by recent advancements in AI technology,
has significantly increased the demand for computing resources
and supporting infrastructure. However, the physical and electri-
cal capacity of data centers cannot scale at the same pace, which
introduces a new challenge: accommodating rising compute
demand under stringent power and space constraints. New high
performance GPUs offer better power efficiency compared to
previous generations, and liquid cooling systems are significantly
more efficient than traditional air cooling. These advancements
create an opportunity to upgrade data centers that accommodate
more AI workloads with limitations in physical infrastructure
and power availability.

We propose CAPLAI, Capacity-Aware PLanning for AI infras-
tructure, an AI-assisted stochastic optimization framework for
lifecycle planning in GPU data centers. Our method adopts large
language models (LLMs) to generate diverse and plausible future
scenarios that capture demand growth, hardware efficiency de-
cay, electricity prices, and resale market trends. These scenarios
feed into a stochastic optimization model that determines GPU
purchase, retirement, and cooling infrastructure upgrades. We
evaluate our framework using real-world traces and constraints
derived from a large-scale AI data center at Brookhaven National
Lab. Compared to conventional threshold-based heuristics, our
approach increases the effective GPU computing capacity within
the same power limit by up to 36% and reduces lifecycle
operating cost by up to 32%. Results demonstrate that capacity-
aware, AI-guided planning significantly enhances efficiency and
robustness with the escalating demand and infrastructural limits.
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I. INTRODUCTION

The advancement of artificial intelligence (AI) has led to

the wide adoption of large language models (LLMs) and

generative AI services, resulting in significant growth in GPU-

based data centers. Data centers are critical infrastructures,

providing the computational backbone necessary for both

the AI models’ training and inference. According to recent

industry analyses, the computing capacity of AI data centers

needs to grow by 20–30% annually to meet demand, resulting

in significantly higher GPU deployment and corresponding

energy consumption [1].

A major problem of AI data centers is the high power

density of modern AI hardware. For example, a Nvidia H100

GPU server can draw up to 6 kilowatts, compared to a typical

CPU server—with a similar physical size in the rack—which

consumes around 500 watts [2]. Standard air cooling is be-

coming insufficient as rack power exceeds 30 to 50 kW [3].

While a standard 42U rack can host 42 1U servers [4]–

[6], it can only hold 5 to 8 GPU servers, which leads to

significant space underutilization and low computing power.

Fan power increases cubically with speed, but airflow delivers

diminishing cooling returns due to air’s low heat capacity.

The consequence is not only energy waste but also potential

performance bottleneck. In many facilities today, nearly half

of the power goes to cooling overhead rather than computing

work [7]. Since the power supply to a data center is often

fixed, increased cooling power inevitably reduces computing

capability, especially as computing demand continues to rise.

Liquid cooling transfers heat more efficiently, reducing both

energy waste and thermal risk. With high-thermal-capacity

fluids in direct contact with hot components, liquid cooling

can remove heat far more efficiently than air [8], [9]. Hence,

liquid cooling enables much higher compute density per rack

and extends the hardware lifespan [10]. This means more

GPUs and more computing power can be packed into the same

rack, supporting the growing AI workloads within existing

data center infrastructure and power supply.

Traditional methods for GPU lifecycle planning often rely

on static replacement cycles or heuristic-based strategies [11],

[12]. It’s challenging for heuristic methods to address the

complex uncertainties inherent in GPU data center operations

and accommodate various scenarios. For instance, workload

demands for AI services can be extremely volatile due to

variable user adoption, service expansion, and technological

advancements [13]. Moreover, hardware performance typically

decayed non-linearly over time due to aging, frequent failures,

and workload variability [14]. The rapid release of new GPU

models also contributes to fluctuations in resale values, making

financial planning for hardware upgrades and retirements more

complicated. Therefore, heuristic methods often lead to scenar-

ios of either over-provisioning, resulting in unnecessary cap-

ital expenditure and wasted resources, or under-provisioning,
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which causes degradation in service performance and a loss

of competitive advantage [15], [16].

We propose an AI-assisted stochastic optimization frame-

work that leverages large language models (LLMs) for various

scenario generation. The proposed methodology uses LLMs to

formulate comprehensive future scenarios that simulate realis-

tic variations in workload demand, GPU performance decay,

new hardwares, and market dynamics. The LLM generated

scenarios provide large number of different inputs to our

stochastic optimization model, which makes optimal decisions

regarding GPU procurement, retirement timing, and necessary

cooling infrastructure upgrades under localized power and

space capacity constraints, while considering carbon emissions

throughout the lifecycle.

The main contributions of this paper can be summarized as:

• We propose an LLM-based data center lifecycle plan-

ning framwork that captures complex uncertainties in AI

workload demands, hardware depreciation, and evolving

power/cooling limitations.

• We formulate a stochastic optimization problem that

simultaneously considers the scheduling of upgrades

and retirements for the data center facilities, aiming to

minimize total lifecycle costs and maximize the space

utilization in data centers.

• Through an empirical evaluation with the data collected

from the data center of Brookhaven National Lab, we

demonstrate that Caplai significantly outperforms conven-

tional heuristic methods across various demand growth

scenarios, increases the effective computing capacity

within the same power limit by up to 36%, and reduces

the data center upgrade cost by up to 32%.

II. BACKGROUND

A. Data Center Infrastructure Constraints

Limited Power and Space Capacity: The data center

facility can be equipped with a fixed amount of power to

GPU racks and a limited number of racks, thereby capping

the number of high-wattage devices that can operate. Each

V100 or A100 GPU uses hundreds of watts [3]–[6]; adding

more GPUs or higher-TDP models risks overloading the power

budget. Therefore, any increase in computing must come with

better FLOPs per Watt efficiency rather than simply more

power draw. Newer GPUs usually have greater performance

per watt, which gives the potential for GPU upgrade.

Cooling Limitations: The existing racks use air cooling,

sufficient for 300–400W GPUs but challenged by the heat

generation of newer 700W devices. High-power GPUs like

the H100 in SXM form factor ( 700W TDP) [8], [9], cannot

be densely deployed with standard air cooling, as they would

overheat or cause performance drop. Upgrading to liquid

cooling in the data center could accommodate H100s at full

performance. However, this upgrade has a one-time capital

cost and operational changes. The trade-off is that liquid cool-

ing would allow higher rack densities and improved energy

efficiency to support the next generation of accelerators.

Hardware Depreciation & Residual Value: GPUs are ex-

pensive equipment, but they don’t retain value for long in the

fast-moving AI market. The resale values of older GPUs decay

over time, especially as newer generations become available

quickly. The current V100s, now two generations old, still have

value on secondary markets. However, A100s will likewise

lose value after H100s and BL100s are announced [17]. This

caused the intuition to retire older GPUs earlier to get funds

that can make new purchases. On the other hand, running

hardware to its full useful life can maximize the return

on investment. Hence, retirement timing is a balancing act

between performance needs and residual value recovery.

B. GPU computing efficiency study

To have a better understanding of the computing to power

performance of different generations of GPUs, we compare

NVIDIA’s V100, A100, and H100 GPUs in terms of per-

formance and suitability for large AI workloads [18]–[20].

Table I summarizes key specifications and metrics. The H100’s

Hopper architecture introduces faster memory (HBM3) and

more compute units, delivering significantly higher through-

put. And H100 supports 8-bit floating point (FP8) calculations

and a Transformer Engine, enabling up to four times higher

performance on AI workloads at lower precision than A100.

Compared to the V100, the H100 has 8.3 times more com-

puting power and 2.3 times higher rated power, making it

approximately 3.6 times more power-efficient.

TABLE I
EVOLUTION OF NVIDIA DATA CENTER GPUS

Model Year TDP
Memory Memory FP16

Bandwidth (GB) (TFLOPS)

V100 2017 300W 900 GB/s 32 120
A100 2020 400W 2039 GB/s 80 312
H100 2022 700W 3000 GB/s 80 1000

III. RELATED WORK

A. GPU Lifecycle Planning in Data Centers

Current data center lifecycle planning usually uses static

provisioning or heuristic-based strategies. It is challenging for

those methods to address the dynamic AI workload demand

and the uncertainties in hardware performance degradation.

These methods could cause low computing resource utilization

and higher operational costs [12], [21].

Recent studies have explored more dynamic strategies for

managing the GPU lifecycle. For example, some approaches

use predictive models to forecast the workload demands in

data center [22], [23]. However, these methods often lack

integration with well-defined optimization frameworks. A

method that combines comprehensive predictions with a robust

optimization framework is needed to address the problem.
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B. AI-Driven Scenario Generation

LLMs have been widely deployed to enhance scenario

generation for case studies and what-if studies [24]. The AI-

driven approaches can generate diverse and reasonable future

scenarios [25]–[29], to capture potential variations in work-

load demands, hardware performance, and market dynamics.

With LLMs, it’s easier for data center operators to anticipate

and prepare for different possible futures, and improving

the robustness of their planning processes. Besides these

advancements, integrating AI-generated scenarios into formal

optimization models remains a challenge. Existing approaches

only adopt scenario generation but haven’t incorporate these

scenarios into stochastic optimization frameworks that can

guide decision-making under uncertainty [30]. Therefore, we

need methodologies that blend AI-driven scenario generation

with optimization techniques to enhance lifecycle planning in

GPU data centers.

C. Stochastic Optimization for Data Center Management

Stochastic optimization has been widely used for managing

uncertainties in data center resource management. By model-

ing uncertainties in workload demands, hardware performance,

and energy costs, we can reduce the operation cost and im-

prove the resource utilization and power efficiency [23], [31]–

[34]. Previous work applied stochastic optimization to specific

aspects of data center operations, such as energy management

and virtual machine placement [35], [36]. However, the work

often focuses on single-component optimization rather than a

holistic approach to lifecycle planning.

IV. PROBLEM FORMULATION

A. Model Overview

We formulate a stochastic optimization model for data

center lifecycle planning over a multi-period horizon t =
1, . . . , T . In our optimization model, we consider multiple

server types i ∈ I for different servers, including hybrid

racks that integrate CPU-only nodes and GPU-accelerated

nodes. The heterogeneous setting enables the model to capture

the power–performance coupling inherent between CPUs and

GPUs. Each server type is characterized by distinct compute

capacities and power consumption. Our formulation takes

carbon emissions into consideration, explicitly capturing the

embedded emissions from hardware manufacturing and dis-

posal and the operational emissions generated by energy usage.

These emissions are modeled as emission costs [37].

For more realistic modeling, we set a hard limit pmax

on total electricity power draw from the grid for both IT

equipment and cooling infrastructure. In this framework, we

use power oversubscription through statistical multiplexing to

ensure that the expected total power consumption remains

compliant with the established grid capacity limits. Lastly,

the model considers the different in price and efficiency of

multiple cooling technologies c ∈ C, such as air cooling,

liquid cooling, and immersion cooling. Each cooling strategy

has corresponding efficiency factor ηc, one time purchase cost,

and operational expenditures (CAPEX/OPEX).

Operating costs in the model are formulated as operational

and maintenance expenses related to labor, hardware mainte-

nance, and facility management. the operational cost function

considers fluctuations in electricity pricing celec
t and time-

varying emission factors ϕt. To address uncertainties in data

center operations, our optimization approach considers the

uncertainty of workload demands, GPU performance degra-

dation, and hardware resale values.

The target of the optimization model is to minimize total

lifecycle cost with the consideration of environmental impact

by optimally deciding purchase, operation, and retirement

of heterogeneous GPU servers and cooling systems under

realistic constraints.

TABLE II
NOTATION TABLE

Symbol Description

Indices and Sets

t ∈ {1, . . . , T} Time periods.

i ∈ I Server types (CPU–GPU combinations).

c ∈ C Cooling technologies.

ω ∈ Ω Stochastic scenarios.

Parameters

ki Compute capacity per server type i.

pIT
i

IT power per server type i at full utilization.

ηc Cooling overhead factor for technology c.

pmax Grid power limit.

dt,ω Workload demand in period t, scenario ω.

αi,τ Performance degradation factor of server i with age τ .

c
cap
i,c

Capital cost per server i with cooling technology c.

cmaint
i

Maintenance cost per server i.

celec
t Electricity price in period t.

ϕt Carbon intensity of electricity in period t.

ζemb
i

Embedded carbon for manufacturing server i.

ζ
disp
i

Disposal emissions for server i.

vi,t,ω Resale value per server i in period t, scenario ω.

Decision Variables

xnew
i,c,t

Number of server i with cooling c purchased at time t.

xretire
i,t

Number of server i retired at time t.

ni,c,t Number of active server i with cooling c at time t.

yt,ω Workload served in period t, scenario ω.

B. Objective Function

Table II describes the notations of the problem formulation.

The object is to minimize expected total lifecycle cost:

min
x,N

Eω

[

∑

t,i,c

ccap
i,c x

new
i,c,t +

∑

t

(

celec
t et,ω +

∑

i,c

cmaint
i ni,c,t

)

+ κ
∑

t

(

ϕt Et,ω +
∑

i,c

ζemb
i xnew

i,c,t +
∑

i

ζdisp
i xretire

i,t

)

−
∑

t,i

vi,t,ω xretire
i,t

]

.
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This objective function captures the cost of data center

lifecycle management under uncertainties. The first term rep-

resents the CAPEX for acquiring and deploying new servers

with specific cooling technologies. The second term accounts

for OPEX, combining electricity costs and maintenance costs

of active servers. The third component internalizes the car-

bon cost by monetizing both operational emissions (due to

electricity use) and embedded emissions (from manufacturing

and disposal of hardware). Finally, the salvage value of retired

servers is deducted, reflecting the financial benefit from hard-

ware resale. In our model, we keep both the salvage value and

the disposal carbon emissions of retired servers. In practice,

some hardware may be resold or recycled, we conservatively

assume that a portion of embodied carbon remains attributable

to the data center that retires the equipment. This reflects

the fact that resale does not eliminate eventual disposal and

associated emissions. In this model, the salvage value captures

financial recovery, while the disposal carbon term internalizes

the environmental cost associated with lifecycle completion.

By optimizing this objective, the model balances the trade-

offs among investments, operational efficiency, and long-term

value recovery across multiple planning scenarios.

C. Constraints

The optimization is subject to constraints ensuring feasibil-

ity and service requirements:

Demand Satisfaction. Each period, available computing

capacity must meet workload demand (scenario ω):
∑

i∈I

∑

c∈C

αi,τ(i,t) ki ni,c,t ≥ dt, ∀t,

where τ(i, t) is the age of servers type i at period t.
Performance degradation and oversubscription are captured by

α. A stricter probabilistic or chance constraint can be applied,

but here we ensure deterministic peak-demand satisfaction.

Power Capacity Constraint. The total power draw from

IT equipment plus cooling cannot exceed grid capacity pmax:
∑

i,c

ηc p
IT
i ui,t ni,c,t ≤ pmax, ∀t,

where the server utilization fraction ui,t is set at typical

(e.g., average or high percentile) values to allow power over-

subscription. A high-probability constraint or dynamic power-

capping could ensure reliability.

Server Inventory Dynamics. Server inventory updates with

procurement and retirement:

ni,c,t = ni,c,t−1 + xnew
i,c,t − xretire

i,c,t , ∀i, c, t.

with initial condition ni,c,0 provided, and constraints

ni,c,t, x
new
i,c,t, x

retire
i,c,t ≥ 0.

Cooling Capacity and Selection. Limits on deployment of

cooling technologies:
∑

i

ni,immersion,t ≤ l · rrack,

where l is rack limit and rrack servers per rack. Cooling effi-

ciency (ηc) captures the CAPEX/OPEX trade-offs implicitly.

Operational Cost Calculation. Energy cost is calculated

as

et,ω =





∑

i,c

ηcp
IT
i ui,t,ωni,c,t



∆t,

with ∆t period duration in hours.

Non-negativity and Integrality. Non-negativity and inte-

grality constraints:

xnew
i,c,t, x

retire
i,c,t , ni,c,t ≥ 0.

Integrality may be relaxed for strategic planning. Logical

constraints (no retirements exceeding existing stock):

xretire
i,t ≤

t
∑

τ=1

xnew
i,c,τ −

t−1
∑

τ=1

xretire
i,τ .

D. Assumptions of Modeling

We make several reasonable modeling assumptions. First,

we assume the workload demand dt is primarily GPU-

intensive, with CPU requirements implicitly accounted for

within the GPU-based server configurations. Each server type

i is characterized by fixed compute capacity ki and IT power

consumption pIT
i . Embedded carbon emissions are modeled

with embodied emissions ζemb
i and disposal emissions ζdisp

i ,

they account for emissions from manufacturing, deployment,

and representing end-of-life impacts. To model realistic oper-

ational behavior, we incorporate typical utilization rates ui,

allowing for power oversubscription under the assumption

that the risk of simultaneous peak usage can be managed.

Cooling overheads are captured using constant efficiency fac-

tors ηc, with each server associated with a single cooling

technology. Operational costs are simplified through linear per-

server maintenance costs cmaint
i , which approximate a range

of variable expenses such as labor and upkeep. We allow for

time-varying electricity prices celec
t and carbon emission prices

ϕt. We use a scenario-based stochastic modeling approach to

account for uncertainty. Each scenario ω has an corresponding

probability pω . The aging factor αi,τ measures the perfor-

mance degradation over time. Finally, resale prices vi,t are

treated as uncertain and incorporated into the decision-making

process via their expected values.

V. LLM–ASSISTED SCENARIO GENERATION

Data-center capacity planning is a problem with high uncer-

tainty in future workloads, technology roadmaps, and energy

constraints. Classic scenario planning (intuitive logics, trend

extrapolation, Monte-Carlo simulation, etc.) relies on experts

to distill a handful of narrative futures [22], [23]. Furthermore,

such human-only workflows are slow (weeks of facilitation),

costly (domain specialists, external consultants), and prone

to cognitive bias [26]. Recent work demonstrates that large

language models (LLMs) can draft coherent, diverse scenario

narratives in minutes and at negligible marginal cost [27]–[29].

We extend this insight with a workflow that couples human

interpretability with formal stochastic modelling via varying

parameter distributions.
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A. Human vs. LLM Scenario generation

Traditional scenario workshops rarely produce a large num-

ber of scenarios bacause of the limitation from meeting time,

experts’ bandwidth, and cognitive bias typically cap coverage

at three to five cases. A single LLM prompt can deliver dozens

of coherent storylines in minutes. Human discussions can add

valuable insight, but may also introduce distractions. When

human experts do brainstorming, using high-temperature sam-

pling in an LLM can achieve a similar effect with much

less effort. What used to take days of discussion can now be

accomplished in a two-hour LLM sampling, making scenario

planning accessible even with limited resources.

B. AI-Augmented Workflow

Firstly, we select a small set of macro cases, for example,

LLM demand is increasing exponentially. For each case, we

use a chain-of-thought prompt that first analyzes key drivers,

and then we create a timeline for this macro case. Finally,

generate a detailed description with key timeline and events

information. The domain expert agent reviews the output,

corrects factual errors, and extracts the scenarios most relevant

to the optimization engine. Next, we translate quantitative

features (e.g., “demand grows 20% per quarter”) into baseline

{µ
(m)
t }Tt=1 wiht parsing templates. We design an explicit noise

model for each baseline, such as d
(m)
t,ω ∼LogNormal(µ

(m)
t , σ2).

C. Illustrative Example

Suppose we solicit the following scenario from the LLM:

“Over 2025–2027, LLM services expand aggressively,
doubling demand yearly. NVIDIA’s next-gen GPU arrives
in mid-2026, older GPU resale values down by 40%.
Electricity costs rise slowly, by 5% per year.”

From this description, we extract baseline: (i) demand grows

20–25% each quarter, (ii) new GPU releases occur in Q2 2026,

and (iii) older GPU resale values drop abruptly around Q2–Q3

2026. Then, for each quarter t, we define random variables—

e.g., dt,ω ∼ N (µt, σ
2)—where µt follows the LLM’s stated

20–25% growth pattern, and σ2 is set by our domain knowl-

edge or stress-testing strategy (e.g., a 10% standard deviation

around the mean). We repeat this for GPU performance and

resale value if needed. With AI-assisted scenario generation,

we can easily explore a massive number of what-if studies that

cover different future demands and market trends.

VI. EVALUATION

We assess the proposed AI-assisted stochastic planner from

four complementary perspectives:

1) Data center capacity expansion with space and power

limits (§VI-B).

2) End-to-end life-cycle cost saving against a threshold-

based heuristic (§VI-C).

3) Quality of LLM-generated scenarios and their impact

on planning robustness (§VI-D).

4) Sensitivity to carbon price to highlight the importance

of explicitly pricing emissions (§VI-E).

We evaluate our stochastic optimization approach by simu-

lating a mid-sized data center’s GPU lifecycle planning.

AI-Assisted Stochastic Planning: Our method uses the op-

timization framework described in Section IV with scenarios

derived from LLM-generated scenarios and noise.

Heuristic Upgrade Strategy: Upgrades are triggered by

simple thresholds (e.g., “Buy new GPUs if current utilization

exceeds 90%”), and cooling upgrades occur only when power

limits are exceeded for two consecutive quarters.

A. Simulation Setup

Table III summarizes the key input parameters for the

simulation. We generate three different demand growth trends

(High, Moderate, Low). Within each scenario, we sample Ωs

realizations from Gaussian distributions around that scenario’s

baseline for workload demand, GPU resale values, and op-

erational cost. The Gaussian distribution’s mean µ is to the

baseline value, and the variance σ2 is estimated using each

price’s historical variance within a short period of time.

TABLE III
KEY SIMULATION PARAMETERS

Parameter Value

Time Horizon 12 quarters (3 years)
GPU Types {V100, A100, H100}
Purchase Costs A100 = $10k, H100 = $20k
Power Caps (kW) Air: 3; Liquid: 12; Immersive: 18
Cooling Upgrade Cost Liquid = $5k, Immersive = $8k
Scenarios (S) High, Medium, Low Demand Growth
Micro Draws (Ωs) 20 draws/scenario for random demand
Electricity Rate $0.10/kWh
Total power 2MW

B. Capacity Expansion Under Fixed Space & Power Caps

We conduct a stress-test experiment to validate the com-

puting capacity improvement: Firstly, fix the rack count and

2 MW facility power limit from Table III. Each scenario’s

baseline demand trace dbase
t is multiplied by a scalar load factor

α∈ [ 1, 2.0 ].1 Then, for a given α, we solve the optimization

model (§IV) and check feasibility of the resulting deployment

in every quarter: rack-count ≤ X and total power draw ≤ 2
MW. Lastly, using binary search on α, we record the maximum

feasible load factor α⋆ for both the heuristic baseline and our

AI-assisted planner.
a) Results.: Table IV reports the peak quarterly kilo

GPU-hours that can be satisfied (Demand = α⋆
∑

t d
base
t )

alongside the percentage headroom gained.
b) Takeaways.: The optimized plan unlocks 32–36%

more compute capacity within the same physical envelope by:

(i) early migration to higher–FLOP/W GPUs, upgrade V100

and A100 to H100, (ii) rack-level liquid cooling that raises the

per-rack power budget from 3 kW to 12 kW, and (iii) retiring

legacy V100 nodes whose poor perf/W otherwise spend a lot

on the power cap. This highlights that the planner improves

the data center capacity based on the power and space limits.

1Values α > 1 represent additional clusters or external tenant jobs that
would otherwise be off-loaded to another site or cloud.
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TABLE IV
PEAK DEMAND SERVED UNDER THE EXISTING 2 MW AND RACK-COUNT

CAPS.

Scenario Heuristic Optimized Improve

Fast-Growth 420 572 +36%
Linear-Growth 310 419 +35%
Slow-Growth 150 198 +32%

C. End-to-End Cost Optimization

We measure total life-cycle cost: purchases + cooling up-

grade + electricity expense − salvage. Figure 1 compares the

proposed method and the baseline under three distinct demand

growth scenarios. From our simulations, the cost saving comes

from retiring the old GPUs with high residual value and the

accurate prediction of the demand.

In the Fast-Growth scenario, our method achieves a total

cost of $283M compared to $397M for the manual approach,

yielding a savings of about 28.7%. Under Linear-Growth

demand, the cost difference is $221M vs. $316M with 30%

savings. For Slow-Growth demand, the costs are $132k vs.

$196k, saving up to 32%.
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Fig. 1. Illustrative total life-cycle cost under CAPLAI and the manual
heuristic.

D. Evaluating LLM-Generated Scenarios

1) End to end Robustness: We benchmark the LLM

pipeline against two baselines: (1) Historical-Fit (HF): sce-

narios obtained by ARIMA forecasting of the past 12 quarters.

(2) Expert-Workshop (EW): three hand-crafted narratives

produced by a domain expert panel.

a) Diversity & Coverage.: We compute pairwise

Jensen–Shannon divergence of normalized demand trajecto-

ries. As shown in figure 2, the LLM set achieves a mean JSD

of 0.34, versus 0.21 (HF) and 0.26 (EW), indicating broader

coverage of potential futures.

b) Realism.: To test internal coherence, we sample 1 000

synthetic quarterly time-series from each scenario family and

compare them against an held-out 2024–2025 trace from a

public LLM inference service [38]. The Kolmogorov–Smirnov

distance between empirical CDFs of quarterly growth factors is

smallest for LLM (0.12) relative to HF (0.19) and EW (0.16).

c) Planning Robustness.: Running our optimizer with

HF and EW scenarios increases mean life-cycle cost by 6.3

% and 3.8 %, respectively, compared with LLM scenarios,

because unanticipated demand spikes in 3Q-4Q 2026 trigger

emergency GPU purchases at higher spot prices.
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Fig. 2. Scenario-set diversity measured by pairwise Jensen–Shannon diver-
gence (lower-triangle heatmap); darker means more dissimilar.

2) Historical Replay Back-Test (2016–2024): To validate

that our Scenario-Generation Agent (SGA) improves forecast

uncertainty—and not merely mean-squared error—we replay

eight years of production traces (2016–2024) under a strict

walk-forward protocol.

a) Metric.: Let h ∈ {1, . . . , H} index the H monthly

evaluation cut-offs. For each h we generate a scenario deck

{d̃
(k)
t }Kk=1 covering the 12-month forecast window [h, h+T ),

and compute its variance σ2
forecast,h; the realised trace over the

same window has variance σ2
real,h. We have variance-error

VarErr =
1

H

H
∑

h=1

(

σ2
forecast,h − σ2

real,h

)2
. (1)

b) Baselines.: Table V lists the naı̈ve models we bench-

mark against. All share the same input window—

the last 12 months visible at h—and require no hyper-

parameter tuning beyond what is shown.

TABLE V
DEMAND-FORECAST BASELINES USED IN THE REPLAY EXPERIMENT.

Baseline Forecast rule Hyper-parameters

Linear trend OLS on last 12mo none
Exponential dt+1 = dt exp(β) β = CAGR(12mo)
Seasonal naı̈ve Repeat from t− 12 n/a
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c) Walk-forward protocol.: For each monthly horizon h
from January 2016 through December 2024, we first freeze all

information available up to month h. The Scenario-Generation

Agent (SGA) then draws K = 200 stochastic trajectories with

the LLM, after which every baseline in Table V is refit on the

same historical window. Finally, we assess forecast quality by

computing the variance-error metric in Eq. (1) over the next

T = 12 months.

d) Results.: As shown in Figure 3, across H = 108
rolling horizons, SGA reduces the variance-error metric by

42%±7 pp on average relative to the strongest naı̈ve baseline.

The single largest improvement 64% occurs in March 2020,

when pandemic-induced demand spikes invalidate all simple

trend assumptions.
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Fig. 3. Percentage reduction in variance-error per horizon (box = IQR,
whiskers = 5–95th pct.).

E. Carbon-Price Sensitivity

Current Carbon price is around $30$/tCO2e [37]. To eval-

uate the decision making with different importance level to

carbon emission, we vary the social cost of carbon (cCO2 ) from

$30 to $2000 $/tCO2e, applying it to both electricity and the

embodied emissions of new GPUs. Figure 4 illustrates the op-

timal cost improvement for different carbon prices. At $50 $/t,

the planner already shifts 18% of quarterly demand from

V100s to A100s thanks to their higher FLOPs/W. When the

price exceeds $100 $/t, liquid cooling becomes cost-effective

a full year earlier—from Q2 2026 to Q2 2025—because the

improved power-usage effectiveness (PUE) reduces cumulative

emissions. Despite the increase from $0 to $200 $/t, the total

discounted cost rises by only 6%, indicating that proactive

hardware choices absorb most carbon penalties.

VII. DISCUSSION

CAPLAI is a framework that guides the data center lifecycle

planning. However, there are some limitations of the current

system. First of all, the data center upgrade and retirement

plans could not be directly evaluated before we select and

implement the lifecycle decision. Therefore, we chunk the

long-term (three-year) planning into shorter time periods (a

quarter) plans. This strategy gives us the space to fine-

tune the data center lifecycle planning with new incoming
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Fig. 4. Impact of carbon price on optimal upgrade timing (bars: purchase +
retrofit capex, lines: carbon charge).

information. The second limitation is the challenge to reduce

the hallucinations of LLMs in CAPLAI. In our evaluation,

we observed that the macro cases’ quality is more easily

affected by hallucinations compared with the micro cases. This

is mainly because the micro cases are generated under the

guidance of mathematical distributions, but the macro cases

are mainly generated from the few-shot learning of LLMs.

Although we have the fact validation agent, the macro case

generator is still the bottleneck of CAPLAI’s performance.

One potential method to improve the macro case generation is

to keep optimizing the macro case generation’s guidance [24].

The other method is to improve the capability of the fact

validation agent.
A promising future direction of CAPLAI is extending the

framework into a closed-loop, multi-agent system for end-

to-end infrastructure management. Scenario generation agent

uses LLMs to translate high-level business factors—such as

budget limits, risk level, and SLOs into structured planning

constraints. We can use real-time monitoring data from job

traces and the cooling system to continuously fine-tune sce-

nario realism and enable dynamic updates to workload models.

Finally, the real-time manager agent uses a digital twin of the

facility, adjusts workloads and infrastructure operations, and

feeds telemetry back into the planning loop.

VIII. CONCLUSION

We propose an AI-assisted stochastic optimization frame-

work, CAPLAI, that balances GPU data center upgrades and

retirements under uncertainty. Using LLM-generated macro

and micro scenarios, CAPLAI captures demand and hardware

trends and proposes the optimal data center lifecycle strate-

gies. Evaluation shows CAPLAI outperforms threshold-based

strategies, increasing compute capacity by up to 36% and

reducing lifecycle costs by up to 32%. Results highlight the

promise of combining LLMs with optimization for robust data

center infrastructure planning.
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