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ABSTRACT Estimating a child’s age from ocular biometric images is challenging due to subtle physiological
changes and the limited availability of longitudinal datasets. Although most biometric age estimation studies
have focused on facial features and adult subjects, pediatric-specific analysis, particularly of the iris and
periocular regions, remains relatively unexplored. This study presents a comparative evaluation of iris and
periocular images for estimating the ages of children aged between 4 and 16 years. We utilized a longitudinal
dataset comprising more than 21,000 near-infrared (NIR) images, collected from 288 pediatric subjects
over eight years using two different imaging sensors. A multi-task deep learning framework was employed
to jointly perform age prediction and age-group classification, enabling a systematic exploration of how
different convolutional neural network (CNN) architectures, particularly those adapted for non-square ocular
inputs, capture the complex variability inherent in pediatric eye images. The results show that periocular
models consistently outperform iris-based models, achieving a mean absolute error (MAE) of 1.33 years and
an age-group classification accuracy of 83.82%. These results mark the first demonstration that reliable age
estimation is feasible from children’s ocular images, enabling privacy-preserving age checks in child-centric
applications. This first longitudinal benchmark for pediatric ocular age estimation provides a foundation for
designing robust, child-focused biometric systems. The developed models proved resilient across different
imaging sensors, confirming their potential for real-world deployment. They also achieved inference speeds
of less than 10 milliseconds per image on resource-constrained VR headsets, demonstrating their suitability
for real-time applications.

INDEX TERMS Child age estimation, CNN, model benchmarking, ocular biometrics, sensor bias, virtual
reality.

I. INTRODUCTION

With rising concerns around child safety in virtual environ-
ments, the need for accurate, privacy-preserving, and low-
latency age estimation methods has become more urgent than
ever, particularly as Virtual Reality (VR) headsets become
increasingly accessible to younger audiences. Recently,
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estimating a person’s age based on biometric traits has also
gained significant traction in various application domains,
including personalized healthcare, forensic analysis, and
identity management systems [1]. In particular, in VR envi-
ronments, age estimation is critical in ensuring compliance
with age-appropriate content delivery, protecting minors from
explicit or unsafe experiences, and enabling adaptive user
interfaces that respond to developmental needs [2]. Here,
biometric age estimation performed directly on-device could
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serve as a viable alternative to manual age input, which
is often unreliable, easily bypassed, and prone to user
disengagement.

While prior research has largely focused on facial features,
ocular regions like the iris and periocular structures remain an
underexplored yet promising avenue, especially for pediatric
populations [3], [4]. These regions are less susceptible
to expression, occlusion, or pose variation, and remain
accessible even when the lower face is masked or cropped.
Recent studies have explored periocular regions for adult
age estimation. For example, Bisogni et al. [S] achieved 84%
accuracy using periocular RGB videos for age-group classifi-
cation. However, pediatric ocular age estimation, particularly
using NIR imagery, remains largely unaddressed. More
importantly, periocular and iris features encode age-related
cues such as eyelid geometry, scleral reflectance, and iris
texture [6], which evolve over time. Despite this potential,
their use in pediatric populations remains underexplored, and
no prior work has systematically compared the predictive
value of iris versus periocular regions in children. Moreover,
no prior study has conducted this comparison under realistic
deployment conditions, such as cross-sensor settings and
latency-constrained hardware. In this study, we address
this gap by leveraging a longitudinal dataset of over
21,000 NIR ocular images collected from 288 subjects aged
4 to 16, and evaluating age estimation performance across
both modalities using deep learning models optimized for
real-world deployment.

Ocular biometrics offer several practical advantages: they
are non-invasive, generally stable over time, and valuable in
cases where face images may be unavailable or unsuitable [7].
Despite this, most prior work on age estimation has
concentrated on adult datasets [8], [9], leaving open questions
about how age-related changes manifest in children’s ocular
features. As children grow, ocular anatomy undergoes
significant changes, shaped by both biological maturation
and environmental exposure. Prior studies have shown that
characteristics like axial length, corneal curvature, and iris
texture exhibit measurable growth during childhood and
adolescence [10], [11], [12]. Such developmental variability
poses challenges for models trained primarily on adult
datasets, which may fail to generalize across pediatric age
groups.

One fundamental question that remains is which ocular
region offers the most informative features for pediatric age
prediction. Some studies rely solely on iris-based features
[8], [13], while others have explored facial analysis [14], but
a systematic comparison of ocular sub-regions in children
remains lacking. Including broader contextual cues, such
as eyelid geometry, scleral patterns, and periocular skin
texture, may enhance performance; however, this has not been
thoroughly explored.

Another essential consideration is sensor variation. In prac-
tical settings, images are often captured with different
devices, each introducing variations in resolution, lighting,
and image quality. This sensor-related variability, known as
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sensor bias, can affect model generalization [15]. Although
sensor interoperability has been studied in other biometric
modalities, its impact on pediatric ocular age estimation
remains underexplored. Therefore, this study explicitly
evaluates cross-sensor generalization to better understand and
enhance sensor interoperability, an essential requirement for
practical biometric deployments.

Finally, for real-time applications such as virtual reality,
models must be lightweight and responsive. VR envi-
ronments require low-latency inference to maintain user
comfort [16], placing strict constraints on model complexity
and processing time. In this work, we evaluate multi-task
deep learning models (for age group classification and exact
age regression) trained on both iris and periocular images,
compare their performance across age groups and sensor
conditions, and assess their deployment viability on resource-
constrained VR hardware.

Our main contributions are as follows:

o A comparative analysis of iris and periocular (eye-
based) images using a multi-task learning framework for
both age-group classification and exact age regression,
demonstrating the advantages of combining coarse and
fine-grained predictions.

o A multi-task learning framework trained on subject-
exclusive splits, incorporating soft labels and confidence-
based age analysis across developmental stages to
interpret model uncertainty and age-specific variations.

« A demonstration of real-time feasibility on the Oculus
Quest 2 headset, deploying MobileNetV3 with inference
latency suitable for immersive, privacy-preserving on-
device applications.

The remainder of the paper is organized as follows.
Section II reviews relevant work in biometric age estimation
and ocular analysis. Section III describes our dataset, pre-
processing steps, and model training procedures. Section IV
presents experimental results, sensor generalization, and VR
deployment benchmarks. Section V outlines limitations and
broader implications. Section VI concludes the paper.

Il. BACKGROUND AND RELATED WORK

The rapid expansion of VR platforms among minors
has prompted urgent questions around digital safety and
age-appropriate access. In this context, biometric-based,
on-device age estimation presents a timely and privacy-
conscious alternative to conventional age verification
methods. Age verification in VR platforms is currently
dominated by third-party identity verification services that
combine government-issued IDs with biometric checks [17].
These systems, such as those offered by Persona [18], prompt
users to submit identification documents via smartphone
or webcam, from which relevant metadata, such as date of
birth, is extracted and processed. While effective for formal
verification, this approach introduces onboarding friction,
depends on external infrastructure, and is not optimized for
real-time, on-device use in child-centric applications.
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Ocular biometrics, particularly in pediatric populations,
present a promising alternative. Prior research has shown that
ocular structures undergo measurable physiological changes
throughout childhood. Hashemi et al. [10] reported a strong
correlation between age and axial length, noting an annual
increase of 0.16 to 0.39 mm among children aged 6 to 18.
Similarly, Zengin et al. [11] reported age-dependent changes
in choroidal thickness across subjects aged 4 to 23. These
findings indicate that ocular anatomy contains age-related
indicators, rendering it a feasible method for estimating
biological age.

Yet, most iris-focused research has concentrated on
identity recognition rather than age estimation. Recent
longitudinal studies have explored how iris stability holds up
as children grow, offering new insights into its persistence
during early development. Das et al. [19] studied data from
209 children aged 4 to 11 over three years, revealing that
although match scores exhibited a slight decline over time,
the impact of aging was statistically significant but practically
minor. A follow-up study by Das et al. [20], spanning up to
6.5 years, confirmed that iris recognition systems maintained
high accuracy for young individuals, with no operational
degradation over time. These findings suggest that iris
recognition remains reliable in pediatric populations, with
match score variability mainly attributed to factors such as
pupil dilation rather than structural changes.

Strong recognition performance does not necessarily imply
the absence of age-related biometric signals. Fairhurst and
Erbilek [6] demonstrated that natural physiological changes
in the iris due to aging can lead to measurable structural
variation, even if these do not compromise identity matching.
This suggests that while recognition systems may remain
robust, the same subtle structural cues, such as changes in
iris texture, pupil boundary, or stroma patterns, may still carry
predictive information about age.

Only a few studies have investigated age prediction directly
from iris imagery. Erbilek et al. [8] used geometric features
and support vector machines to classify adult age groups,
achieving 75% accuracy on a limited dataset. Another
study by Sgroi et al. [13] introduced an iris texture-based
classification approach that distinguishes between older and
younger subjects by exploiting subtle, age-related textural
cues present in the iris. More recently, deep learning
approaches have shown promise in modeling subtle ocular
changes. Rajput et al. [21] studied an iris-based gender and
age classification, indicating that deep CNNs can capture
information across the iris that is indicative of both gender
and aging cues. Despite these advances, most studies remain
adult-focused, with children either underrepresented or
analyzed alongside adults, limiting insights specific to early
developmental stages. This is particularly critical, as ocular
development accelerates during puberty [22], introducing
more complex and nonlinear changes.

Sensor variability further complicates the modeling of
ocular traits. Differences in imaging devices, including
resolution, illumination, and optical distortion, can impact
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both segmentation and downstream performance. Gangwar
and Joshi [15] reported a drop in iris recognition accuracy
under cross-sensor evaluation, emphasizing the sensitivity of
deep models to acquisition conditions. This issue is particu-
larly pronounced in pediatric contexts, where physiological
responses to environmental stimuli differ significantly from
those of adults. For instance, Hartstein et al. [23] observed
that children exhibit substantially faster and stronger pupil-
lary constriction in response to blue light compared to
adolescents, indicating sensor response differences that could
affect feature consistency.

Real-time deployment introduces additional constraints.
VR platforms, in particular, demand sub-11 ms inference
latency to preserve user comfort [24]. High-capacity models
often exceed this threshold, limiting their practical use
on standalone systems. Despite these challenges, no prior
study has systematically examined pediatric age estimation
using both iris and periocular modalities across modern
deep learning backbones, nor assessed their suitability for
real-time deployment in constrained VR environments.

Our work addresses these gaps by presenting the first
systematic comparison of pediatric age estimation using
two ocular input modalities: normalized iris images and
periocular eye images. We benchmark six deep learn-
ing architectures—EfficientNet-B3 [25], MobileNetV3 [26],
ResNet-50 [27], DenseNet-121 [28], ConvNeXt-Tiny [29],
and the hybrid MobileViT [30]—across both input types.
Further, we evaluate their generalization performance under
cross-sensor conditions and assess their feasibility for deploy-
ment on VR platforms. These experiments aim to establish
practical and scalable baselines for real-time pediatric age
estimation using ocular biometrics.

ill. METHODOLOGY

A. DATASET PREPARATION

1) DATA COLLECTION

The dataset used in this study was collected as part of a
longitudinal biometric research effort [19], [20] conducted
at Clarkson University, with a specific focus on studying
biometric recognition in children. Although the broader study
involved multiple biometric modalities, this work focuses
exclusively on the iris modality.

Participants were recruited from public schools in the
Potsdam, NY area, including elementary, middle, and high
schools. Participation was voluntary, with informed consent
obtained from parents and age-appropriate assent from the
children. All procedures were approved by Clarkson Univer-
sity’s Institutional Review Board (IRB). The study design and
data handling processes were reviewed and authorized by the
appropriate ethics board to ensure compliance with privacy
and child protection standards. No personally identifying
information was collected or stored, and all image data were
anonymized prior to analysis.

Initial enrollment included children aged 4 to 11 years.
Over time, the study expanded to include younger children
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in Pre-K, typically aged 4 to 5. Data collection occurred
twice annually, in the spring and fall, allowing for roughly
six-month intervals between sessions. This biannual schedule
was designed to support longitudinal analysis of develop-
mental changes in ocular biometrics. Four collection sessions
were canceled due to the COVID-19 pandemic, resulting in
occasional timeline gaps and reducing temporal continuity
for some participants.

As is common in long-term pediatric studies, variation
in individual participation occurred due to absences, relo-
cation, or withdrawal from the study. Consequently, not
all participants contributed data at every time point. The
dataset comprises over 21,000 ocular images from 288 unique
subjects, aged 4 to 16 years, collected over eight years.
Figure 2 shows the distribution of images across subject age,
with both left and right eye samples considered.

Two NIR iris imaging devices were used throughout the
study. The IrisGuard IG-AD100 Dual Iris Camera (IG-
ADI100) [31] was used in earlier phases and accounted for
the majority of sessions, yielding 16,285 images. The Iris ID
iCAM T10 iCAM T10) [32] was introduced in later sessions,
contributing an additional 5,014 images. Representative
samples from both devices are shown in Figure 1.

In terms of sensor distribution, 16,885 eye images were
captured using the IG-AD100, while 5,337 eye images were
collected with the iCAM T10. Although the IG-AD100 was
used for most sessions, each age group includes data from
both sensors. A summary of the dataset composition is
provided in Table 1.

Data collection was carried out under semi-controlled
lighting conditions to maintain consistent image quality.
Blinds were drawn to minimize interference from ambient
NIR light, and participants were given time to adapt to the
lighting environment to reduce pupil dilation artifacts.

Multiple studies have been performed on this iris dataset,
including [19], [20], which investigated the longitudinal
stability of iris recognition in children. The first study
analyzed data from 209 subjects aged 4 to 11 over 3 years,
reporting a statistically significant but practically negligible
aging effect [19]. The follow-up study extended the analysis
to 230 subjects across 6.5 years, confirming the long-term
viability of iris recognition in pediatric populations and con-
cluding no measurable degradation in matching performance
due to aging [20].

2) DATA PRE-PROCESSING
To prepare the data for model training, we first calculated
the age of each participant by subtracting their birth year
from the year the image was captured. The dataset spans
approximately 17 biannual collection sessions conducted
over eight years, with four sessions missed due to the COVID-
19 pandemic. This resulted in a subject age range from 4 to
16 years.

To better capture developmental variations, we grouped the
data into two age categories:
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FIGURE 1. Example NIR eye images captured using two different iris
imaging devices. The left column shows images collected with the
1G-AD100, while the right column shows images from the iCAM T10. Rows
correspond to ages 9, 10, 11, and 12 (top to bottom), illustrating
consistent cross-sensor capture and longitudinal variation.

TABLE 1. Summary of the final dataset used for training and evaluation.
The table displays the number of preprocessed eye and iris images,
categorized by imaging device and age group. While the IG-AD100
contributed the majority of images, both age groups included samples
from both sensors.

Category Eye Images | Iris Images
Total images 21,922 21,619
Total IG-AD100 16,585 16,422
Total iCAM T10 5,337 5,197
Age group 1 (4-9) 11,096 10,936
Age group 2 (10-16) 10,826 10,683

e 4-9 years: Early childhood, a phase characterized by
rapid ocular development. This group includes 11,096
images from 221 participants.

o 10-16 years: Middle childhood through early adoles-
cence, marked by moderate and more variable ocular
changes. This group contains 10,826 images from
222 participants.

Both left and right eye images were included to increase
diversity and improve model generalization. Although the
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Image Distribution by Subject Age
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FIGURE 2. Distribution of images by subject age.

eyes of a subject are naturally correlated, we maintained
a subject-exclusive split across all partitions to avoid data

allowing the model to focus on valid iris regions and ignore
irrelevant or occluded areas, improving both interpretability

leakage and overfitting. Specifically, all images from a given
subject were assigned to only one of the training (80%),
validation (10%), or test (10%) sets, ensuring no overlap
across splits.

Original eye images, captured at a resolution of
640 x 480 pixels, were resized to 320 x 240 pixels. No explicit
segmentation or masking was applied to periocular images.
To enhance robustness under real-world imaging conditions,
we applied a range of data augmentation techniques,
including random rotations, affine transformations, horizon-
tal flipping, and contrast variation. These augmentations
simulate variability in head pose, lighting, and capture
conditions.

For iris-specific pre-processing, we used the OSIRIS
toolkit [33] to segment and normalize the iris region from
each eye image. The segmentation process includes detecting
iris and pupil boundaries, identifying eyelid occlusions using
active contour models, and normalizing the extracted iris
region to a 256 x 32 rectangular strip using Daugman’s
rubber sheet model [34]. OSIRIS also produces a binary
mask for each image, where pixels corresponding to valid iris
regions are marked as 1, and occluded or padded areas are
set to 0.

Figure 3 illustrates a representative example of this pre-
processing workflow. The top image shows the original eye

and robustness.

Approximately 300 images were excluded due to seg-
mentation failures. After filtering, we retained 16,422 iris
images from the IG-AD100 device and 5,197 iris images
from the iCAM TI10. The summary of all preprocessed
images is shown in Table 1. Additional augmentations
applied to iris data included random Gaussian blur and
intensity normalization to improve generalization and reduce
overfitting. The lower count of iris images compared to
eye images is attributed to segmentation dropouts during

pre-processing.

B. MODEL SELECTION

To benchmark age estimation from ocular images, we selected
a focused set of deep learning models that support rectangular
input resolutions and are suitable for deployment on resource-
constrained hardware. This set includes lightweight and
mid-sized CNNs, as well as hybrid architectures such as
MobileViT that incorporate spatial attention mechanisms.
The selection was motivated by the need to preserve the
natural aspect ratio of eye and iris images while balancing the
extraction of fine-grained texture features with computational

efficiency.

The following six architectures were chosen to cover a

range of model complexities and design philosophies:

« EfficientNet-B3 [25], which applies compound scaling
to balance network depth, width, and input resolu-
tion, improving accuracy with a relatively modest
computational footprint.

input, the middle shows the normalized iris region, and the
bottom displays the binary mask highlighting valid iris pixels.
During training, this binary mask was concatenated with
the 1-channel grayscale image as a second input channel,

VOLUME 13, 2025 138887
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FIGURE 3. Example of the iris pre-processing pipeline. From top to bottom: the original eye image, the corresponding normalized iris image generated
using the OSIRIS toolkit, and the binary mask indicating the valid iris region. The mask is used as a second channel during model training to guide the
network’s attention to meaningful iris features.

+ MobileNetV3 [26], designed for efficiency on edge
devices, using depthwise separable convolutions and
lightweight nonlinearities.

o DenseNet-121 [28], which employs densely connected
layers to encourage feature reuse and alleviate vanishing
gradients in deeper networks.

o ResNet-50 [27], a widely used baseline that incorporates
residual connections for stable training and improved
convergence in deeper architectures.

o ConvNeXt-Tiny [29], which blends design elements
from Transformers into a CNN-style hierarchy, offering
strong feature representation with modern architectural
advances.

o MobileViT-S [30], a hybrid model combining convolu-
tional layers with lightweight attention blocks, enabling
both local detail extraction and global spatial context
modeling.

These models span a broad spectrum of trade-offs.
Architectures such as MobileNetV3 and MobileViT-S are
optimized for low latency and minimal memory usage,
making them ideal for real-time deployment on devices
like the Oculus Quest 2. In contrast, larger models such as
ResNet-50 and EfficientNet-B3 offer greater representational
capacity at the cost of increased computational demand.

To assess both recognition accuracy and deployment
feasibility, each model was evaluated on two input modalities:
iris and eye images. This dual-modality evaluation allowed us
to examine how architectural characteristics interact with the
input context. A summary of the models used, computational
cost, and average inference time (measured on an NVIDIA
TITAN RTX GPU) is provided in Table 2.

C. TRAINING CONFIGURATION

1) TRAINING OBJECTIVES

We formulate pediatric age estimation as a multi-task learning
problem with two outputs: a binary classification head for age
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TABLE 2. Comparison of selected models by number of parameters,
Floating Point Operations (FLOPs), and average inference time measured
on an NVIDIA TITAN RTX GPU. FLOPs are computed per forward pass on a
320 x 240 input image.

Model Parameters FLOPs (B) Inference
™M) Time (ms)
ResNet-50 25.6 4.1 0.15
EfficientNet-B3 12.0 1.8 0.10
DenseNet-121 8.0 2.9 0.12
MobileNetV3 54 0.2 0.07
ConvNeXt-Tiny | 28.6 4.5 0.18
MobileViT-S 5.6 1.1 0.08

group prediction (4-9 vs. 10-16 years), and a regression head
for estimating exact age. This dual task formulation captures
both coarse categorical distinctions and fine-grained age
progression. Each model jointly optimizes both objectives
during training.

2) MODEL INITIALIZATION AND ARCHITECTURE
MODIFICATIONS

All models were initialized using ImageNet pretrained
weights. The final classification layers were replaced with a
dual output structure: (1) a fully connected classification head
with two logits, and (2) a regression head that outputs a single
scalar value. As shown in Figure 4, eye-based models receive
grayscale images as 1-channel input, while iris-based models
use two channels, one for the normalized iris image and one
for the corresponding binary mask. To accommodate these
variations, the input stem of each network was modified by
averaging pretrained RGB weights for grayscale inputs and
adjusting the first convolutional layer to handle two channels
for iris models.

3) LOSS FUNCTIONS AND MULTI-TASK OPTIMIZATION
To jointly optimize classification and regression per-
formance, we adopted a multi-task learning approach.

VOLUME 13, 2025
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Eye Image
(320%x240)

Iris and
Mask
(256x32)

2 logits, Focal Loss

1 scalar, MSE

FIGURE 4. Overview of the model architecture. Eye-based models take a 1-channel grayscale input, while iris-based models use a 2-channel input
comprising the normalized iris image and its binary mask. All models share a modified input stem adapted from pretrained ImageNet backbones,
followed by a shared feature extractor (backbone) and two output heads: one for age group classification and one for exact age regression.

Specifically, we used sigmoid focal loss for age classification
and mean squared error (MSE) for age regression.

The focal loss function was chosen to address class
imbalance across age groups and to reduce overconfidence
near boundary classes. Unlike standard cross-entropy, focal
loss dynamically scales the contribution of each sample
based on the model’s confidence, placing greater emphasis
on hard-to-classify examples. The sigmoid variant enables
independent binary treatment of each class and is particu-
larly effective for imbalanced and multi-label classification
tasks.

For regression, we employed the MSE loss, defined as:

N
! 52
Luse = + > i— )

i=1

where y; and y; denote the ground truth and predicted ages,
respectively. MSE was selected because it penalizes larger
deviations more strongly, which is appropriate in safety-
critical applications such as age verification in VR systems.

The overall loss was computed as a weighted combination
of classification and regression components:

Etotal = £f0cal +o- £regression

Here, o controls the relative contribution of the regression
loss. We initialized o to 0.25 and dynamically adjusted it
during training to maintain balanced contributions from both
tasks as their respective magnitudes evolved.

4) TRAINING PROCEDURE AND HYPERPARAMETERS

All models were trained for up to 50 epochs using the
Adam optimizer, with an initial learning rate of 0.001, weight
decay of 0.01, and a batch size of 64. Cosine annealing with
warm restarts was used as the learning rate schedule. Early
stopping based on validation loss was applied, with a patience
threshold of 5 epochs. To address the class imbalance,
we incorporated inverse-frequency class weighting during the
computation of classification loss. A complete summary of
the core training hyperparameters used across all models is
provided in Table 3.
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5) AUGMENTATION AND REGULARIZATION

To improve generalization, we applied both spatial and
photometric augmentations during training, including ran-
dom horizontal flipping, affine transformations (rotation,
translation, scaling), Gaussian blur, sharpness adjustment,
and auto contrast. Label smoothing was used on the
classification head to regularize overconfident predictions,
particularly near the class transition boundary.

6) IMPLEMENTATION DETAILS AND REPRODUCIBILITY
All experiments were implemented using PyTorch 2.1.0 and
CUDA 12.1. The training was conducted on an NVIDIA
TITAN RTX GPU with 24 GB of VRAM. To ensure
reproducibility, we set the random seeds for PyTorch and
NumPy to 42. Models followed their original architectural
normalization layers using batch normalization for CNNs and
layer normalization for hybrid models such as MobileViT-S.
All input images were normalized using dataset-specific
mean and standard deviation values. For eye-based models,
we used mean = [0.5187] and std = [0.2505]. For iris-
based models, we used mean = [0.2103] and std =
[0.0879]. These values were computed from the respective
training sets and used consistently across all experiments.

D. MODEL EVALUATION AND DEPLOYMENT
BENCHMARKING

To evaluate model performance across architectures and input
types, we conducted a comprehensive benchmarking study.
Each model was trained independently on both iris and eye
images using subject-exclusive splits. The evaluation was
performed on a held-out test set comprising participants not
seen during training or validation.

The multi-task framework outputs two predictions per
image: (1) a binary classification of age group (4-9 vs.
10-16 years), and (2) a regression estimate of exact
age. Classification performance was assessed using overall
accuracy, per-class precision, recall, and Fl-score. For
regression, we computed MAE, RMSE, and accuracy within
+1 and £2 years of the ground truth age. To analyze
robustness across developmental stages, we further evaluated
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TABLE 3. Core training hyperparameters used across all models.

Hyperparameter Value
Normalization Mean (Eye) 0.5187
Normalization Standard Deviation (Eye) 0.2505
Normalization Mean (Iris) 0.2103
Normalization Standard Deviation (Iris) 0.0879
Batch Size 64
Epochs 50
Optimizer Adam
Initial Learning Rate 0.001
Weight Decay 0.01
Learning Rate Scheduler Cosine Annealing with Warm Restarts
Early Stopping Patience 5 epochs

Loss Functions

Sigmoid Focal (classification), MSE (regression)

Loss Weight (o) 0.25 (dynamically adjusted)

Input Size (Eye) 320 x 240

Input Size (Iris) 256 x 32 (with binary mask as second channel)
Label Smoothing Applied (classification)

Class Weighting Inverse-frequency weighting
Augmentations Flip, affine, blur, sharpness, auto contrast
Random Seed 42

Framework PyTorch 2.1.0, CUDA 12.1

Hardware NVIDIA TITAN RTX, 24GB VRAM

performance across four age bins: 4-6, 7-9, 10-12, and
13-16 years.

To ensure fair comparison, all models were trained using
identical data splits, augmentation pipelines, and training
configurations. The evaluation was conducted separately for
eye-based and iris-based models to assess the predictive
utility of each modality.

In addition to accuracy metrics, we evaluated the
deployment feasibility of each model across three hardware
platforms: an NVIDIA TITAN RTX GPU, a Jetson AGX
Orin embedded system, and the Oculus Quest 2 headset.
This multi-platform assessment enables direct compari-
son between high-performance and resource-constrained
settings.

1) GPU-BASED EVALUATION

All models were initially trained and benchmarked on an
NVIDIA TITAN RTX GPU using PyTorch. This served as the
baseline environment for accuracy and inference speed. Only
forward pass latency was measured, excluding pre-processing
overhead. Metrics for both classification and regression tasks
were computed in aggregate and per class.

2) EDGE DEPLOYMENT ON JETSON AGX ORIN

For embedded deployment, models were ported to the Jetson
AGX Orin platform (32 GB RAM, 2048-core GPU). After
full-precision (FP32) training, we fine-tuned the models for
several epochs using PyTorch’s Automatic Mixed Precision
(AMP) to approximate lower precision behavior. The trained
models were exported to ONNX format and optimized using
TensorRT with post-training quantization, including dynamic
range calibration and bias correction. This pipeline preserved
near FP32 accuracy while significantly reducing inference
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time. Latency was measured over batches of 1,000 images
under sustained execution.

3) VR DEPLOYMENT ON OCULUS QUEST 2

The MobileNetV3 model was selected for deployment
on the Oculus Quest 2 (Qualcomm Snapdragon XR2).
Following FP32 training and AMP-based fine-tuning, the
model was exported to ONNX, converted to TensorFlow
format, and quantized using TensorFlow Lite (TFLite) with
FP16 precision. The quantized model was deployed in Unity
(2022.3 LTS) using the Barracuda inference engine. Inference
latency was measured over 1,000 images using the Oculus
Performance Toolkit. MobileNetV3 was selected due to its
balance of accuracy and efficiency, making it well-suited
for real-time inference in immersive virtual reality (VR)
environments.

E. SENSOR BIAS ANALYSIS

Sensor bias can significantly affect the generalization ability
of deep learning models, particularly when training and
testing occur across different imaging devices. These differ-
ences may arise from variations in resolution, illumination
conditions, sensor noise, optical characteristics, and other
device-specific parameters. In this study, two NIR imaging
devices were used: the IG-AD100 [31], which accounted
for the majority of the dataset, and the iCAM T10 [32],
introduced in the later stages of data collection.

To investigate the impact of sensor variability, we con-
ducted cross-sensor experiments in which models were
trained exclusively on data from the IG-AD100 and evaluated
on samples acquired using both IG-AD100 and the iCAM
T10. This setup allowed us to assess model generalization
to previously unseen sensor characteristics under real-world
deployment conditions.
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TABLE 4. Overall classification and regression performance using eye images.

Model Accuracy (%) | MAE | RMSE | F1-Score (Avg) | +1yr Acc (%)
MobileNetV3-Large 83.82 1.33 1.82 0.83 84.56
EfficientNet-B3 80.58 1.33 1.81 0.80 74.71
DenseNet-121 80.22 1.54 2.03 0.77 72.19
ResNet-50 77.12 1.62 2.09 0.76 70.98
MobileViT-S 77.12 1.55 2.00 0.74 75.65
ConvNeXt-Tiny 45.23 2.53 3.16 0.00 0.00
TABLE 5. Per-class classification metrics (Class 0: 4-9, Class 1: 10-16).
Model Precision (CO/C1) | Recall (CO/C1) | F1(C0/C1)
MobileNetV3-Large 0.85/0.82 0.83/0.82 0.82/0.81
EfficientNet-B3 0.84/0.77 0.80/0.81 0.82/0.79
DenseNet-121 0.80/0.78 0.83/0.75 0.82/0.77
ResNet-50 0.82/0.72 0.75/0.80 0.78/0.76
MobileViT-S 0.78/0.76 0.81/0.73 0.80/0.74

Subject-exclusive splits were used to prevent any identity
overlap across training, validation, and testing sets. Specifi-
cally, the IG-AD100 dataset was divided into 80% training,
10% validation, and 10% in-device testing, balanced across
the two age groups (4-9 and 10-16 years). All iCAM
T10 samples were reserved for cross-sensor testing, and no
subjects appeared in both sensors.

The same evaluation metrics used in the main experiments
were applied here, including macro-averaged classifica-
tion accuracy, per-class precision, recall, and F1-score.
Regression performance was evaluated using MAE, RMSE,
and accuracy within +1 and +2 years of the ground
truth age. Model architectures, training configurations, data
augmentations, and loss functions were held constant across
experiments to ensure a consistent comparison.

IV. RESULTS

A. EYE-BASED MODEL PERFORMANCE

We first report results using grayscale eye images as
input. Table 4 summarizes classification and regression
performance across all six models. MobileNetV3-Large
achieved the best overall performance, with the highest
classification accuracy (83.82%), lowest MAE (1.33), and
highest +1-year age accuracy (84.56%). EfficientNet-B3
matched MobileNetV3 in regression MAE but had a slightly
lower classification F1-score. DenseNet-121 and ResNet-50
performed competitively, though both exhibited increased
error in regression.

MobileViT-S demonstrated comparable classification per-
formance but exhibited greater variability in regression
metrics across age groups. ConvNeXt-Tiny underperformed
significantly across all metrics, failing to learn age-relevant
features for this task.

Per-class results, shown in Table 5, indicate that
MobileNetV3-Large and EfficientNet-B3 maintained bal-
anced precision and recall across both age groups. Both
models achieved F1-scores above 0.80 in Class 0 (ages 4-9)
and Class 1 (ages 10-16). DenseNet-121 and ResNet-50
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exhibited a slight bias toward younger subjects, with lower
performance in older age groups. ConvNeXt-Tiny failed to
predict Class O entirely, defaulting to majority class outputs,
which aligns with its poor overall performance.

To further interpret model behavior, we visualized Grad-
CAM heatmaps generated from the classification stream of
the MobileNetV3 model. As shown in Figure 5, the model
consistently attends to the eyelid folds, periocular skin, and
scleral boundaries, the regions known to undergo age-related
morphological changes. In contrast to the iris-based model,
these activations are spatially diverse and context-rich, sup-
porting the hypothesis that periocular features encode strong
age-discriminative cues during childhood and adolescence.
Notably, attention patterns were especially prominent near
the upper eyelid crease and lower tarsal plate, suggesting
reliance on skin tension and eye shape dynamics that
evolve with age. Grad-CAM helps reveal which anatomical
regions the model relies on during classification, offering a
visual rationale that aligns with biologically plausible age
indicators.

B. IRIS-BASED MODEL PERFORMANCE
We also evaluated all models using normalized iris images,
with corresponding binary masks provided as a second input
channel. Table 6 summarizes the overall classification and
regression performance for all models trained on the iris data.

Across all architectures, iris-based models consistently
underperformed relative to their eye-based counterparts.
MobileViT-S achieved the highest classification accuracy
(72.45%) and the lowest regression error (MAE = 2.03).
EfficientNet-B3 and MobileNetV3-Large also surpassed
70% accuracy but showed higher regression variance.
ResNet-50 and DenseNet-121 delivered moderate results,
while ConvNeXt-Tiny remained the lowest performer with
an accuracy of 56.07% and the highest regression error.

The lower performance of iris models is primarily
attributed to the limited spatial resolution and the absence
of surrounding periocular features, which often carry
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TABLE 6. Overall classification and regression performance using iris images.

Model Accuracy (%) | MAE | RMSE | F1-Score (Avg)
MobileViT-S 72.45 2.03 2.56 0.72
EfficientNet-B3 72.38 2.29 8.55 0.75
MobileNetV3-Large 71.00 2.32 2.94 0.72
ResNet-50 68.56 2.26 2.81 0.68
DenseNet-121 68.98 2.29 2.88 0.67
ConvNeXt-Tiny 56.07 2.46 3.07 0.52

GT. 0| Pred: 0

GT0|Pred: 0|t

GT.0 | Pred: 1|1

H.IIFIII ol

FIGURE 5. Grad-CAM visualizations from the eye-based MobileNetV3 model. Each image is annotated with the ground truth class (GT), predicted class
(Pred), and classification confidence (Conf). The left column shows correctly classified examples with focused attention on periocular regions such as
eyelid folds, scleral boundaries, and lash contour features known to evolve with age. The right column shows misclassified samples, where the model’s
attention is scattered or misaligned, often falling on noninformative regions such as background skin or the upper brow. These failure cases highlight
the model’s sensitivity to image ambiguity and its reliance on high-quality anatomical cues for accurate prediction.

age-relevant cues such as skin texture, eyelid structure,
and scleral contrast. These limitations were particularly
pronounced among younger subjects, where age-related
changes are more subtle and context-dependent. As a
result, regression error remained consistently higher, and
classification precision was reduced across all models.

Due to the reduced predictive reliability of iris models,
we do not conduct further breakdowns such as age-bin
analysis or confidence-based evaluation for this modality.
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All subsequent analyses focus on models trained using eye
images.

To better understand the spatial behavior of iris-based mod-
els, we visualized Grad-CAM attention maps derived from
the MobileNetV3-Large classification stream. As shown in
Figure 6, the model’s focus was primarily constrained to the
inner iris and pupil border, with weak or diffuse activation
in peripheral regions. This spatial confinement likely limits
the model’s ability to capture age-discriminative signals,
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FIGURE 6. Grad-CAM visualizations from the iris-based MobileNetV3 model using normalized iris images. The left column displays correctly classified
samples, while the right column shows misclassified cases. Each image includes the ground truth class (GT), predicted class (Pred), and classification
confidence (Conf). In correct predictions, attention maps reveal consistent horizontal banding aligned with the normalized iris texture, with moderate
focus on stroma and crypt patterns. In contrast, incorrect predictions show weak or fragmented attention, often failing to capture distinctive
anatomical cues. These patterns suggest that while iris texture may contain some age discriminative cues, they are insufficiently localized or consistent

for high-confidence classification in pediatric populations.

especially in pediatric populations where developmental cues
may lie outside the normalized iris annulus. While these
attention maps do show mild emphasis on iris crypts and
stroma, they further reinforce the hypothesis that age-relevant
texture changes, though present, are insufficient in isolation
to support robust classification.

C. MODALITY COMPARISON: EYE VS. IRIS

To assess the relative effectiveness of different input modal-
ities, we compared the performance of each model trained
on full-eye images versus normalized iris images. Table 7
presents a head-to-head comparison across classification and
regression metrics.

Across all architectures, eye-based models consistently
outperformed their iris-based counterparts. For example,
MobileNetV3-Large improved from 71.00% to 83.82% in
classification accuracy and reduced its MAE from 2.32 to
1.33 when trained on eye inputs. Similar gains were observed
for EfficientNet-B3 (72.38% to 80.58% accuracy) and
DenseNet-121 (68.98% to 80.22%).

This performance gap is primarily attributed to the richer
spatial and contextual information present in eye images.
These include periocular skin, eyelids, eyelashes, and scleral
boundaries, features that often carry age-discriminative cues.
In contrast, iris inputs are tightly normalized to a 256 x
32 strip, which restricts high-frequency texture information
and omits surrounding facial context. Such limitations were
particularly impactful in younger subjects, where subtle
developmental signals are harder to capture.

These findings reinforce the superior predictive utility
of periocular imagery and justify our decision to focus
all subsequent analyses, including age-wise breakdowns,
cross-sensor evaluations, and deployment benchmarking,
exclusively on models trained with eye images.

D. AGE-WISE PERFORMANCE ANALYSIS
To evaluate model behavior across developmental stages,
we analyzed regression performance within four age bins:
4-6,7-9, 10-12, and 13-16 years. Table 8 reports the MAE,
RMSE, and the percentage of predictions within +1 and
42 years of the ground truth for each model and age group.
Figure 7 presents a line plot of MAE across age bins.
MobileNetV3-Large and EfficientNet-B3 demonstrate stable
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TABLE 7. Performance comparison of each model across eye and iris
inputs.

Model Accuracy (‘_70) MAE ] F1 (Avg)
Eye Iris Eye Iris
MobileNetV3-Large | 83.82 | 71.00 | 1.33 | 2.32 0.83
EfficientNet-B3 80.58 | 72.38 | 1.33 | 2.29 0.80
MobileViT-S 77.12 | 7245 | 1.55 | 2.03 0.74
ResNet-50 77.12 | 68.56 | 1.62 | 2.26 0.76
DenseNet-121 80.22 | 6898 | 1.54 | 2.29 0.77
ConvNeXt-Tiny 4523 | 56.07 | 2.53 | 2.46 0.00

and consistent performance across all age groups, while
Mobile ViT-S shows sharp variability, particularly excelling in
the 7-9 group but degrading in the 13—16 group. ResNet-50
and DenseNet-121 maintain reasonable performance in the
mid-childhood range (7-12) but are less reliable in younger
and older cohorts.

Figure 8 complements this analysis by illustrating
41 year accuracy across the same age bins. MobileNetV3
leads in early childhood (4-6), while EfficientNet-B3
achieves the best performance in adolescence (13-16).
MobileViT-S displays the most fluctuation, peaking in the
7-9 bin and falling off sharply afterward.

Overall, results indicate that age estimation is more
challenging in the youngest (4—6) and oldest (13—16) groups,
while the mid-childhood range (7-12) is more predictable.
MobileNetV3 and EfficientNet-B3 demonstrated the most
robust cross-bin performance, supporting their suitability for
deployment and downstream analysis.

E. CONFIDENCE VS. AGE TRENDS

To better understand how model certainty evolves across the
pediatric age spectrum, we analyzed classification confidence
as a function of actual subject age. Figure 9 shows the average
softmax confidence for the predicted class, grouped by age
(4 to 16 years), using eye-based inputs.

All models exhibited a consistent U-shaped trend: confi-
dence scores were highest in early childhood (ages 4-6) and
adolescence (13-16), but dipped notably in the transitional
period between 8—10 years. This region, highlighted as a
shaded band in Figure 9, represents the decision boundary
between the two classification groups (4-9 vs. 10-16).
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MAE Across Age Bins for Eye-Based Models
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FIGURE 7. MAE across age bins for each eye-based model. MobileNetV3 and EfficientNet-B3 show stable performance, while MobileViT-S shows high

variance.

Here, subtle visual changes make age prediction less specific
and increase inter-class confusion.

MobileNetV3 and EfficientNet-B3 maintained the highest
confidence across all ages and exhibited the shallowest dips in
the boundary zone, indicating a stronger separation between
learned features. MobileViT-S showed marked volatility
between ages 9-12, aligning with its variable predictive
performance. Meanwhile, ConvNeXt-Tiny exhibited flat, low
confidence throughout the age spectrum, consistent with its
overall weak learning capacity.

These trends underscore the importance of training strate-
gies such as label smoothing and soft target boundaries,
particularly near class transitions. Additionally, confidence
scores offer a practical basis for uncertainty-aware logic.
Systems can be designed to defer decisions or request
secondary validation when operating in known ambiguity
zones, such as the 8—10 age range.

F. CROSS-SENSOR GENERALIZATION

To evaluate model robustness under real-world deployment
conditions, we conducted a cross-sensor experiment. Each
model was trained exclusively on images from the IG-AD100
sensor and tested on two identity-exclusive sets: one from the
same IG-AD100 device and another from the unseen iCAM
T10 sensor. The same subject-level splitting protocol was
used throughout.
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Tables 9 and 10 report the classification and regression
results across both domains. As expected, all models experi-
enced a performance drop when evaluated on iCAM T10 data.
However, the degree of degradation varied substantially
across architectures.

MobileNetV3-Large remained the most resilient, with
classification accuracy improving slightly on the cross-sensor
set (79.10%) and MAE increasing modestly from 1.49 to
2.09. It also maintained strong +2-year accuracy (90.22%)
on the unseen sensor. EfficientNet-B3 delivered the highest
cross-sensor performance overall, with 85.86% accuracy,
1.37 MAE, and 96.98% +2-year accuracy, indicating excel-
lent generalization to sensor variability.

MobileViT-S showed competitive results on both sensors
but exhibited increased error in the adolescent age group
during cross-sensor evaluation. This may indicate that
attention-based models are more sensitive to subtle distri-
butional shifts caused by hardware differences. In contrast,
ConvNeXt-Tiny, ResNet-50, and DenseNet-121 exhibited
greater instability, with sharp declines in accuracy and
elevated regression errors, particularly in younger subjects.
ConvNeXt-Tiny failed to preserve meaningful class sepa-
ration across devices, collapsing on both classification and
regression tasks.

Grouped analysis further confirmed that MobileNetV3
and EfficientNet-B3 sustained strong =1-year and
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TABLE 8. Grouped regression performance across age bins with eye images.

Model Age Group | MAE | RMSE | Accuracy (1 yr) (%) | Accuracy (2 yr) (%)
4-6 1.35 2.05 84.56 90.44
. 7-9 1.49 2.17 76.72 86.21
MobileNetV3-Large | 1o, 162 | 2.03 74.12 86.47
13-16 1.46 1.96 71.74 90.22
4-6 1.44 2.15 74.71 88.81
. 7-9 1.49 1.96 75.55 88.81
EfficientNet-B3 10-12 147 | 182 72.19 91.54
13-16 1.22 1.55 81.11 95.28
4-6 1.93 2.36 65.98 81.61
R 7-9 0.99 1.40 91.46 95.29
MobileViT-S 10-12 141 | 175 75.65 90.67
13-16 2.36 2.73 43.61 68.89
4-6 1.87 243 60.92 81.15
7-9 1.42 1.88 76.58 88.07
ResNet-50 10-12 158 | 2.0 70.98 83.94
13-16 1.76 2.15 61.94 85.28
4-6 1.60 2.25 75.17 85.52
7-9 1.39 1.87 77.03 89.54
DenseNet-121 10-12 162 | 204 69.08 85.15
13-16 1.65 2.01 66.94 87.78
TABLE 9. Cross-sensor evaluation: Models trained on IG-AD100 and tested on iCAM T10 (unseen sensor).
Model Accuracy (%) | MAE | RMSE | F1 (Avg) | £1yr (%) | +2yr (%)
MobileNetV3-Large 78.25 1.49 1.87 0.75 68.23 89.30
EfficientNet-B3 79.98 1.34 1.76 0.77 73.58 84.62
MobileViT-S 80.17 1.34 1.80 0.77 72.24 82.94
ConvNeXt-Tiny 55.54 2.46 2.98 0.57 0.00 1.67
ResNet-50 72.18 2.34 2.86 0.73 25.75 53.85
DenseNet-121 75.89 1.91 2.35 0.75 48.83 68.56
TABLE 10. Cross tion, models trained on IG-AD100 and tested on iCAM T10 (unseen sensor).
Model Accuracy (%) | MAE | RMSE | F1(Avg) | £1yr (%) | £2yr (%)
MobileNetV3-Large 79.10 2.09 2.56 0.78 71.74 90.22
EfficientNet-B3 85.86 1.37 1.75 0.87 87.84 96.98
MobileViT-S 80.96 1.72 2.16 0.81 74.25 91.42
ConvNeXt-Tiny 51.71 3.00 3.63 0.59 27.99 51.71
ResNet-50 70.00 2.34 2.96 0.75 66.79 82.09
DenseNet-121 72.36 2.03 2.54 0.76 66.42 87.31

+2-year accuracy across all age groups, even under hardware
variation. These findings underscore the importance of
selecting architectures that balance representational power
with robustness when deploying in heterogeneous sensor
environments.

G. DEPLOYMENT BENCHMARKING

To assess real-world applicability, we evaluated the inference
latency and model footprint across two deployment contexts:
(1) high-performance and embedded hardware (RTX TITAN
and Jetson AGX Orin), and (2) immersive standalone VR
environments (Oculus Quest 2), where only MobileNetV3
was deployed.

Table 11 summarizes model sizes and average inference
times measured on both RTX TITAN and Jetson AGX Orin.
Among all models, MobileNetV3 exhibited the most efficient
deployment profile, with the smallest model size of 17 MB
and the fastest inference speed of just 0.07 ms on RTX TITAN
and 3.29 ms on Jetson. MobileViT-S and EfficientNet-B3
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also achieved sub-15 ms latency on Jetson, although with
slightly larger memory footprints. In contrast, ResNet-50 and
DenseNet-121 incurred higher latency due to their deeper and
wider structures, making them less suitable for constrained
devices.

TABLE 11. Deployment benchmarking: Model size and inference latency
across devices.

Model Size (MB) RTX Jetson Orin
TITAN (ms)
(ms)
MobileNetV3-Large | 17.0 0.07 3.29
MobileViT-S 19.9 0.08 9.23
EfficientNet-B3 43.4 0.10 12.12
DenseNet-121 28.4 0.12 15.87
ResNet-50 94.4 0.15 12.65

For VR deployment, MobileNetV3 was selected due to its
favorable trade-off between runtime efficiency and predictive
accuracy. The model was trained in FP32, fine-tuned with
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+1 Year Accuracy Across Age Bins
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FIGURE 8. +1 year accuracy across age bins. EfficientNet-B3 excels in the 13-16 group, while MobileViT-S peaks in the 7-9 range but declines sharply

afterward.

PyTorch’s Automatic Mixed Precision (AMP), and exported
to ONNX. It was subsequently converted to TensorFlow Lite
(TFLite) with FP16 quantization for reduced memory usage
and optimized inference.

The quantized TFLite model was integrated into the Unity
Engine (2022.3 LTS) using Unity’s Barracuda inference
framework and deployed on the Oculus Quest 2 headset,
powered by the Qualcomm Snapdragon XR2. Using the
Oculus Performance Toolkit, the average inference latency
was measured under a sustained load at 10 ms per image, well
within the real-time constraints for VR use cases.

Among all tested models, MobileNetV3 demonstrated the
most substantial deployment potential, balancing compact
size, competitive accuracy, and sub-20 ms latency across
desktop, edge, and immersive platforms. These results
support its suitability for real-time, low-power, and on-device
pediatric age estimation.

V. DISCUSSION

This study presents one of the first in-depth investigations
into pediatric age estimation using ocular biometrics, lever-
aging a comprehensive longitudinal dataset collected over
eight years. By analyzing normalized iris patterns alongside
broader periocular images, we examined the performance of
these two modalities across age groups, imaging devices,
and real-world deployment scenarios. The objective was not
solely to maximize accuracy, but to design systems capable
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of functioning effectively for children across developmental
stages and hardware platforms.

A consistent finding was the superior performance of
periocular images. Compared to iris inputs, models trained on
periocular data achieved higher accuracy across all metrics.
This outcome is expected, as the periocular region contains
a broader range of age-informative features, including
eyelid structure, scleral boundaries, and subtle changes in
skin texture. These attributes evolve significantly during
childhood and early adolescence. In contrast, iris textures,
often represented as narrow, normalized strips, may lack the
spatial variability necessary to capture these developmental
cues, particularly in children under the age of 10.

Among all evaluated models, MobileNetV3 demonstrated
the most balanced performance. Despite its compact architec-
ture, it delivered strong classification and regression results
and maintained robustness across sensors. Its efficiency
enabled inference times below 20 milliseconds across all
tested platforms, including desktop GPUs, Jetson AGX
Orin, and standalone VR headsets. This combination of
speed and accuracy suggests strong potential for deployment
in resource-constrained environments, such as real-time
VR-based age verification systems.

However, a critical limitation must be acknowledged. Our
runtime benchmarks were based on the assumption that
the headset includes NIR-capable cameras for ocular image
acquisition. While earlier generation consumer VR devices,
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FIGURE 9. Average model confidence vs. true age using eye inputs. A consistent dip is observed around the 8-10 year boundary

(shaded region), where inter-class distinctions are less defined.

such as the Oculus Quest 2, typically utilize RGB-based
tracking, more recent models, such as the Meta Quest Pro and
Apple Vision Pro, have begun to incorporate NIR-based eye-
tracking hardware [35]. This trend enhances the feasibility of
integrating NIR-based age estimation systems into future VR
headsets with minimal hardware modifications.

Furthermore, our performance benchmarks were con-
ducted within a Unity-based emulator that assumes access
to ideal, frontal ocular images. In contrast, commercial
VR headsets commonly place eye-tracking cameras at
oblique angles due to space and optical constraints, which
complicates the acquisition of high-resolution frontal iris or
periocular images. Addressing this discrepancy may require
future adaptations, including training models on synthetic
or augmented oblique-angle data or incorporating compact,
multi-angle NIR imaging modules to support reliable data
acquisition in practical deployments.

Our age-wise confidence analysis revealed a decline in
model certainty around the 8 to 10 year range, where features
between the younger (4—9) and older (10—16) brackets tend
to blur. This transitional period may diminish the visual sepa-
rability of age-related cues, leading to increased classification
ambiguity. This observation suggests that uncertainty-aware
approaches, such as confidence-based deferrals or multi-
modal integration, could improve reliability during these
borderline developmental stages.

Cross-sensor evaluation further demonstrated the practical
value of resilient architectures. While all models exhibited
some performance degradation when evaluated on an unseen
sensor, MobileNetV3 and EfficientNet-B3 retained strong
generalization capabilities. In contrast, models such as
ResNet-50 and MobileViT-S were more sensitive to domain
shifts, particularly when classifying younger subjects.
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These findings highlight the importance of either inherently
robust architectures or domain-adaptive training methods for
real-world deployment.

Performance variability across age groups also warrants
attention. The youngest (4-6) and oldest (13—16) cohorts
were the most challenging. The former reflects high intra-
group variability due to rapid developmental changes, while
the latter exhibits greater inter-subject differences associated
with adolescence. Conversely, predictions in the 7-12 range
were more stable, possibly due to more consistent growth
patterns. These findings point toward the potential utility of
longitudinal modeling or temporal attention mechanisms to
enhance predictive stability at the developmental boundaries.

There are also methodological limitations. All images were
acquired in grayscale NIR under semi-controlled conditions.
While this ensured safety and consistency, it limits gener-
alization to unconstrained environments. Furthermore, age
labels were derived from birth year metadata, introducing
some temporal imprecision, particularly in regression tasks.
We addressed this by using classification bins and incorporat-
ing interpretability techniques such as Grad-CAM to assess
model focus. Also, the dataset does not contain information
on gender and ethnicity, consistent with anonymization proto-
cols and ethical standards for research involving minors. This
practice protects participant confidentiality but constrains
the analysis of potential biases and the generalizability of
findings across demographic subgroups.

While our results demonstrate strong performance under
controlled imaging conditions, real-world deployments may
encounter challenges such as variable lighting, motion
artifacts, and reduced subject cooperation. These factors can
degrade image quality and model reliability, particularly in
younger subjects. Incorporating real-time quality assessment,
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adaptive preprocessing, or multi-frame aggregation may help
mitigate such effects in practical scenarios.

Interpretability analyses revealed that periocular models
consistently attended to biologically relevant regions such
as eyelids, skin folds, and scleral edges. Iris-based models,
on the other hand, often concentrated on narrow bands
like the pupil rim or stroma, with reduced spatial diversity.
This may partially explain their lower accuracy. Notably,
even in misclassified samples, periocular models distributed
their attention more broadly, suggesting the possibility of
leveraging attention patterns for ambiguity detection or
fallback mechanisms.

One key insight is the moderate yet consistent performance
of iris-based models. Although they did not outperform
periocular models, their effectiveness suggests that subtle
age-linked changes within the iris, such as stromal texture,
pigmentation patterns, or dilation behavior, may encode
developmental cues. Prior research has linked such fine-
grained features to aging in adults [6], [21]. It is plausible
that similar markers are present during childhood and
adolescence, contributing to the observed signal. This does
not challenge the identity stability of iris biometrics but opens
up intriguing avenues for exploring auxiliary information
encoded within traditionally invariant traits.

Looking forward, several research directions appear
promising. A deeper investigation into the biological basis
of age-related changes in iris texture could help distinguish
between genuine physiological signals and data-driven pat-
terns. Cross-spectral analysis, comparing visible and NIR
domains, combined with interpretability tools and anatomical
insights, may clarify the underlying mechanisms.

Additionally, fusing iris and periocular features, or incor-
porating complementary modalities, may improve perfor-
mance in difficult cases. Future systems could benefit from
uncertainty-aware inference strategies, demographic fair-
ness assessments, and semi-supervised learning to mitigate
reliance on large, labeled pediatric datasets.

Despite its limitations, this work presents a scalable,
interpretable framework for real-time pediatric age estima-
tion. It is grounded in an extensive longitudinal dataset and
designed with deployment practicality in mind. In appli-
cations where formal identification is unavailable, such as
educational VR platforms, pediatric safety systems, or age-
restricted content environments, such solutions have the
potential to deliver significant real-world impact.

VI. CONCLUSION
This study provides a comprehensive benchmark for pediatric
age estimation using ocular biometrics, based on a unique
eight-year longitudinal dataset of NIR images. By comparing
normalized iris and periocular inputs across multiple deep
learning architectures, age groups, sensors, and deployment
contexts, we demonstrate the clear advantages of eye-based
models in capturing age-discriminative cues.

Among all models, MobileNetV3 achieved the best trade-
off between accuracy and latency, demonstrating real-time
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performance even on resource constrained VR hardware.
Confidence and error trend analyses further highlighted
model uncertainty near developmental boundaries, offering
design insights for robust, real-world deployment in
child-focused applications.
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