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Abstract

Counting small subgraphs, referred to as motifs, in large graphs is
a fundamental task in graph analysis, extensively studied across
various contexts and computational models. In the sublinear-time
regime, the relaxed problem of approximate counting has been
explored within two prominent query frameworks: the standard
model, which permits degree, neighbor, and pair queries, and the
strictly more powerful augmented model, which additionally allows
for uniform edge sampling. Currently, in the standard model, (opti-
mal) results have been established only for approximately counting
edges, stars, and cliques, all of which have a radius of one. This
contrasts sharply with the state of affairs in the augmented model,
where algorithmic results (some of which are optimal) are known
for any input motif, leading to a disparity which we term the “scope
gap" between the two models.

In this work, we make significant progress in bridging this gap.
Our approach draws inspiration from recent advancements in the
augmented model and utilizes a framework centered on counting
by uniform sampling, thus allowing us to establish new results in
the standard model and simplify on previous results.

In particular, our first, and main, contribution is a new algorithm
in the standard model for approximately counting any Hamiltonian
motif in sublinear time, where the complexity of the algorithm
is the sum of two terms. One term equals the complexity of the
known algorithms by Assadi, Kapralov, and Khanna (ITCS 2019)
and Fichtenberger and Peng (ICALP 2020) in the (strictly stronger)
augmented model and the other is an additional, necessary, additive
overhead.

Our second contribution is a variant of our algorithm that en-
ables nearly uniform sampling of these motifs, a capability pre-
viously limited in the standard model to edges and cliques. Our
third contribution is to introduce even simpler algorithms for stars
and cliques by exploiting their radius-one property. As a result, we
simplify all previously known algorithms in the standard model for
stars (Gonen, Ron, Shavitt (SODA 2010)), triangles (Eden, Levi, Ron
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1 Introduction

Given a graph G = (V, E) over n vertices and m edges, and a (small)
graph F over k vertices, which we refer to as a motif,' we are inter-
ested in the computational tasks of (approximately) counting the
number of copies of F in G and (approximately) uniformly sampling
such copies. A copy of F in G is a subgraph of G that is isomorphic
to F, and we denote the number of copies by ng(G) or simply nfg
when G is clear from the context.

Counting motifs is crucial in numerous network analysis ap-
plications and is used to study networks across various fields, en-
compassing biology, chemistry, social studies, among others (see
e.g., [2, 7, 14, 35, 37, 42, 45]). For exact counting of general mo-
tifs, devising an algorithm that runs in time f (k) - n°®) for any
function f, is unlikely.? Furthermore, in many real-world settings,
even a linear dependence on n is prohibitive. A naive sampling
algorithm can be applied to get an approximation of nf for any F
in time O(n* /nf), implying sublinear complexity for sufficiently
large values of nf. A natural question is whether it is possible to
significantly improve upon the naive sampling algorithm, achiev-
ing lower sublinear complexity and extending the range of ng for
which sublinear upper bounds are applicable. Before addressing
this question, we discuss two models for accessing the graph in the

! The term “motif” usually refers to subgraphs that are more recurrent than expected
in a random graph, but here we use it for any small subgraph of interest.
2 This is due to the fact that k-clique counting is a #W[1]-hard problem [32].
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sublinear regime, which have been the primary focus for studying
problems in this area.

We refer to the first model as the standard model [36, 39], where
the algorithm can perform the following types of queries: (1) Degree
query: for any vertex v € V, returns v’s degree d(v); (2) Neighbor
query: for any vertex v € V and index i, returns v’s i neighbor (if
i > d(v), then a special symbol is returned);® (3) Pair query: for any
pair of vertices u, v, returns whether {u,v} € E. The second model,
which we refer to as the augmented model [1], allows for the above
queries as well as (4) Uniform edge query: returns a uniformly
chosen edge in the graph. It was shown in [1], that the augmented
model is strictly stronger.

We first describe the state of the art for approximate count-
ing in these models and later discuss sampling. In what follows,
the complexity bounds we state are in expectation. Current re-
sults in the standard model are known for approximately counting
edges [30, 33], stars [34], triangles [19] and k-cliques [27]. Specif-
ically, for k-cliques, including edges (k = 2) and triangles (k = 3),

mk/2
nf

there is an upper bound of O* (%/k + ),4 which is essentially
e

tight as long as this expression is upper bounded by m. On the
other hand, in the augmented model, there are known results for
any input motif [1, 3, 13, 31]. The complexity of [3, 31]’s algorithm
is O* (
F. In particular, for k-cliques p(F) = k/2, so that the complexity is
o* (mk/ 2
ng
long as the expression is upper bounded by m).

Thus, there are two gaps between the models. The first, which
we refer to as the complexity gap, is unavoidable, and stems from the
stronger power that uniform edge queries allow. The second, which
we refer to as the scope gap, is between the set of results known for
each model. In the standard model there are known results only
for specific motifs. These motifs all have radius one, a property
that is used in an essential way in the aforementioned algorithms.
In contrast, in the augmented model there is an algorithm for any
given motif (albeit not-necessarily optimal).

One possibility to bridge the scope gap, is to simulate each uni-
form edge query in the augmented model by a procedure, in the
standard model, that returns a uniformly distributed edge. The
question of sampling uniform edges in the standard model was
investigated in a series of works [21, 22, 29, 46] where the state of
the art is an optimal algorithm for sampling a single edge exactly
uniformly [22] with complexity @(#) and an algorithm for sam-

mP(F)
F

) where p(F) is the fractional edge-cover number® of

), and there is also a matching lower bound (that holds as

pling r edges from an e-pointwise® close to uniform distribution
with complexity ©* (Vr - ‘/%) [21]. By [46], this is essentially opti-
mal. Hence, any algorithm in the augmented model that performs
O(q) queries can be simulated by an algorithm in the standard
model, resulting in complexity O* (g ++/q - ﬁ) However, in many

3 Indeed a degree query to v can be emulated by O(log(d(v))) neighbor queries.

4 We use O* (+) to suppress factors of O(k!), and poly(1/e,logn), where € is the
approximation parameter.

5 A fractional edge cover of a graph Q = (V(Q), E(Q)) is a function w : E(Q) —
[0, 1], such that 3 .cg, w(v) > 1 for every vertex v € V(Q), where E, is the set
of edges incident to v. The fractional edge-cover number of Q, denoted p(Q), is the
minimum, over all edge covers w, of ¥ .c (o) W(e).

® A distribution P is e-pointwise close to uniform, if max,cq/|p(x) —

_€
arl <7

iR
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cases, this overhead becomes prohibitive, ultimately defeating the
purpose of achieving sub-linearity.” Thus, in this paper we ask the
following question:

Can we bridge the scope gap between the motif counting results in
the augmented model and the standard model with only the necessary
overhead?

As stated in the next theorem, we answer the above question
in the affirmative for every motif F that is Hamiltonian. For such

k/2
m
e ) Our

), which by a

motifs the complexity in the augmented model is O*(
n

17k
g
result of [28, Theorem 4.1] is indeed necessary. In particular, these
upper bounds (in both models) are optimal for k-cliques [23] and
odd-length k-cycles [3].

algorithm incurs an additive overhead of O*(

THEOREM 1.1. Let G be a graph over n vertices and m edges. There
exists an algorithm in the standard query model that, given query
access to G and parameters n, € € (0,1) and a Hamiltonian motif
F over k vertices, returns a value nr such that nr € (1 + €)nf with

probability at least 2/3. The expected query complexity and running
M) 8

nr
Pointwise-close-to-uniform sampling. Sampling motifs enables
further exploration of their properties and interactions beyond just
their (approximate) count. The techniques used in our counting
algorithm can also be applied to sample Hamiltonian motifs from
a distribution that is e-pointwise close to uniform. That is, a distri-

time of the algorithm are O* (nl—'}k +
F

bution where every motif has sampling probability in % This
is a stronger guarantee than the #;-closeness guarantee, since ;-
closeness allows to ignore an e-fraction of the motifs, thus resulting
in a potentially unrepresentative sample.

In the augmented model, it is possible to obtain exact uniform
sampling of any motif with the same respective complexities as for
counting [13, 31]. In the standard model, the known results are for
sampling edges exactly uniformly [22], and for sampling k-cliques
pointwise-close to uniformly [24].

As with approximate counting, we bridge the scope gap for every
Hamiltonian motif, with only the necessary overhead.

THEOREM 1.2. Let G be a graph over n vertices and m edges. There
exists an algorithm in the standard query model that, given query
access to G and parametersn, €, € (0,1) and a Hamiltonian motif
F over k wvertices, satisfies the following. It performs a preprocessing
step such that with probability at least 1 — §, following this step it
is possible to independently sample copies of F in G according to a
distribution that is e-pointwise-close to uniform. The expected query
complexity and running time of the preprocessing step, as well as the
number of queries and running time sufficient to obtain each sample,

mk“) log(1/8) .0

* n
are O (_n}r/k + S

7 We note that by performing n queries it is possible to implement uniform edge
queries. This is done by querying the degrees of all vertices and constructing a data
structure that allows to sample vertices with probability proportional to their degree.
8 A few notes are in place. The first is that, as is standard, the success probability of the
algorithm can be increased to 1 — § at a multiplicative cost of log(1/8). The second is
that the complexity bound in Theorem 1.1 also holds with high probability. The third
is that it can be ensured that the query complexity of the algorithm never exceeds
O(n+m).

9The second and third comment in Footnote 8 hold here as well.
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We note that our algorithms (like most prior ones) can be easily
adapted to work (with the same complexity) for approximately
counting and sampling directed motifs in directed graphs. We elab-
orate more on this extension in the full version [20].

Simple algorithms for counting and sampling cliques. Triangles,
and more generally k-cliques, have generated much interest in
various fields of study. For example, they can be used to predict
protein complexes and regulatory sites, predict missing links, detect
dense network regions and potential communities, detect spammers
and more [6, 37, 38, 41, 44].

Applying our algorithms to the special case when F is a k-clique
gives simpler algorithms with the same (optimal) complexity as in
previous sublinear algorithms for approximate counting [19, 27]
and sampling [24]. Moreover, using the approach presented in
this work, we describe even simpler algorithms for k-cliques, by
exploiting the fact that a clique has diameter one.

Simple algorithms for counting and sampling stars. Approximately
counting k-stars (a central vertex connected to k — 1 leaves) is equiv-
alent up to normalization to estimating the (k — 1)™-moment of
the degree distribution of a graph. This task has important implica-
tions to characterizing and modeling networks in varied applica-
tions [10, 11, 40, 43]. Similarly, sampling a nearly uniform star can
be easily modified into sampling vertices according to the (k — 1)

moment of the degree distribution, so that each vertex is sampled

k—
with probability d(zgs !

This is the extensively studied £,-sampling problem for p = k — 1
(see a recent survey and references therein [17]).

Stars are clearly not Hamiltonian, and hence we cannot apply
our algorithms for Hamiltonian motifs to approximately count
and sample them. However, similarly to cliques, we design tai-
lored simple algorithms for stars. We get the same complexity

, where ng denotes the number of k-stars.

. . k-2
of O* (% +m1n{%
ng S

, %} for approximately counting
k-stars as in [25, Thm. 4, Part 2]. This complexity is also upper
bounded by the complexity of the approximate-counting algorithm
in [34]. The latter complexity is stated in terms of n and ng, but not
m, and is shown to be optimal (when m is not constrained) up to the
dependencies on 1/¢, log n and k. We note that the simplification
is more in terms of the analysis than that of the algorithm. Further-
more, there were no known previous results for almost uniformly
sampling of stars. Here too, our algorithm takes inspiration from
results in the augmented model [13].

1.1 A Framework for Sampling and Counting
based on Attempted Samplers

Our algorithms depart from the approach taken by most previous
algorithms in the standard query model, which are often quite com-
plex. Despite operating within the standard model, our algorithms
exhibit a structural design more typical of those in the augmented
model, which tend to be simpler and “cleaner”.

We take the approach of approximate counting and nearly uni-
form sampling based on what we refer to as attempted-samplers. An
attempted sampler either outputs a copy of the motif F or outputs
‘fail’. The crucial point is that in every invocation of an attempted
sampler, each copy is sampled with almost equal probability ps,
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and this probability is exactly known to the algorithm. The overall

success probability of a single sampling attempt is thus nf - ps.
Given such an attempted sampler and assuming we have a

constant-factor estimate nr of nf (this assumption will be discussed

momentarily), by performing O(Pls - ) sampling attempts, we

€2n
can get a (1+¢€)-approximation of nf. Sinée the number of repeated
invocations grows linearly with 1/ps, the main challenge is in de-
signing an attempted sampler that succeeds with sufficiently high
probability, while still ensuring that every copy is (almost) equally
likely to be returned. The assumption on having a constant-factor
estimate nf of np can be removed by running a search algorithm, as
shown e.g., in [27]. This search does not increase the query complex-
ity and running time of our algorithm by more than polylogarithmic
factors and results in an approximate counting algorithm (that does
not depend on any assumptions).

To achieve nearly uniform sampling—where the algorithm con-
sistently returns a copy and the distribution over copies is pointwise
close to uniform—we proceed as follows. We first run an approxi-
mate counting algorithm to obtain a good estimate of nr, and then
repeatedly invoke the attempted sampler until a copy is successfully
returned. A subtle but crucial aspect here is that if the attempted
sampler is run with inaccurate estimates, it may produce copies
with a success probability ps that is too low. In such cases, running
the attempted sampler repeatedly until a copy is returned could
lead to a prohibitively high expected runtime. First applying the
approximate counting algorithm to obtain a good estimate and only
then repeatedly invoking the attempted sampler until a copy is
returned, ensures that the attempted sampler achieves the desired
success probability ps, hence keeping the expected runtime within
the desired bounds.

To conclude, given an attempted sampler, the tasks of approx-
imate counting and nearly uniformly sampling readily follow, as
will be discussed in more detail in Sections 1.4 and 1.5. Thus, the
main challenge in our work is in the design of the attempted sam-
pling procedures. We refer to the final sampling algorithm (that is
promised to return a copy) as the final sampler.

1.2 Attempted Sampling Procedures for
Hamiltonian Motifs

For a given Hamiltonian motif F, we attempt to sample copies of
F in G by first finding Hamiltonian cycles of such copies. For the
sake of the exposition, we first focus on the case that the motif F is
the graph Cy, that is, a cycle over k vertices, and hence coincides
with its single Hamiltonian cycle. In Section 1.3.1 we explain what
needs to be modified for the more general case when F contains at
least one such cycle and possibly additional edges. We shall use the
shorthand nc for nc, .

Our starting point is the following attempted sampler that
works in the augmented model [31]. For even-length cycles,
it performs k/2 uniform edge queries, and obtains the edges
{v1,v2},{v3,04}, ..., {og_1, 0 }. It then performs all pair queries
{vj,vi41} for all even i, as well as {vg,v1} to check if a cycle was
obtained. The probability that any specific copy of Cy. is sampled is
exactly the same: 2k where the 2k factor is due to the different

mk/z?
cyclic orderings in which the cycle’s edges can be sampled.
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It would be ideal if we could simulate the aforementioned process
within the standard model. While, as previously noted, simulating
each edge sample independently is impractical, it is possible to
efficiently sample edges that are incident to vertices of sufficiently
high degree. For now, we consider the threshold v/m, and refer
to vertices with degree greater than y/m as high-degree vertices.
Sampling edges incident to high-degree vertices can be achieved
by applying a preprocessing step from prior works [21, 27]. The
preprocessing time is O( %) which is upper bounded by the first
term in our complexity. Subsequently to the preprocessing step, it
is possible to sample, at unit cost, edges incident to high-degree
vertices, such that each edge is returned with probability roughly
%. Hence, it is possible to simulate the augmented procedure for
copies where every second edge is incident to a high-degree vertex.

This approach can be extended to copies containing at least one
high-degree vertex by introducing the concept of a path cover —
a sequence of paths that collectively cover all vertices in a copy.
Each path begins at a high-degree vertex and continues along ver-
tices that are not of high degree. To sample such paths, we first
sample the initial edge, and then sample each subsequent vertex
via neighbor queries, each neighbor is sampled with probability
irrespective of the degree of the current vertex. In cases where

‘/E!
the path comprises of only a single high-degree vertex v, the pre-
processing allows for sampling v with probability \/Lﬁ Therefore,

we can sample each copy that contains at least one high-degree
vertex by sampling all paths in its cover and verifying that they col-
lectively form a cycle using pair queries. Consequently, each such
copy c is sampled with probability % where v(c) denotes the
number of possibilities to sample a path cover for this specific copy
(as further discussed in Section 3.3). By the discussion in Section 1.1,
this probability determines the second term in our bounds.

On the other hand, as we show in Section 1.3, if all vertices in

1/k(

a copy have degree at most y = n:" (which is upper bounded by

4/m) then each such “low copy” can be sampled with probability
2k

By the discussion in 1.1, this results in the first term in

nykT
pykl non(k-D/E
our complexity bound: O*( e ) = O*( e ) = O*(nl%)
C

Recall that this term is necessary for any motif over k vertices, by
the lower bound of [28].

The remaining challenge involves handling copies that have
no high-degree vertices but include at least one medium-degree
vertex — defined as a vertex v with degree d(v) € (y,vVm]. To
address these cases, we modify the path cover definition to allow
paths to start with medium-degree vertices, provided they include
at least two vertices (the reasoning behind this will be discussed
shortly). We also reduce the threshold used for the preprocessing
step from +/m to y. This results in a cost of O* ()ﬂ/) however, it does

not asymptotically change our complexity, as it is of the same order

)10
C

With these modifications, we can now sample edges incident
to medium vertices, each with probability %, at a unit cost. If
a medium vertex is the first in a path, we use its “high enough"

as the first term in our complexity bound O*(

noyk=1

%Tndeed, the choice of y is such that the two terms, % and e

are equated.
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properties to sample an incident edge; if it appears mid-path, we use
its “low enough" properties, to uniformly sample a neighbor with
probability \/LH The only limitation of medium vertices compared

to high vertices is that it is not possible to sample them uniformly
with probability # However, this property of high vertices is

only relevant when a path consists of a single high-degree vertex,
and our path cover definition prevents paths from consisting of
a single medium vertex. Consequently, we can accommodate all
cases by applying one of the described methods, resulting in two
samplers, summarized below.!!

1.3 More Details on the Attempted Samplers for
Low and Mixed Copies

Though we consider undirected graphs, it will be convenient to
view each edge {u,v} as two ordered edges, (u,v) and (v, u). We
assume we have a constant-factor estimate m of the number of
ordered edges, where such an estimate can be obtained using known
algorithms [30, 33]. We also assume that we have a constant-factor
estimate nc of nc (where as noted previously, this assumption
can be removed by an appropriate geometric search). Since we do
not know m and nc¢ precisely, these two estimates determine our
degree thresholds. For y = ﬁlc/ k, we say that a vertex v has low
degree (or is low) if d(v) < y. We say that v has high degree (or is
high) if d(v) > Vm, and that it has medium degree (or is medium)
ifd(v) € (7, V). We refer to copies that contain only low vertices
as low copies, and to all other copies as mixed.

Sampling low copies. The first, and simpler, procedure, which
samples low copies, works as follows. It starts by sampling a uni-
formly distributed vertex v; in the graph. Conditioned on vy being
low, it performs a “uniform random walk” of length k — 1 restricted
to low vertices. By this we mean that in each step i, each neighbor of
the current vertex v; (which is ensured to be a low vertex) is chosen
with probability exactly % (indeed if d(v;) < ¥, then it is possible
that no neighbor is selected). If at any point the walk encounters
a high or medium vertex or fails to sample a neighbor, the proce-
dure fails. If a path (o1, . ..,v;) over low vertices was successfully
obtained, then the procedure perform a single pair query between
v and v1 to check whether this results in a (low) copy of Cy. If a
copy is obtained, then the procedure returns it with probability i,
and otherwise the procedure fails.

For each specific low copy, the probability that it is selected is

<y 1 (1)t
-1 ()

¥ T2k T

2k accounts for the cyclic orderings of the vertices.

1

__ 1
—&7 = ——i-7r» Where the factor of
n-y nn

Sampling mixed copies. Recall that we sample mixed copies by
considering sequences of paths that together cover all vertices on
a copy. We sample each path separately, and then check if we can
“glue” the paths together to obtain a single cycle. Each path (which
covers between 1 and k vertices) starts with a medium or high
vertex, and all other vertices on the path (if they exist) are either

We note that an alternative option is to design a separate, additional attempted
sampler for copies that have only medium and low vertices. This attempted sampler
would be a kind of “hybrid” between the one for sampling copies that contain at least
one high vertex and the one for sampling copies containing only low vertices. We
opted for the more concise version of having only two attempted samplers.
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Figure 1: The letters ‘H’, ‘M’ and ‘L’ signify whether a vertex is
high, medium or low, respectively. The cycle in the figure can be
covered by several sequences of paths. One example is the sequence
of paths, depicted in green (outside the cycle), 71 = (ug,u1), 72 =
(ug,us), 3 = (U4, us), w4 = (ug, u7). Another example is the sequence
of paths, depicted in turquoise (inside the cycle), 71'1/ = (u1,uz), Il'é =
(us, us, us, ug), 5 = (u7,us)-

medium or low. Furthermore, if the path contains a single vertex,
then it must be high. See Figure 1 for an illustration. We emphasize
that these paths are defined with respect to copies of the motif F in
G, depending on the degrees of vertices in such copies (rather then
with respect to F itself).

These constraints on the paths give us the following. (1) The
lower bound (of ) on the degree of the first vertex of each path
allows us to sample this vertex as well as the first edge on the
path (if such exists) at a relatively low cost. (2) The fact that all
other vertices on each path have degree at most Vm, allows to
take uniform random steps with probability \/Lﬁ starting from the

second vertex on the path.

More precisely, the fact that each path starts with a vertex whose
degree is lower bounded by y allows us to take advantage of the
following approach, which was applied in the past in the context of
sublinear counting and sampling [21, 27]. By sampling an auxiliary
(multi-)set of vertices of size roughly %, it is possible to construct a
data structure that (with high probability) can be used to sample at
unit cost each vertex v having degree greater than y with probability
approximately % This has two related implications.

The first is that we can sample edges incident to medium and high
vertices, each with probability % This is done by first sampling a
medium or high vertex using the data structure, and then querying

for one of its neighbors uniformly at random. Thus each such
dw) 1 _ 1
m d(o) _ m-

The second is that we can sample high vertices with probability \LF
m

(ordered) edge (v, u) is sampled with probability

by first sampling a high vertex v with probability proportional to its

degree and then “keeping” it with probability % so that overall,
d@)  Nm _ 1

m d(v) N
(This only works for high vertices since we need that d(v) > vm

each high vertex is sampled with probability

to have % <1)

Putting the above together, for each fixed sequence of paths that
covers a specific mixed copy as described above, the probability
that we obtain this sequence is (approximately) ﬁ: Each path

m
in the sequence that consists of a single (high) vertex is obtained
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with probability # ; For each longer path, the first edge (pair of
m

vertices) is obtained with probability % and each subsequent vertex
on the path is obtained with probability # Since the sum of the

lengths of the paths is k, we get the claimerﬁ sampling probability.

Up until now we considered a fixed sequence of paths that covers
a specific copy. Since such a copy is potentially covered by several
different sequences of varying lengths, as a last step after obtaining
a copy, we return it with probability inverse proportional to the
number of sequences of paths that cover it. (This is formalized in
Definition 3.6 and Algorithm 3.3.)

1.3.1  Attempted Sampling Procedures for a General Hamiltonian
Motif F. The sampling procedures (for low and for mixed copies)
are modified as follows for sampling any Hamiltonian motif F over
k vertices. If a copy c of Cy. is selected by the procedure, rather than
returning it (with the appropriate probability), the procedure first
performs all pair queries to obtain the induced subgraph, denoted
Gec. If G¢ contains a copy of F that in turn includes c, then the
procedure selects one of these copies with equal probability, where
this probability depends on F and is lower bounded by 1/k!.

If a copy of F is selected, then, similarly to the case when F = Cy,
the selected copy is returned with probability inverse proportional
to the number of ways it could have been selected by the algorithm.
In particular, recall that in the case that F = C, this number is
determined by the number of sequences of paths that cover the
cycle. Now, for a general Hamiltonian F, we also need to take into
account the number of Hamiltonian cycles of the copy, since each
can give rise to the selection of the copy. The counting algorithm
uses the sampling procedures in exactly the same way as for the
special case of F = Cy.

1.3.2  The Importance of Hamiltonian Cycles. Our algorithm relies
on the fact that F is Hamiltonian. This property of F does not come
into play when sampling low copies. Indeed, we can sample copies
of any (connected) motif F over k vertices that solely contain low-
degree vertices, where each copy is returned with equal probability,

which is roughly +1/k (as in the case of a Hamiltonian F).

—1
nn
However, the Hamiltonicity of F becomes crucial for our algo-
rithm when turning to copies that contain at least one high-degree
vertex. The reason is that we rely on the ability to “cover” all ver-
tices in such a copy by a sequence of paths, where each path starts
with a vertex that is either medium or high, and all other vertices
are either medium or low. This is always possible when the copy
contains a Hamiltonian cycle, but not in general.!?

1.4 From Attempted Sampling Procedures to
Approximate Counting

Building on uniform (or almost uniform) attempted samplings pro-
cedures to obtain an approximate-counting algorithm is fairly stan-
dard, but since there are some subtle details specific to our case,
we describe it here in order to provide a full picture. For simplicity
of the presentation, here too we restrict our attention to the case
that F is a k-cycle. As before, we assume we have a constant factor

12Consider for example a path over four vertices where one of the medium vertices is
high and all other vertices are low.
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estimate m of the number of (ordered) edges and a constant factor
estimate nf of nf.
Recall that we have two attempted sampling procedures for k-

cycles. The first, given nand y = ﬁ;/ k, returns each low copy with
2k
B<

probability 25 where B<Y = n -)7k—1. The second, given m, re-

turns each mixed copy with probability (approximately) BZ—>k? where

B>Y = mF/2. We can devise a single combined attempted sampler
that returns each copy (of any one of the two types) with probabil-
ity (approximately) %, where B = B<Y + B>Y by invoking the first
procedure with probability BT? and the second with probability
B

Recall that the second procedure (for mixed copies) actually
works under the assumption that it is provided with a data structure
that allows to sample (in unit time) vertices having degree greater
than y with probability approximately proportional to their degree.
Hence, the approximate-counting algorithm starts by constructing

such a data structure, which can be done in time O* (%)

Next, the algorithm invokes the combined attempted sampling
B
TiF €2
a copy is returned. Observe that conditioned on the success of the
construction of the data structure, in each invocation, the probabil-
ity of obtaining a copy is %, where these events are independent.
By applying the multiplicative Chernoff bound (using nf = ©(nf))

procedure t = G)( ) times and sets #; to be the number of times

we get that tTI - Bisa (1 + €)-estimate of np with high constant
ll:/ k, the resulting complexity of the

—k/2
= O*(f—l"/k + 2 )
g

probability. Recalling that y = 7,
ny M)

algorithm is O* ( = n_
14 ng ng

1.5 Pointwise Uniform Sampling

Given our algorithm for approximate counting and the combined
attempted sampling procedure discussed in Section 1.4, we establish
the result of Theorem 1.2 in a fairly straightforward manner. We first
compute a constant-factor estimate m of the number of (ordered)
edges (using one of the aforementioned algorithms [30, 33]) and a
constant-factor estimate nf of nf using our approximate-counting
algorithm. Given these estimates we construct a data structure for
sampling vertices with degree greater than y = /% The above
constitutes the preprocessing part of the final sampling algorithm
(referred to in Theorem 1.2).

Now, to obtain a copy distributed pointwise-close to uniform, we
implement a Las-Vegas algorithm that simply invokes the combined
attempted sampler until a copy is returned. Conditioned on the
event that the preprocessing step is successful, the expected query
complexity and running time of this nearly uniform sampler are as
stated in Theorem 1.2.

1.6 Simplified Attempted Sampling Procedures
for k-Cliques and k-Stars

1.6.1 Procedures for k-Cliques. In the case of k-cliques, we can
exploit the fact that they have diameter-1 to simplify the attempted
sampling procedures. In particular, we no longer need to find Hamil-
tonian cycles of copies, so we can do without obtaining covering
paths. Instead, we have three attempted procedures for sampling
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copies, depending on the minimum degree vertex in the copy. A
copy is classified as low, medium or high, according to its min
degree vertex.

The procedure for sampling a low copy selects a vertex uniformly
atrandom, and if it is low, the procedure selects k—1 of its neighbors,
each with probability %, and checks whether it obtained a clique.
The procedure for sampling a medium copy samples a vertex with
degree greater than y as described in Section 1.3, and if it is medium,
the procedure selects one of its neighbors uniformly at random,
and k — 2 additional neighbors each with probability \/% It too
checks if it obtained a clique. Finally, the procedure for sampling a
high copy selects k high vertices, each with probability \/Lﬁ (also
as described in Section 1.3), and checks if they form a clique. Thus,

each low copy is sampled with probability —-—, each medium

n-y
1
Vi
high copy with probability (approximately) ﬁ
m

1

7 and each

copy with probability (approximately) % .

m
— _1

= =7
1.6.2  Procedures for k-Stars. For the case of k-stars we also present
two attempted samplers, for two types of copies, where here the
types of copies are determined according to the degree of the central
star vertex. Sampling low copies, where the central vertex is low, is
done identically to sampling low k-cliques (without the clique veri-
fication step). Sampling non-low copies, where the central vertex is
either medium or high, is slightly different than previous samplers.
Here we rely on the observation that in a graph with ng stars, the
maximum degree is (up to normalization factors) at most n;/ (k-1),
Therefore, given an estimate on the number of stars, the procedure
sets an estimate dpgy on the maximum degree in the graph, and
continues at follows. It samples a medium-high edge (u, v) and then
samples k — 2 additional neighbors of u such that each is sampled
with probability 1 /dmax. Overall, each non-low copy is sampled
with probability —2L—-. We note that the latter sampler is very

similar to the one described in [13].

1.7 Related Work

Most of the related works for sublinear approximate counting and
sampling of motifs, both in the standard model and in the aug-
mented model, were already mentioned earlier in the introduction,
so we do not cover them here.

Sublinear approximate counting and sampling in bounded arboric-
ity graphs. The tasks of approximate counting and sampling in the
standard model were also considered for the special class of graphs
with bounded arboricity. For this class of graphs there are refined
results for approximately counting edges and stars [25], approx-
imately counting k-cliques [26] and pointwise close to uniform
sampling of edges [23] and k-cliques [24].

Approximate subgraph counting using fast matrix multiplication.
In [47], Tétek considers the problem of approximating the number
of triangles, denoted nt. When nt = O(+/m) his result improved
over the previous state of the art of [19]. We note that in this
regime, sublinear complexity is unattainable because Q(m) queries
are necessary. He presents two algorithms that rely on fast ma-
trix multiplication. One is suitable for dense graphs and runs in
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time O* ( n’i:iz ) The other is suitable for sparse graphs and runs in
T
. 200/ (+1) . . ST
time O* (%) (where w is the matrix-multiplication expo-
ny

nent). Censor-Hillel, Even and Williams [15] simplify and generalize
the above result to any constant length cycle in directed graphs,
and also for odd length cycles in undirected graphs. For triangles
) and O* (m +

they obtain the upper bounds O* (n2 + WM
\

me/(aJ+1)
2(w-1) [(w+)+a(w-2)/(1-a) (w+1)
ny

) where a > 0.32. For cycles of size

k > 3, their algorithm has running time O*(MM(n, n/né/(k_z), n))

1/(k-2)
C

where MM denotes the time to multiply an n X n/n matrix

by an n/nlc/(k_z) X n matrix (recall that nc denotes the number of

k-cycles in the graph). They also sate a related fine-grained hard-
ness hypothesis, under which, their algorithm is optimal for dense
graphs in the non-sublinear regime.

Other sublinear-time query models. In the sublinear regime, there
are query models that allow for different types of set queries [5, 8,
9, 12, 16, 18] or for different types of access to the neighborhoods
of vertices [46].

Lower bounds. In [28], Eden and Rosenbaum presented a frame-
work for proving lower bounds on subgraph counting via reductions
from communication complexity. Their results simplified on pre-
vious bounds that were obtained by first principles. In [4], Assadi
and Nguyen studied the dependencies on the approximation and
error parameters and proved asymptotically optimal lower bounds
for the problem of approximately counting triangles.

1.8 Organization

Following preliminaries in Section 2, in Section 3 we describe our
attempted samplers and approximate counting algorithm for Hamil-
tonian motifs. In Section 4 we present the simplified attempted
samplers for cliques and stars. Our pointwise uniform sampling
algorithms and all omitted proofs appear in the full version [20].

2 Preliminaries

Let [r] denote the set {1,...,r}. We use the notationx € (1+€) -y
as a shorthand for (1-€) -y <x < (1+¢€)-y.

Let G = (V,E) be an undirected simple graph over n vertices.
For a vertex v let d(v) denote the degree of v and let I'(v) denote its
set of neighbors. Let dgog denote the average degree in G. We use m
to denote the number of ordered edges (u,v) in G so that m = 2|E|
and m = 3, d(v) = n - dgyg.

Let Cj denote the cycle over k vertices. When referring to a
subgraph of G that is a cycle, we use the notation (v, ..., 0, 01)
(where {{v;,0i41} : i € [k — 1]} U {{v},01}} C E).

We consider the standard graph query model [36, 39], where the
algorithm can perform the following types of queries: (1) For any
v € V, query for v’s degree; (2) For any vertex v € V and index
i, query for o’s i neighbor (if i > d(v), then a special symbol is
returned); (3) For any pair of vertices u, v, query whether {u, v} € E.

A motif Fis a graph over k vertices (which is known and con-
sidered to be small).
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Figure 2: There are two different copies of F in Q that include
the Hamiltonian cycle (v1, 0y, . ..v3,v1): one that uses the cord
{v2,v6} and one that uses the cord {v4, vs}. Denoting this cycle
by c, we have that ng(Q, c) = 2.

Definition 2.1 (Copies of a motif F). For a graph G and a motif F,
we say that a subgraph f of G is a copy of F in G if f is isomorphic
to F.

Let np(G) denote the number of copies of F in G, and when G is
clear from the context, we use the shorthand ng.

Definition 2.2 (Hamiltonian cycles of a copy). For a copy f of F
in G, let H(f) denote the set of different copies of Cy in f (i.e.,
Hamiltonian cycles of ). Since |H (f)| is the same for all copies f of
F, we denote this value by hf.

Definition 2.3 (Number of copies in a subgraph that contain a given
cycle). For a graph Q, a motif F and a cycle ¢ € H(Q), each with
k = |V (F)| vertices, we let ng(Q, c) denote the number of different
copies of F in Q that include the cycle c.

We note that for a fixed F, ng(Q, ¢) is maximized when Q is a
clique over k = |V (F)| vertices and c is some Hamiltonian cycle of
Q. We denote this value by «¢.'?

For an illustration of Definition 2.3, see Figure 2.

3 Approximately Counting Hamiltonian Motifs

As discussed in the introduction, our sublinear approximate count-
ing and nearly uniform sampling algorithms build on several sub-
routines, which are discussed in the next subsections. We start with
two procedures in Section 3.1. The first, Construct-Data-Structure,
uses a sample of vertices from V to construct a data structure that
allows the second procedure, Sample-Medium-High-Vertex, to sam-
ple vertices of sufficiently high degree with probability roughly
proportional to their degree. In Section 3.2 we present and ana-
lyze the procedure Sample-Low-Copy for sampling low copies (i.e.,
copies in which all vertices have degree upper bounded by a certain
degree threshold ¥). In Section 3.3 we present and analyze the pro-
cedure Sample-Mixed-Copy for sampling mixed copies (i.e., copies
that contain at least one vertex with degree above the threshold
¥). The latter procedure invokes the aforementioned procedure
Sample-Medium-High-Vertex. The two procedures are combined
in Section 3.4. Our approximate counting algorithm, which uses all
these procedures, is provided in Section 3.5.

13 Observe that xf ranges between 1 and k!.
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For the sake of conciseness, we sometimes do not explicitly
say that the algorithm performs certain queries, but only refer
to the outcome of the queries. For example, we might refer to
d(v) for a vertex v, without explicitly stating that the algorithm
performs a degree query to obtain d(v), and we might refer to the
subgraph induced by a set of vertices without explicitly saying that
the algorithm performs pair queries to obtain this subgraph. We
shall of course take this into account when bounding the query
complexity of the algorithms.

3.1 A Degrees-Typical Data Structure
Supporting Sampling Vertices
The following definition and two lemmas are adapted from [21,

27]. The proofs of the lemmas (including the pseudo-code of the
procedures that they refer to) can be found in the full version.

Definition 3.1 (An (€, y, m)-degrees-typical multiset and data struc-
ture). For a graph G = (V,E) over n vertices and parameters
€€ (0, %) and y,m € N*, we say that a multiset S of vertices from
V is (€,y, m)-degrees-typical with respect to G, if the following two
conditions hold:

(1) For every v € V with d(v) > ¥, we have that dg(v) € (1 £

=) 4()
6) -
(2) Letting m(S) = Y esd(u) and Eaug = %, we have that
m(S) < 21| - daog.
A data structure D is (€, y, m)-degrees-typical with respect to G, if
for some multiset S that is (€, y, m)-degrees-typical with respect to

G, the data structure D supports sampling each vertex u € S with
d(u)

Zdavgls‘
then we shall just say that D is (€, ¥y, m)-degrees-typical.

probability in constant time. If G is clear from the context,

LEMMA 3.2 (CONSTRUCTING A DEGREES-TYPICAL DATA STRUC-
TURE). The procedure Construct-Data-Structure is given query ac-
cess to a graph G and parameters n, € € (0, %) d € (0,1) and
y,m € N*, and satisfies the following.

elfm > mand y < Vm, then Construct-Data-
Structure(n,€,0,y, m) returns an (€,y, m)-degrees-typical
data structure D with probability at least 1 — .

o The query complexity and running time of Construct-Data-
n . 10g(n/5)'10g(1/5)).

Structure are O (Y =
LEMMA 3.3 (SAMPLING MEDIUM-HIGH VERTICES). Let G be a graph
and let € € (0, %) andy, m € N*. The procedure Sample-Medium-
High-Vertex is given query access to G and an (€,y, m)-degrees-
typical data structure D (w.r.t. G), and satisfies the following.

o Each invocation of Sample-Medium-High-Vertex(D, y) either
outputs a vertex v or fails. The distribution on output vertices
is such that every vertex v for which d(v) >y is returned with
probability in (1 +€) % and every vertexv withd(v) <7 is
returned with probability 0.

o The query complexity and running time of (a single invocation
of) Sample-Medium-High-Vertex are O(1).

3.2 Sampling Low Copies

Recall that a low copy of F in G is a copy whose vertices all have
degree at most y (for a given parameter y). The sampling algorithm
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begins by selecting a vertex uniformly at random. If its degree
is low, the algorithm performs a uniform random walk of k — 1
steps, restricted to low-degree vertices. If the walk succeeds in
obtaining a path over k low-degree vertices, then the algorithm
checks whether they close a cycle, and whether this is a Hamiltonian
cycle of some copy of F, in which case a copy is returned with
appropriate probability. Precise details follow.

Recall that the notations hf and kf were introduced in the pre-
liminaries (See Definitions 2.2 and 2.3).

Sample-Low-Copy (F,¥)

(1) Sample a vertex v; € V uniformly at random. If d(v1) > 7,
then return fail.

(2) Fori=1tok—1:

(a) Choose an index j € [y] v.a.r.If j > d(v;), then return
fail. Otherwise, query for v;’s j neighbor and let v;41
denote the neighbor returned.

(b) If d(vi4+1) > ¥, then return fail.

(3) If v; = vy for some 1 < i < i’ < k or {v,v1} € E, then
return fail.
path forms a cycle. */

(4) Let c denote the cycle (vy, . ..vg,v1), and let G. be the sub-
graph induced by the set of vertices {v1, ..., vt }. If Gc con-
tains at least one copy of F, then either select one such copy
f or return fail, where for each copy, the probability that it
is selected is 1/xF. * Recall: kF is defined in Definition 2.3 ™

* Verify that no vertex is sampled twice and that the

(5) Return f with probability ﬁ and with probability 1— ﬁ

return fail. /* Recall: hr is defined in Definition 2.2 */

LEMMA 3.4. Algorithm Sample-Low-Copy(FY) either returns a
copy of Fin G such that all vertices in the copy have degree at most
Y or fails. Furthermore, each such copy is returned with probability

1 - The query complexity of the algorithm is O(k?), and the

n?k*l K

running time is upper bounded by O(k! - k?).

We note that, depending on F, both the query complexity and
the running time of the algorithm may be smaller than what is
stated in the lemma. For example if F = Cy, then there is no need
to obtain the induced subgraph G, so that the query complexity
and running time are both O(k).

3.3 Sampling Mixed Copies
A mixed copy of F in G is a copy that contains at least one vertex
with degree exceeding y. Our algorithm for sampling mixed copies
tries to obtain a Hamiltonian cycle of such a copy by constructing
a sequence of paths that obey certain constraints on the degrees of
the vertices belonging to the paths.

In order to formalize the above and provide full details, we intro-
duce the next two definitions. For an illustration of the notations
introduced in these definitions, see Figure 3.

Definition 3.5 (paths cover). Let ¢ = (u1,...,ux, u1) be a copy of
Ck in G. For positive integers y and m such that y < Vm, we say
that a sequence of r > 1 paths (1, ..., ) covers ¢ with respect to
¥ and m, if the following conditions hold.

(1) Every vertex in c belongs to exactly one of the r paths, and

every edge in each of the paths belongs to c.
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Uy Uy

Us Us

Figure 3: The letters ‘H’, ‘M’ and ‘L’ signify wether a vertex is
high, medium or low, respectively. The sequence < 2,5,1 > fits
the cycle on the left. To verify this, consider the following cor-
responding sequence of paths that covers the cycle: 71 = (uy,u3),
T (u7,u6, us, us, uz), m3 = (uy). The sequence < 1,1,4,2 > also
fits this cycle. To verify this, consider the following sequence of
paths that covers the cycle: 1y = (u;), m = (up), 13 = (us3, Ug, us, ug),
7y = (u7,ug). The sequence < 2,2,2,2 > fits the cycle on the right.
There are several sequences of paths that cover the cycle and cor-
respond to this sequence of lengths. For example the sequence
m = (u1,uz), m = (us,uq), 13 = (us,ug), 14 = (7,8), and the se-
quence 7] = (u3, u2), 7y = (uy, ug), 5 = (uz,us), 1y = (5,4).

(2) For every q € [r—1] there is an edge between the last vertex
in 74 and the first vertex in 741, and there is also an edge
between the last vertex in 7, and the first vertex in sy.

(3) For every q € [r], the first vertex in 4 has degree greater
than y, and if |z4| = 1, then it has degree greater than V.

Every other vertex on the path has degree at most Vm.

Observe that every copy ¢ = (uy, ..., ug, u1) of Cy that contains
at least one medium or high vertex, has at least one sequence
of paths that covers it. To verify this, note that ¢ can always be
covered in the following manner. If there are no high vertices within
the copy, a single path of length k can be constructed, starting
from any of its medium vertices. Otherwise (c contains at least one
high vertex), the initial path begins at some high vertex, with each
subsequent high vertex initiating a new path (which may be of
length one if multiple high vertices appear consecutively). As an
example, for the cycle on the left hand side of Figure 3, we would
get the paths (u1), (ug, u3, us, us, ug), (u7, ug), and for the cycle on
the right, (u1, u2), (us, ug, us, ug), (u7, ug).

Definition 3.6 (fitting). Let ¢ = (vy,..
in G and let y and  be positive integers such that y < Vrm. For a
sequence of positive integers X = (x1, ..., xr) such that 22:1 xXq =

., Uk, 01) be a copy of Cy

k, we say that ¥ fits c if there exist a sequence of paths 7y, . .., 7
that covers G such that | 74| = x4 for every g € [r]. We say in such
a case that 71, ..., m corresponds to X.

We denote by viz(c) the number of different sequences of paths
covering c that correspond to X and by v(c), the sum over all X that
fit ¢, of vz (c).

We extend the above definition to a general motif F that includes
at least one Hamiltonian cycle.

Definition 3.7 (number of fittings). For a copy f of F in G, we
define v(f) = Seep() v(©).
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Sample-Mixed-Copy (F,y,m, D)
(1) Select, u.a.r., a sequence X = {(x, ..
such that 22:1 xq = k.
(2) For (g =1tor)do:
(a) Invoke Sample-Medium-High-Vertex(D,Y).If no vertex is
returned, then return fail. Otherwise, denote the returned
vertex by vg 1.

(b) Ifxg =1:
o If d(vg,1) < Vrm, then return fail, otherwise return

., xr) of positive integers

fail with probability 1 — % /* If the path contains a
q
single vertex, then it must have degree greater than \'m. *

(c) If x4 > 1, then choose an index j € [d(vg1)] and query
forug1’s j™ neighbor. Let this vertex be denoted vg2. If
d(vq,z) > \/ﬁ then return fail, otherwise, return fail
with probability 1/2. /" Sample a uniform neighbor of vg1 and
verify it does not have high degree.

(d) For (y =2toxq—1)do
e Choose an index j € [Vm] var If j > d(vg,y), then

return fail. Otherwise query for vg s j™M neighbor and
let vg,y+1 denote the neighbor returned. If d(vg,y+1) >
Vm, then return fail, otherwise, return fail with prob-
ability 1/2.
each is sampled w.p. ﬁ If the sampled neighbor is high, then
fail. */
(3) Ifvg,y = vy, forany (q,y) # (¢',y’) or (Uq’xq,Uq.pl!l) ¢ E
for some 1 < g <r—1,0r (vrx,,01,1) ¢ E, then return fail.

/* Verify that no vertex is sampled twice and that the sampled path

/* Sample a uniform neighbor of vg 1, such that

cover results in a cycle. */
(4) Let G. be the induced subgraph over the vertices
U1,1,...,0rx,. If Gc contains at least one copy of F, then
either select one such copy f or return fail, where for each
copy, the probability that it is selected is 1/kf. /* Recall: kf is
defined in Definition 2.3/

Return f with probability ﬁ, and with probability 1 — -

v(f)
/* Recall: v(f) is defined in Definition 3.7./

return fail.

LemMaA 3.8. Algorithm Sample-Mixed-Copy(F,y, m, D) either re-
turns a copy of F in G that contains some vertex with degree exceeding
y or fails. If D is (€, y, m)-degrees-typical, then each such copy is re-

turned with probability in (1€)X - 7k/+2k The query complexity
m-/e2K Kk

of the algorithm is O(k?) and the running time is at most O(k! - k?).

As noted following Lemma 3.4, both the query complexity and
the running time of the algorithm may be smaller than what is
stated in the lemma, depending on F. For example if F = Cy, then
the running time and query complexity are both O(k).

3.4 Sampling Copies
We next combine our two attempted sampling procedures to obtain
a single attempted sampling procedure.
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Sample-Copy (n, F,y,m, D)

(1) SetBSY = n-?k_l-KF, §>7 =2k ‘ﬁk/zqqz and B = BSY+B>Y.

(2) With probability 5~
and with probability
Copy(F,y,m, D).

(3) Ifa copy of F was returned, then return this copy. Otherwise
return fail.

invoke Sample-Low-Copy(F,y)

invoke

B Sample-Mixed-

LEmMA 3.9. If Sample-Copy is invoked with an (€,y, m)-degrees-
typical data structure D (see Definition 3.1) then it returns each copy
of F with probability in (1 + €)% - %. The query complexity of the
algorithm is O(k?) and the running time is O(k! - k?).

3.5 The Approximate Counting Algorithm

We now present an algorithm that, given as “advice” an estimate
nr of np and an estimate m of m (which are not necessarily good
estimates), returns an approximate value of nf, which satisfies
the following conditioned on m > m. If the estimate nf is upper
bounded by the true value, i.e., i < nf, then nf € (1 + €) with
high probability, and if ng > nf, then 7 is not too high with some
probability that is not too small.

Approximate-Counting-with-Advice (n, F, €, §, g, m)

(1) Sete=¢/(6k), 7=y~ B=n 7"
(2) Invoke Construct-Data-Structure(n, €, min{d/2, €/12},y, m)
and let D denote the returned data structure.
o _ B 3I(4/8) .
(3) Fori=1tot = Gk d do:

(a) Invoke Sample-Copy(n,F,y, m, D).

k/2

~KF+2k-ﬁ - KF.

(b) If a copy of F was returned, then set y; = 1 otherwise set
Xi =0.
(4) Set y =%, Xi -
(5) Return nf = % X

THEOREM 3.10. Let G be a graph over n vertices and m ordered
edges, and let €,6 € (0, %) Further, let F be a Hamiltonian mo-
tif over k vertices, ng an estimate of nr, and m an estimate of m.
Given query access to G, the algorithm Approximate-Counting-with-
Advice(n, F, €, 8, ng, m) satisfies the following:

(1) If m = m and ng < ng, then with probability at least 1 — 9,
Approximate-Counting-with-Advice returns a value nig such
thatnp€ (1 +¢) - nf.

(2) If m > m and ng > nf, then Approximate-Counting-with-
Advice returns a value i, such that with probability at least
e/4,nF< (1+¢€)nr

(3) The query complexity of Approximate-Counting-with-Advice
) K'xplog’ (n/9)

€2
(4) The running time of Approximate-Counting-with-Advice is
O( ﬁk/Z) ) k!-k*-kp-log? (n/d)
—_——.

ﬁf €
In order to eliminate the need for advices m and nf, we use
the following two results. The first result is [33, Theorem 1.1] for
estimating the number of edges in a graph with expected complexity

o(e2)

k2

i _n_
isO ﬁl/k+ T

n

—1/k
ng
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The second result is a general geometric search scheme, which
we refer to as Search, presented in [27, Theorem 18]. The algorithm
Search performs a geometric search for np, starting from its max-
imal possible value, and decreasing it in each step. Roughly, for
each “guessed” value of nf, it invokes Approximate-Counting-with-
Advice in order to decide whether to half the guess or halt and
return an estimate. With sufficiently high probability, the search
is ensured to stop only after nf is smaller (but not much smaller)
than np, resulting in a (1 + €)-estimate of ng.

Approximate-Counting (n, €, F)

(1) Let m’ be the median value returned over 2In(n%) invo-
cations of the algorithm from [33] for approximating the
number of edges. Let m = min{m’, n?}.

(2) Let U = «f k2,

(3) Invoke the algorithm Search with access to Approximate-
Counting-with-Advice, parameters n, F, ¢, §, m, and initial
search value U.

(If the running time at any point goes above n, then simply

query the entire graph and store it in memory. Then invoke

the algorithm of [31] and answer every query with the stored
information.)

As noted in the introduction, it is possible to bound the query
complexity and running time of Approximate-Counting with high
probability and not just in expectation by slightly modifying the
“outer” search algorithm and its analysis. All that is needed is to
slightly decrease the probability that the search continues after it
reaches nf < ng/4, and observe that the probability that it does not
stop after any r additional steps decreases exponentially with r.

4 Simplified Attempted Samplers for Cliques
and Stars

In this section, we present attempted samplers for k-cliques and
k-stars. When integrated into the approximate counting and nearly
uniform sampling framework, these samplers yield algorithms that
are simpler than those in previous studies.

The following definition will be useful in the description of the
attempted samplers for both motifs.

Definition 4.1 (an ordering on the vertices). We say u precedes
v and denote it by u < o, if d(u) < d(v) or if d(u) = d(v) and
id(u) < id(v).

4.1 Simplified Attempted Samplers for Cliques

In the case where F is k-clique, we provide attempted sampling pro-
cedures that are even simpler than those described in Sections 3.2
and 3.3. In particular, we no longer need to use path covers and
fitting sequences. Let n¢ denote the number of k-cliques in the
graph (i.e., as a shorthand for n, ).

Here we partition the clique copies into three types — low,
medium and high — according to the minimum-degree vertex in the
clique (breaking ties by ids). That is, in the first type the minimum-
degree vertex is of low degree (< ), in the second (€ [7 + 1, Vrm]),
medium, and in the third it is of high degree (> Vm).

The procedure for sampling a low copy is almost the same as
Sample-Low-Copy, which was presented in Section 3.2, and the
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procedure Sample-Mixed-Copy is replaced by two procedures: one
for sampling medium clique copies and one for sampling high clique
copies. The latter two procedures are provided with a data structure
D, which we henceforth assume is (€, y, m)-degrees typical. The
query complexity and running time of all three procedures is O(k?).

Sampling low cliques. We first describe the modifications to
Sample-Low-Copy that result in a attempted procedure for sam-
pling a low clique. In Step 2a, instead of querying for a neighbor of
v;, we always query for neighbors of v1. That is, v is chosen uv.a.r.,
and vy, . .., v are neighbors of v; such that each is sampled with
probability 1/y. In addition, Step 4 in Sample-Low-Copy is replaced
by a step which verifies that the subgraph induced by vy, ..., v is
a clique and that v1 < ... < vg. The latter ensures that each clique
can only be sampled in a single manner. Then in Step 5, the clique is
returned with probability 1. Hence, the probability that any specific
low clique is returned is exactly #

Sampling medium cliques. The process starts by attempting to
sample the first edge (v1, v2) in the clique, according to the < order.
This is done using Sample-Medium-High-Vertex(D, y), which, if
successful, returns a medium vertex, from which an incident edge
is chosen uniformly (and otherwise the procedure returns fail). It
then samples k — 2 additional neighbors of v1, denoted vs, . .., v,
each with probability \/% Here too, we verify that we obtained a

clique and that v; < ... < vg. Since we assume that D is (€,y, m)-
degrees typical, by Lemma 3.8, for each fixed medium clique f*, the
probability that f* is returned is in (1+€)- % . # = (1ze)- 2%+ﬂ

Sampling high cliques. Recall that in high cliques, the min degree
vertex has degree greater than Vm. The procedure for sampling a
high clique attempts to sample such a clique by sampling k high-
degree vertices, each with probability approximately % More

m

precisely, Sample-Medium-High-Vertex(D, y) is invoked k times,
and for each vertex v; returned, if v; is high, then v; is kept with
probability T\/vﬁ) The procedure then verifies that the subgraph
induced by vy, ...,0 is a clique and that v; < --- < . Since
we assume that D is (€,y, m)-degrees typical, by Lemma 3.8, for
each fixed high clique f*, the probability that f* is returned is in

(1xe)k. .
2k

4.2 Simplified Attempted Samplers for Stars

In this subsection we present simple samplers for k-stars, where a
k-star is a central vertex connected to k — 1 leaves. As in the case of
k-cliques, we crucially use the fact that stars have radius one. Let
ng denote the number of k-stars in the graph (a shorthand for ns, ).

We note that our attempted star samplers provide somewhat
weaker guarantees than all previous described samplers: In the case
that the estimate ng for ng given to the sampler is too small, some
of the copies in the graph might not be returned at all. However,
this does not affect the counting and final sampling algorithms,
as they only require that the attempted samplers be well behaved
when the estimate is not too small.

Lety = n;/ k We partition the star copies into two types — low
and non-low - based on the degree of their central vertex and the
threshold ¥y, and present two samplers according to these types.
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The non-low star sampler is provided with a data structure D,
which we henceforth assume is (€, y, m)-degrees typical. The query
complexity and running time of the two procedures are O(k).

Sampling low stars. Sampling a low copy of a star is almost
identical to sampling a low clique. Namely, the procedure samples
a vertex v1 uniformly at random, and if d(v1) < ¥, then it samples
k — 1 neighbors of v1, each with probability 1/y. If all neighbor
queries are successful, and v1 < ... < v, the copy is returned.
Thus, each low copy is returned with probability exactly

1
e
Sampling non-low stars. To sample a non-low star copy, we first
observe the following. If the number of stars in the graph is upper
bounded by ng, then the maximum degree in the graph cannot be

ﬁé/ (k=1) 45 each vertex v contributes (i(_vl))

higher than (roughly)
star copies to the total count. Hence, we set Emax = min{O(q,n}),

i(f)f ) < 7s (so that

q= @(ﬁé/ (k-1) )). To sample a copy with a non-low central vertex,
the procedure invokes Sample-Medium-High-Vertex(D,y), and ifa
non-low vertex v is returned, then it selects one of its incident edges
uniformly at random. It then samples k — 2 additional neighbors

where g is the maximal integer such that (

of v1, each with probability 1 Jdmax. If all neighbor queries are
successful, it verifies that v3 < ... < vy, and returns the sampled
copy. Therefore, in the case that ng > ng and conditioned on the
typicality of D, every non-low star in the graph is sampled with

= — 11
m-n

probability in (1 + &) —L—
o

M-d e min {Zﬁ-nk’z,Z
Based on these samplers, the query and time complexities of the
approximate counting and nearly uniform sampling algorithms are:

/(kfl)} !

m - nk- m

ns /D

2

This complexity matches that of the approximate-counting algo-
rithm in [25, Thm. 4, Part 2]. It is also upper bounded by the com-
plexity of the approximate-counting algorithm in [34]. The latter
complexity is stated in terms of n and ng, but not m, and is shown
to be optimal (when m is not constrained) up to the dependencies
on 1/e, logn and k.
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